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Foreword

Conducting experiments has become a popular tool in economics research. 
Despite the growing use of the experimental approach, however, the meth-
odology of experimentation has not found its way into the toolkit of the 
typical economist. In addition, while policymakers are often presented 
with the results of experimental work, they do not necessarily have the 
background to understand the rationale for conducting such experiments 
or an understanding of how the experiments can positively affect pol-
icy decisions. 

Treating the Field as a Lab: A Basic Guide to Conducting Economics 
Experiments for Policymaking offers economists, researchers, and policy-
makers 19 basic principles for conducting experiments in developing-
country contexts. In this Food Security in Practice technical guide, 
Angelino Viceisza focuses on the class of economics experiments known 
as lablike field experiments and examines their basic rationale, the details 
involved in conducting them, and some of the applications of them in the 
literature. In addition, Viceisza discusses the role of game theory in con-
ducting field experiments and considers some of the typical issues that can 
arise when drawing inferences and deriving policy implications from exper-
imental work. 

Viceisza also suggests additional topics for future study. One such issue is 
which methodological difficulties experimenters face most often. For exam-
ple, is a tendency among participants to alter their behavior because they 
know they are being studied a major problem? Alternatively, does the man-
ner in which an experiment is framed affect the results? Another important 
issue for further exploration is the role lablike field experiments can play in 
future policymaking. 

Treating the Field as a Lab responds to a gap in the existing experimen-
tal literature by explaining how to conduct lablike field experiments and 
weighs the strengths and weaknesses of this innovative research method.

Shenggen Fan
Director General, 
International Food Policy 
Research Institute
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1CHAPTER 1

Introduction

The term experiment has become quite popular in economics. 
Examples of experiments abound in the literature of many subfields of 

economics, in particular experimental, behavioral, and development eco-
nomics.1 Despite the growing use of the term experiment and of the experi-
mental approach in economics, the methodology of experimentation has 
not yet found its way into the typical economist’s (and researcher’s) toolkit. 
In addition, although many policymakers are faced with inferences drawn 
from experimental work, they do not necessarily possess a proper insight 
as to why and how one conducts experiments and what the strengths and 
weaknesses of the approach are.

The purpose of this guide is to bridge the divide between those who are 
familiar with experiments and those who are less so but have an interest in 
either conducting experiments or using the literature. Therefore, the scope 
of this guide is relatively practical, concise, and limited. It is not a complete 
discussion of experimental methodology, its applications, or the literature. 
Rather it is a specific discussion of some concepts and issues that are useful 
to know in order to be able to conduct or understand experiments, particu-
larly when drawing inferences for policy.

It is useful to discuss what the term experiment means for our purposes. 
Generally, an experiment can be seen as a set of observations generated in a 
controlled environment in the context of answering a particular question or 
solving a particular problem. This guide focuses on the class of lablike field 
experiments in economics. In the taxonomy of Harrison and List (2004), 
the lablike field experiments considered here comprise so-called artefactual 
field experiments and certain framed field experiments. This guide does not, 
however, focus on so-called randomized controlled trials (RCTs), which, 
depending on their design, can be considered framed field experiments. 
The experiments considered distinguish themselves from typical laboratory 
experiments in that they are conducted with nonstudent subject pools. It is 
in this sense that they are considered field experiments. However, they also 
distinguish themselves from RCTs and so-called natural field experiments 

 1 The field of experimental economics can be seen as the application of experimental methods to ques-
tions in economics. The field of behavioral economics can be seen as the use of social, cognitive, and 
emotional factors in understanding the economic decisions of individuals and institutions perform-
ing economic functions.
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in that subjects make decisions that are not necessarily part of their day-to-
day decisionmaking (typically in a game environment), know that they are 
part of an experiment, or both.

The main reasoning for limiting the focus of this guide is the following. 
Within the taxonomy of field experiments, natural field experiments tend to 
be the most complicated to implement. Therefore, it does not seem appro-
priate to try to address this class of field experiments to a sufficient extent 
in this guide. This said, many of the issues addressed in this guide are also 
applicable to such experiments. With regard to RCTs, a book chapter by 
Duflo, Glennerster, and Kremer (2007) is a useful starting point for those 
who are interested in conducting such experiments. So the literature is not 
at a loss if these experiments are not adequately addressed in this guide.

To further understand the purposes of lablike field experiments, par-
ticularly for policymaking, it makes sense to go back to the basic ratio-
nale for conducting (economic) research. A meaningful way to think about 
the process of research is to break it down into the following stages (see 
Mookherjee 2005, based on Haavelmo 1958):

1. Stage 1. Empirical description of the relevant phenomenon, con-
sisting of exploratory data analysis aimed at helping identify empiri-
cal regularities that need to be explained by a suitable theory and, 
in addition, the nature of assumptions that such a theory can make 
without gross violation of the empirical patterns.

2. Stage 2. The formulation of a relevant theory, including derivation of 
potentially observable (hence falsifiable) implications.

3. Stage 3. The estimation and testing of theories, a stage that may lead 
back to modification or replacement of the previous theories in an 
iterative back-and-forth process with Stage 2.

4. Stage 4. Use of the least unsuccessful theory—from the standpoint 
of empirical verification—for purposes of prediction and policy 
implementation and evaluation.

So ultimately the research process informs policymaking.2 It is in the pro-
cess of generating (collecting) data to test theories and inform policy that 
experiments can serve a very useful purpose.

Friedman and Sunder (1994, 3) comment that “data for empirical 
work can be drawn from several types of sources, each with distinctive 

 2 As Friedman and Sunder (1994) indicate, the alternation of theory and empirical work, each refining 
the other, is the engine of progress in every scientific discipline. Samuelson (2005) discusses the inter-
actions between theory and experiments in particular.
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characteristics, advantages, and disadvantages. A key distinction is between 
experimental data which are deliberately created for scientific (or other) pur-
poses under controlled conditions, and happenstance data, which are a by-
product of ongoing uncontrolled processes” (emphasis in original).3 Indeed, 
one of the most appealing features of experimental data, and of the experi-
mental approach more broadly, is that they enable the experimenter or econo-
metrician to have a relatively high degree of control over the data-generating 
process and therefore to be able to isolate the main effect of interest.

Lablike field experiments have primarily been conducted with three pur-
poses in mind that are not mutually exclusive:

1. To test theories or heuristic principles.

2. To measure what have traditionally been considered 
“unobservable” characteristics.

3. To test the sensitivity of experimental results (possibly resulting from 
1 or 2) to different forms of heterogeneity (such as variations in the 
subject population, alternative institutions, and so on).

These three purposes are closely tied to the role of lablike field experiments 
in informing policymaking. Chapter 3 discusses sample experiments in 
detail while linking them to the policymaking process. So some brief moti-
vation is provided in the following.

Lablike field experiments have been used to test theories or heuristic 
principles that have implications for policy. Two examples are Giné et al. 
(2010) and Hill and Viceisza (2012). Giné et al. created a laboratory in a 
large urban market in Lima, Peru, and conducted framed field experiments 
(in the terminology of Harrison and List 2004) to unpack micro finance 
mechanisms in a systematic way. They found that risk taking broadly 
conforms to theoretical predictions and that, although group lending 
can facilitate profitable risk taking (while maintaining high rates of loan 
re payment), the costs tend to be borne by fellow borrowers and fall most 
heavily on the risk averse. Their findings have implications for the design 
of microfinance arrangements and suggest factors that policymakers and 
non governmental organizations should take into account when designing 
such schemes, particularly because the risk averse are also more likely to be 
other wise deprived.

Hill and Viceisza created a laboratory in a village in rural Ethiopia to 
understand the determinants of investment behavior with regard to a risky 

 3 Friedman, D., and S. Sunder. 1994. Experimental Methods: A Primer for Economists. Cambridge, UK: 
Cambridge University Press. Copyright © 1994 Cambridge University Press. Reprinted with the per-
mission of Cambridge University Press.
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asset such as fertilizer. Specifically, we devised a framed field experiment to 
test the seminal hypothesis that insurance induces farmers to take greater, 
yet profitable risks (along the lines of Sandmo 1971). We found that 
although insurance has some positive effect on fertilizer purchases, weather 
expectations (as proxied by prior weather shocks) play a more prominent 
role in determining investment behavior. Our findings complement the 
policy hypothesis that posits insurance as a means to promote investment 
and growth through greater profitable risk taking. The findings also sug-
gest that it is important to take people’s historical experiences into account 
when implementing new policies and programs.

A main feature of experiments that makes them a great tool for test-
ing theories, heuristics, and mechanisms is that they enable us to construct 
a proper counterfactual scenario for establishing causality, and thus for 
identifying effects. This goes back to the issue of control raised previously. 
For example, in both of the aforementioned examples, behavior in modi-
fied treatments was compared to behavior in baseline or control treatments 
(“the counterfactual”) in order to test certain hypotheses, in particular to 
identify a treatment effect.

As Harrison and List (2004, 1014) indicate, “The goal of any evalua-
tion method for treatment effects is to construct the proper counterfactual. 
Define y1 as the outcome with treatment, y0 as the outcome without treat-
ment and let T = 1 when treated and T = 0 when not treated. Then, the 
treatment effect for unit i can be measured as τi = yi1 – yi0.” For example, in 
the Hill and Viceisza (2012) example discussed previously, the treatment 
(T ) was the provision of insurance and the outcome ( yr ) was the number of 
bags of fertilizer purchased.

The counterfactual, τi, is not known, however. In other words, if we 
observe individual i in one scenario, we do not observe the same individ-
ual in a different scenario at the same time. Harrison and List (2004, 1014) 
note: “If we could observe the outcome for an untreated observation had 
it been treated, then there would be no evaluation problem.4 Controlled 
experiments, which include laboratory and field experiments, represent 
the most convincing method of creating the counterfactual, since they 
directly construct a control group via randomization.” In other words, they 
constructed a “comparable” comparison group by assigning random sub-
samples of a population to be treated or not. They go on to say that “in this 

 4 Notice that even with a within-subjects design in which we observe the same individual in one condi-
tion (possibly a control) at point t = 0 and in a different condition (possibly a treatment) at point t = 
1, we do not get rid of the evaluation problem. Namely, the fact that the individual has already expe-
rienced one condition by the time she arrives at point t = 1 makes her situation different than if we 
were to observe her at the same point in time in both conditions [footnote added].
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case, the population average treatment effect is given by τ = y*1 – y*0, where 
y*1 and y*0 are treated and nontreated average outcomes after the treatment” 
(1014–1015 [emphasis added]). This is typically the main effect of inter-
est when we conduct an experiment for purposes of evaluating a particu-
lar treatment (see also Wooldridge 2002 for a more general discussion on 
treatment effects).

Although experiments may be the most convincing way to create a 
proper counterfactual and thus identify a treatment effect of interest, they 
are not the only way. Indeed, Wooldridge (2002); Duflo, Glennerster, 
and Kremer (2007); and Harrison and List (2004) all discuss alternative 
quasi- or nonexperimental approaches to impact evaluation, such as natu-
ral experiments, difference-in-difference, matching, instrumental variables 
estimation, regression discontinuity, and structural methods.5

Lablike field experiments have also been used to elicit characteristics that 
have traditionally been considered “unobservable,” such as preferences and 
beliefs. For example, consider a lottery choice experiment for eliciting time 
preferences. The typical purpose of such an experiment is to elicit a char-
acteristic of interest.6 Of course this characteristic may be used as a con-
trol when further disentangling the effect of a treatment ex post (this is the 
third role for these experiments, which is considered next); however, the 
main purpose of the lottery choice experiment is elicitation and not identi-
fication per se. These experiments are useful because they enable us to cap-
ture aspects that, if not carefully accounted for, can lead to spurious policy 
implications. Consider the example of technology adoption, a major issue 
in development. There is evidence to suggest that a major determinant of 
people’s propensity to adopt a technology is their risk preference (see, for 
example, Engle-Warnick, Escobal, and Laszlo 2011 for the case of agricul-
tural technologies). So having a proper risk preference measure, such as one 
elicited through a lablike field experiment, is important (we return to this 
issue when discussing risk and time experiments).

The use of lablike field experiments to measure unobservables is not 
unique to risk preferences. The same usage applies to time preferences; pro-
pensities to trust, coordinate, or cooperate; beliefs (for example, regard-
ing the weather); and so on. Although from a policy standpoint it may be 
difficult to change people’s preferences or beliefs (or both), having such 

 5 See Khandker, Koolwal, and Samad (2010) for additional discussion on program evaluation methods 
and applications. The June 2010 issue of the Journal of Economic Literature and the summer 2011 issue 
of the Journal of Economic Perspectives contain some “must-read” articles for those more deeply 
interested in experimental methodology and the strengths and weaknesses of the approach relative 
to others.

 6  As we shall discuss later, some lottery choice experiments are specifically designed to test the plausi-
bility of models of choice under uncertainty such as expected utility.
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information can still help policymakers design more effective institutions 
and programs. For example, when introducing a new technology as part 
of a program, it might make sense to combine the program with an insur-
ance package that limits the downside risk from irreversible investment and 
thereby guarantees that the most risk-averse participants opt in.

The third purpose of lablike field experiments is tied to the former. 
Suppose we conduct lablike field experiments to test a particular theory 
and find a given effect. For example, in the case of Hill and Viceisza (2012), 
we found that insurance had a slightly positive effect on ex ante risk taking. 
We can now ask to what extent this effect varies with risk aversion. In other 
words, are the risk averse more likely to react positively to the introduction 
of insurance? We can use experiments of type 2 to further disentangle the 
effects found in experiments of type 1. In other words, we can combine 
the two primary purposes of experiments to further understand behavioral 
mechanisms. These refinements, in turn, enable us to design more precise 
programs and policies.

This third purpose is unique neither to refinements of preferences and 
beliefs nor to refinements of lablike field experimental results. Consider 
the first claim. Lablike field experiments also enable us to test the robust-
ness of treatment effects to alternative institutions, not just preferences and 
beliefs. For example, by designing additional treatments that may not be of 
primary interest (such as variations on the insurance product), we can fur-
ther understand the institutional mechanisms underlying certain effects as 
opposed to just behavioral mechanisms.

Next, consider the second claim. Lablike field experiments also enable 
us to understand mechanisms underlying effects that result from other 
types of experiments, in particular RCTs. For example, suppose an actual 
intervention is conducted in which different types of technologies are ran-
domly offered to farmers and take-up is studied. We can use risk and time 
preferences elicited through lablike field experiments to test whether take-
up varies with these aspects. We can perform a similar exercise with other 
measures such as trust, beliefs, and so on. In fact, many studies that seek 
to inform policymaking nowadays pair RCTs with lablike field experi-
ments (as well as other methods) in order to garner a better understanding 
of the mechanisms involved. Some examples include Barr, Packard, and 
Serra (2011), Jamison and Karlan (2011), and the IFPRI project Working 
Together for Market Access: Strengthening Rural Producer Organizations 
in Sub-Saharan Africa.7 All of these studies combine data from lablike field 

 7 The purpose of this project is to study the ability of rural producer organizations (farmer groups) to 
provide services (in particular, marketing) to their members and the role of internal group dynamics 
in achieving the organization’s goals. The project focuses on Senegal and Uganda.
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experiments with data from RCTs (along with other sources of data such 
as surveys).

There is a final pedagogical purpose for lablike field experiments 
that has been highlighted by Friedman and Sunder (1994) for the stan-
dard classroom but also noted anecdotally based on the work reported by 
Carter (2008) and Hill and Viceisza (2012) for experiments conducted 
in developing-country contexts. Experiments can serve the meaningful 
purpose of demonstrating economic propositions and concepts to those 
who are less familiar with them. Both Carter and Hill and Viceisza have 
noted that experiments served a meaningful purpose in explaining com-
plex index-based insurance contracts to less educated rural farmers. By hav-
ing subjects play simple games that mimic their day-to-day environment in 
essential ways and introducing slight variations thereto, one can use experi-
ments to explain complex concepts. To the best of our knowledge, there 
have been no studies that have designed experiments with this as their 
main purpose.

The remainder of the guide is organized as follows. Next, we discuss the 
details of experimentation—that is, how we go about designing and imple-
menting lablike field experiments. Readers who are not interested in con-
ducting experiments can skip this chapter. We then discuss some common 
field experiments that have been observed in the literature. In the process, 
we will also review some basic concepts in the theory of games and eco-
nomic behavior and the role of theory in conducting experiments. We then 
address some typical issues that arise when drawing inferences and deriving 
policy implications from (field) experiments. Finally, we conclude by taking 
a forward-looking perspective on some open questions that remain in the 
literature on lablike field experiments.

Prior to proceeding to the next chapter, we list selected additional read-
ing that may be of interest to those wanting to dig deeper into experi-
mental methodologies (in economics). Some of this, as well as additional 
work, will be referenced in greater detail as we move through the guide. 
These references are Davis and Holt (1993), Kagel and Roth (1997), Cox 
and Reid (2000), Camerer (2003), Caplin and Schotter (2008), Cox and 
Harrison (2008), Plott and Smith (2008), Falk and Heckman (2009), 
Fréchette and Schotter (forthcoming), and certain articles in the June 
2010 and summer 2011 issues of the Journal of Economic Literature and the 
Journal of Economic Perspectives, respectively.

InTRoduCTIon 7





2CHAPTER 2

How to Experiment

In this chapter we discuss how one goes about experimenting. For 
those wanting to conduct experiments, this is one of the most important 

chapters in this guide. Readers who are not necessarily interested in con-
ducting experiments, however, can skip this chapter. Some of what we dis-
cuss here is mainly taken from Friedman and Sunder (1994); the interested 
reader is referred to their text for further discussion (see also List 2011 for 
some related discussion). The chapter sums up the discussion of each aspect 
of experimentation in the form of a practical principle. Potential experi-
menters can use these principles as necessary (but not sufficient) guidelines 
for conducting an experiment (for summaries of the principles, see Boxes 
2.1–2.5, placed at strategic points throughout this chapter). As mentioned 
previously, one of the main features of (economics) experiments is control. 
To have control (in this context) means that the experimenter, by design 
of the data collection, can control the data-generating process and thus be 
able to make inferences more easily than would be the case using happen-
stance data. The recurring theme of this chapter will be achieving or main-
taining (experimenter) control.

We start by discussing the basic issues related to how an experimenter 
gains control over the experimental environment. Then we address differ-
ent premises for experimental design, after which we turn to the main con-
siderations that factor into constructing a proper experiment protocol and 
implementing the experimental design. Finally, this chapter concludes with 
a discussion of some practical issues that should be kept in mind when con-
ducting an experiment.

BASIC ISSUES
The first principle for experimentation is to formulate a proper research 
question and purpose. The reason this is important is that it determines 
the appropriateness of the experimental design and treatments under con-
sideration. In other words, what may be a brilliant experimental design in 
one context may be completely inappropriate in another context because of 
the research question under consideration. This is a first principle for research 
more broadly as well.
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For illustrative purposes, consider the example of a market experiment. A 
conventional laboratory market experiment entails a group of 20–40 par-
ticipants (recruited by the experimenter) gathered at a specific location 
(typically, an experimental laboratory) to engage in trade of artefactual 
commodities. The participants are usually divided into buyers and sellers, 
and the experimenter induces certain conditions and rules under which 
trade is valid or becomes binding.1 At the end of the experiment, partici-
pants are paid their earnings for the experiment in cash, thus giving them 
an incentive to (1) understand the rules of the experiment and (2) behave 
as profit-maximizing agents tend to do in naturally occurring markets.

The typical purpose for such a market experiment is to test whether 
actual behavior conforms to theoretical predictions. For example, we may 
want to study to what extent equilibrium is reached if behavior is studied 
across different market institutions. If this is our primary research ques-
tion of interest, we can randomly assign participants to different types of 
institutions and study their behavior across these distinct treatment condi-
tions. On the other hand, suppose we want to study to what extent agents 
reach equilibrium if the initial conditions are different, for example, if the 
seller’s reservation prices are above a certain threshold. Because the research 
question is different, our treatment conditions should be different as well. 
With this question in mind, we can hold the market institution fixed and 
randomly assign participants to different thresholds. The take-away from 
this example is that one’s experimental design should be guided by the 
main question under consideration. If not, this will typically lead to badly 
designed experiments.2

So the first principle for experimentation is:

 PRINCIPLE 1  Clearly define the research question and purpose of interest.

The second principle is to develop a conceptual framework (or theoreti-
cal model) for designing the experiment treatments. This is closely related 
to stage 2 of Mookherjee’s characterization, discussed in the previous sec-
tion. In other words, it is useful to have a framework in place (or in mind) 
that in some relevant manner describes how subjects might behave as part 
of one’s experiment. This framework typically predicts behavior in the 
baseline and main treatment(s) of interest. For example, in the market 

 1 This is a deliberately simplified description of a market experiment. Later sections discuss how we 
would go about designing and implementing such an experiment.

 2 Notice that these research questions are not mutually exclusive. In particular, we can conduct addi-
tional treatments that enable us to study the effect of higher reservation prices across different market 
institutions. One way to achieve this would be by means of a so-called factorial design, a concept that 
I discuss later.
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experiments described previously, such a framework might be a standard 
supply-and-demand model or some type of auction mechanism.

Seminal papers such as those by Smith (1976, 1982) and Plott (1982) 
provide a generic discussion of the key methods for creating a controlled 
economic environment in the laboratory. To a great extent, these methods 
apply to the field as well. They start from the premise that economic behav-
ior takes place in an economic system. In particular, “a micro economic sys-
tem is a complete, self-contained economy [that] consists of a set of agents 
and the institutions through which they interact” (Friedman and Cassar 
2004, 25 [emphasis added]).3 Friedman and Sunder (1994, 12) explain 
that “agents are defined by their economically relevant characteristics”: 
preferences and constraints (technological, resource, and informational), 

“whereas, an economic institution specifies the actions available to agents 
and the outcomes that result from each possible combination of agents’ 
actions.”4

To study behavior in a controlled environment, the experimenter must thus 
be able to “control” the agents, the institution(s) through which they inter-
act, or both. The extent to which the experimenter wants to control either 
of these depends on the research question. It also depends on whether the 
experimenter wants the experimental environment to parallel certain aspects 
of the naturally occurring environment. For example, subjects (that is, the 
actual agents in an experiment) have their own homegrown characteristics. 
Sometimes the experimenter may want to elicit those, and other times she 
may want to examine theories or hypotheses that take those characteristics 
as given. Achieving experimental control over the institution is conceptually 
straightforward relative to controlling subjects’ characteristics: The experi-
menter need only explain and enforce the rules associated with the specific 
institution in question. On the other hand, controlling agent or subject char-
acteristics is not so straightforward. Friedman and Sunder (1994) discuss how 
such control is achieved; the following discussion is drawn from their work.

One method of control examined by Friedman and Sunder is induced 
value theory (a concept proposed in Smith 1976). The key idea is that 
proper use of a reward medium allows an experimenter to induce pre-
specified characteristics in experimental subjects such that the subjects’ 
innate characteristics become largely irrelevant. Three conditions are suffi-
cient to induce agents’ characteristics:

 3 This description can apply with equal validity to theoretical models, naturally occurring economies 
(large and small), and artefactual economies in the laboratory (Friedman and Cassar 2004). So we 
can think of such characterization as being relevant to lablike field experiments but also to RCTs.

 4 Friedman, D., and S. Sunder. 1994. Experimental Methods: A Primer for Economists. Cambridge, UK: 
Cambridge University Press. Copyright © 1994 Cambridge University Press. Reprinted with the per-
mission of Cambridge University Press.
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1. Monotonicity. Subjects must prefer more of the reward medium 
to less and not become satiated. Formally, if V(m, z) represents the 
subjects’ unobservable preferences over the reward medium (m) and 
everything else (z), the monotonicity condition is that the partial 
derivative with respect to the reward medium (Vm) exist and be posi-
tive for every feasible combination of (m, z). This condition is typi-
cally satisfied by using a subject’s domestic currency (“money”) as the 
reward medium.

2. Salience. The reward ∆m received by the subject depends on her 
actions (and those of other agents) as defined by institutional rules 
that she understands. In other words, the relation between actions 
and the reward implements the desired institution, and subjects 
understand the relation. For example, a $5.00 fixed payment to sub-
jects for participating in an experiment would not satisfy salience 
according to the given definition because the payment would not 
depend on the subjects’ choice of actions during the experiment.

3. Dominance. Changes in subjects’ utility from the experiment come 
predominantly from the reward medium, and other influences are 
negligible. This condition is the most problematic, because prefer-
ences V and “everything else” z may not be observable by the experi-
menter. Dominance becomes more plausible if the salient rewards ∆m 
are increased (this is usually why experimentalists report how average 
earnings in an experiment rank relative to subjects’ day-to-day earn-
ings) and if the more obvious components of z are held constant. For 
example, subjects often care about the rewards earned by other sub-
jects. If the experimental procedures make it impossible to know or 
estimate others’ rewards (Smith calls this “privacy”), a component of 
z is neutralized.5

Typically, the best the experimenter can do is to mitigate this effect dur-
ing the experiment. After the experiment, it is impossible to control the 
extent to which subjects interact and discuss earnings. This is particularly 
true in rural field contexts in which we may expect subjects to know each 
other and be more likely to have discussions after the experiment. Another 
example is experimenter demand effects, which arise from subjects’ efforts 
to help (or hinder) the experimenter. The experimenter can try to mitigate 
such effects by revealing as little as possible about the goals of the experi-
ment. We return to the discussion of such complexities later.

 5 Ibid.
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So the second principle for conducting an experiment is:

 PRINCIPLE 2  Develop a theoretical or conceptual framework that informs 
those components of an experiment that need to be controlled. Generally 
such components are agents’ characteristics (preferences and constraints), 
the institutions through which agents interact, or both.

The third principle for experimentation has to do with the “realism” of 
the task at hand. Some have questioned the external validity of experimen-
tal environments. This brings us to the notion of parallelism. Smith (1982) 
refers to the parallelism precept as follows: propositions about the behavior 
of individuals and the performance of institutions that have been tested in 

“laboratory” microeconomies apply also to “nonlaboratory” microeconomies 
where similar ceteris paribus conditions hold.

Friedman and Sunder (1994) have made useful comments on this topic. 
According to parallelism, they observe, it should be presumed that results 
carry over to the world outside the laboratory. It is then up to a skeptic to 
point out things that are different in the outside world that may change 
the results observed in the laboratory. Usually new experiments can be 
designed and conducted to test the skeptic’s statement. The idea is to use 
such skepticism to promote constructive research and not to engage in 
sterile arguments. Parallelism relies on induction as a maintained hypoth-
esis. The general idea of induction is that behavioral regularities will per-
sist in new situations as long as the relevant underlying conditions remain 
substantially unchanged. Typically, theory suggests what is “relevant” and 
what is “substantial” change.6

This insight is important for numerous reasons. First, it reiterates the 
importance of principle 2—the development of a theoretical framework that 
not only guides the design of the experiment but also generalization of the 
main results. Second, it illustrates the importance of developing a framework 
that captures the most relevant aspects of agents’ decisionmaking environ-
ment. This is particularly important when conducting lablike field experi-
ments in developing countries (that is, experiments with poor subjects) where 
certain constraints (such as liquidity, credit, and savings) may be highly prev-
alent in the day-to-day environment. Failure to properly account for them 
can lead to poorly designed experiments, incorrect inferences, or both.

Finally, this insight raises the question how does one respond when some-
one disclaims one’s experiment as too far removed from reality? First and 
foremost, the extent to which external validity is of major concern depends 

 6 Ibid.
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on the purpose and the research question of the experiment. For exam-
ple, these issues tend to be of less concern when conducting experiments to 
test theory.7 After all, most theories are silent as to the types of agents (read: 
types of people, be they students, farmers, policymakers, women, or men) to 
which they are applicable. As Camerer (2011) argues, generalizability need 
not be of primary concern in a typical experiment, and, to the extent that it 
is, there are many studies showing “lab”–field generalizability.

To the extent that we are concerned about external validity given the 
experiment at hand, researchers have attempted to deal with the issue 
in the following ways. First, several researchers have complemented the 
experiment(s) with a detailed survey that collects data on many types of 
observables in addition to the experimental data of interest. For exam-
ple, suppose one does not attempt to mimic liquidity constraints as part 
of one’s experiment. In such a case, one may test whether a liquidity proxy 
constructed from one’s survey data has any predictive power over either the 
main variable or the treatment variable of interest.

Second, researchers may actually design additional experiment treatments. 
Although this is the most ideal way to go, this is typically the most costly, in 
terms of both time and monetary costs. Therefore, it is often infeasible. As a 
result, it is important to carefully design one’s experiment ex ante considering 
the most relevant issues. One such issue may be framing, a topic we return to 
later. We return to issues related to external validity in Chapter 4.

So the third principle in conducting an experiment is:

 PRINCIPLE 3  Depending on the purpose of the experiment, consider par-
allelism. Design the experiment considering the most relevant components 
of the agents’ day-to-day decisionmaking environment.

EXPERIMENTAL DESIGN
The previous discussion on identifying the most relevant components of 
agents’ day-to-day decisionmaking environment leads nicely to the topic 
of experimental design.8 Friedman and Sunder (1994) observe that in any 
experiment we are typically interested in the effects of only a few variables, 
the so-called focus variables. These focus variables can usually be divided 
into outcome and treatment variables. An outcome variable is a main 

 7 As Falk and Heckman (2009) discuss, lablike experiments are very powerful whenever tight control 
of nuisance factors is essential.

 8 This section on experimental design draws heavily on Friedman and Sunder (1994). For a more 
detailed treatment on the theory of the design of experiments, see Cox and Reid (2000).
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variable of interest. In an “identification” experiment, this is the variable 
we use to test for impact (in a regression context, this would be the depen-
dent variable). A treatment variable is what we plan to vary by the design of 
our experiment in order to identify the impact on the outcome variable (in 
a regression context, this would be the main independent variable).9

Although our main interest may be on the focus variables, usually we 
must also keep track of several other variables that are of little or no direct 
interest but that may affect our results, the so-called nuisance variables. The 
distinction between focus and nuisance variables is determined by the pur-
pose of the experiment. Our discussion in this section seeks to address how 
to design experiments that sharpen the effects of focus variables and mini-
mize the confounding of results due to nuisance variables.10

So the fourth principle for conducting an experiment is:

 PRINCIPLE 4  Identify the focus (outcome and treatment) variables and the 
nuisance variables.

Direct experimental control: Constants and treatments

By controlling important variables, Friedman and Sunder (1994) explain, 
we produce experimental data rather than happenstance data. The simplest 
way to control a variable is to hold it constant at some convenient level. For 
example, in the market experiment discussed previously, the experimenter 

 9 In an “elicitation” experiment, the outcome variable is the main variable that we typically seek to 
uncover. Some examples are preferences for risk, time, altruism, and so on.

10 Friedman and Sunder, Experimental Methods. Copyright © 1994 Cambridge University Press. 
Reprinted with the permission of Cambridge University Press.

BOX 2.1 Principles for designing an experiment: Basic issues

1. Clearly define the research question and the experiment’s purpose.

2. Develop a conceptual framework to account for the components of 
the experiment that need to be controlled. Such components might be 
agents’ characteristics, the institutions through which agents interact, or 
both.

3. Depending on the experiment’s purpose, incorporate the most relevant 
components of the agents’ real-life decisionmaking environment into the 
experiment’s design.

Source: Author.
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may choose to enforce the same double-auction trading rules throughout 
the experiment. The main alternative is to choose two or more distinct lev-
els that may produce sharply different outcomes and to control the variable 
at each chosen level for part of the experiment (or subset of experiments). 
Perhaps because of their prevalence in medical experiments, variables con-
trolled at two or more levels are called treatment variables.

There is a trade-off between controlling variables as constants and as 
treatments. As we hold more variables constant, the experiment becomes 
simpler and cheaper, but we learn less about the direct effects and the 
interactions among the variables. Suppose we choose two treatment vari-
ables, say the market institution with levels PO (posted offer) and DA 
(double auction) and the demand elasticity with levels E (elastic) and I 
(inelastic).

Despite control, we will completely confound the effects of these vari-
ables if we always change them together, using, say, a PO-E combination 
half the time and a DA-I combination the other half. Instead, if we adopt a 
2 × 2 design by running each treatment combination (PO-E, PO-I, DA-E, 
and DA-I) one-quarter of the time, we can gauge the separate effects of 
the two treatments. The logic is quite general: vary all treatment variables 
in dependently to obtain the clearest possible evidence of their effects.11

So, the fifth principle for conducting an experiment is:

 PRINCIPLE 5  Vary the treatment variables independently. Some focus 
variables may be held constant—this is a special case of a “treatment.”

Indirect control: Randomization

Friedman and Sunder (1994) also discuss the fact that certain variables are 
difficult or impossible to control. Consider, for example, subjects’ expec-
tations, alertness, interest, and other unobservable characteristics. More 
important, even if we are able to elicit certain variables and thus con-
trol them, we may not want to, because it may be costly to do so and they 
are nuisance (as opposed to focus) variables.12 To the extent possible, we 
should design additional treatments to assess potential confounding 
effects or disentangle behavioral mechanisms. For example, we can employ 

11 Ibid.
12 Ibid. Typically, we can expect the following effects to confound the treatment: (1) historical and 

learning effects, (2) endowment effects, (3) Hawthorne and demand effects (see, for example, Zwane 
et al. 2011), (4) social and peer effects, (5) external or homegrown preference and constraint effects, 
and (6) calibration effects. These uncontrolled nuisances can cause inferential errors if they are con-
founded with focus variables. Furthermore, they can also lead to a “zero” treatment effect because 
they can introduce noise.
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difference-in-difference designs to wipe out historical and learning effects, 
between-subject designs to mitigate experimenter demand effects across 
treatments (more on this later), randomized seating and dividers to miti-
gate social effects or more elaborate treatments in which subjects observe 
decisions made by peers prior to their own decisionmaking, and rationale 
or hypothetical questions to better understand the process that underlies 
subjects’ decisionmaking.

Realistically, however, it is likely that neither time nor budget will allow 
for additional treatments to test all of these effects. So one should plan for 
a way to indirectly control these nuisances ex ante (by design) or to assess 
these ex post through econometric analysis, whether or not supplementary 
treatments have been designed.

One ex post approach is to elicit responses in a postsurvey that are 
similar to decisions made in the experimental task but subject to alterna-
tive scenarios. These questions can be seen as providing stated-preference 
data that iterate the revealed preference data collected in the experiment.13 
Another approach is to incorporate qualitative “rationale” questions into 
one’s design. One question might be why did you make a particular deci-
sion? An example of such a question was included in the remittance 
ex periments reported by Torero and Viceisza (2012) and in the coordi-
nation experiments conducted in the Senegal component of the Working 
Together for Market Access project, which was discussed in Chapter 1. 
According to Friedman and Sunder (1994), ex ante randomization provides 
indirect control of uncontrolled or unobservable variables by ensuring the 
eventual independence of treatment and nuisance variables. The basic idea 
is to assign chosen levels of the treatment variables in random order.

The primary experimental design in this case is called completely ran-
domized. In this design, each treatment (or each conjunction of treat-
ment variables) is equally likely to be assigned in each trial, where a trial is 
an indivisible unit of an experiment, such as a trading period in a market 
experiment. Complete randomization is quite effective when you can afford 
to run many trials.

When uncontrollable (uncontrolled) nuisances produce little variation 
across trials, the completely randomized design is hard to improve on. When 
controllable nuisances do significantly affect outcomes, however, designs that 
appropriately combine control with randomization are more efficient in the 
sense that they can produce equally decisive results from fewer trials.

13 In this case, the Train and Wilson (2008) critique for combining revealed and stated preference data 
should be kept in mind when conducting ex post analysis.
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Random block is the general name given to this improved design. The 
difference from the completely randomized design is that one or more 
nuisance variables are controlled as treatments rather than randomized. 
Nuisance treatment variables are often called blocking variables and are 
held constant within a block (subset of trials) but varied across blocks.

A typical example of a random block design is what is usually referred 
to as a within-subjects design in experimental economics. A within-subjects 
design varies the level of the focus variable for each subject and thus 
enables the experimenter to control individual-level nuisances by observing 
the same subject under different treatment conditions in random order.

The within-subjects design stands in contrast to the between-subjects 
design, which varies the level of the focus variable only across subjects. In 
other words, in a between-subjects design, we observe each subject in only 
one treatment condition.14

The benefit of a within-subjects design is that it enables the experimenter 
to control individual-level nuisances by comparing outcomes for varying 
treatment levels for the same subject. Thus, the experimenter can more easily 
attribute differences in the outcome variable of interest to the treatment (that 
is, the varying focus variable) as opposed to confounding nuisance variables. 
For example, if one observes the same subject in treatments A and B, it is 
unlikely that the subject’s expectations (or innate unobservable characteristics 
more broadly) are confounding the effect of any focus (treatment) variable.

However, a within-subjects design may introduce other potential con-
founding nuisances into the analysis. The main concern is typically one of 
order or learning effects. The fact that the same subject participates in vary-
ing treatment conditions may lead him to exhibit different behavior across 
treatments, not because of the change in the focus variable but rather due 
to subject learning. To avoid such potential nuisances, one can employ a so-
called crossover design, which varies the levels of a treatment variable across 
trials for a subject or group of subjects. For example, one subset of subjects 
may participate in an ABA ordering of treatments and another subset in a 
BAB ordering.

The benefit of a between-subjects design is that it mitigates spillover 
effects across treatments because each subject participates in only one 
treatment—that is, either A or B. However, this also introduces the com-
plication that uncontrollable nuisance factors such as individual-specific 
unobservable characteristics may confound the treatment effect. So it is 
important that there be careful randomization of subjects to treatments 

14 Friedman and Sunder, Experimental Methods. Copyright © 1994 Cambridge University Press. 
Reprinted with the permission of Cambridge University Press.
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when employing a between-subjects design in order to avoid any type of 
“selection.” Also, one typically needs a larger overall sample size.

Friedman and Sunder (1994) identified a general method for combin-
ing randomization and direct control when you have two or more treatment 
variables: the factorial design (this was previously alluded to in the mention 
of a 2 × 2 design and when discussing combination of treatments). To illus-
trate, consider two treatment variables labeled R and S, with three levels H, 
M, and L for R and two levels, H and L, for S. In the resulting 3 × 2 fac-
torial design, each of the six treatments LL, LH, ML, MH, HL, and HH 
is employed in the same number of k trials. Thus 24 trials (3 × 2 × 4) are 
required to replicate the design k = 4 times. Randomization plays an impor-
tant role, because we must assign the six treatments in random order to the 
six trials in each replication.15

Bruhn and McKenzie (2009) discuss ways of checking prior to conduct-
ing an experiment (that is, conducting pre-checks) whether randomiza-
tion was successful. The general concern is that if the sample sizes under 
consideration are not sufficiently large, randomization may still result in 
unbalanced samples. Behrman and Todd (1999) discuss ways of checking 
after conducting the experiment (that is, conducting postchecks) whether 
randomization was successful and, if not, how to incorporate that into the 
analysis. We return to these issues in Chapter 4.

So the sixth principle for conducting an experiment is:

 PRINCIPLE 6  Use randomization or another more elaborate experimental 
design as an ex ante tool to indirectly control unobservable characteris-
tics, specifically nuisance variables, and thus rule out potential confounding 
of treatment effects. Use additional, possibly stated-preference, data col-
lected after the experiments to test for possible confounding effects.

EXPERIMENT PROTOCOL: 
“IT’S ALL ABOUT THE DETAILS”
The previous section was concerned with how to achieve experimental con-
trol by design of the experiment. However, it did not say much about how 
to actually conduct an experiment. This section and the next are concerned 
with how to maintain control once we actually implement the experiment.

Perhaps the best way to think about an experiment protocol is as fol-
lows. Suppose we have identified our experimental treatments based on the 

15 Ibid.
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“exercise” in the previous section. Each treatment now needs to be imple-
mented. The experiment protocol tells us how to do that. Specifically, the 
experiment protocol tells us what needs to happen once the experiment is 
taking place—that is, what process is to be followed once subjects arrive, 
how they are to be seated, what tasks they will be performing, how they 
will be paid, and so on. So in the process of formulating an experiment 
protocol, many questions need to be answered and issues addressed.

Institutional review boards and informed consent

Prior to conducting an experiment, it is important to obtain approval for 
one’s protocol from the institutional review board (IRB) of one’s orga-
nization, also known as a human subject committee. Most academic or 
research organizations (including IFPRI) have a committee that oversees 
human subject research, whose primary purpose is to evaluate the potential 
risks and benefits that human subjects face as a result of research.

It has been a tradition in experimental economics (a norm adopted 
primarily from the medical field and from psychology) to submit one’s 
protocol for IRB approval prior to its implementation. Among others, 
researchers are expected to perform the following steps:

1. Participate in the Collaborative Institutional Training Initiative 
(CITI) program (www.citiprogram.org/).

BOX 2.2 Principles for designing an experiment: Experimental design

1. Identify the variables of direct interest (the focus variables): the experi-
ment’s result (“outcome variable”) and the experiment element changed 
to alter the result (“treatment variable”).  Also identify variables that are 
not of direct interest but might affect the results (“nuisance variables”).

2. Vary the treatment variables independently of one another; this provides 
the clearest possible evidence of their effects. You might hold some focus 
variables constant throughout the experiment.

3. Control for nuisance variables that might interfere with measuring the 
treatment variables’ effects. one approach is to use a more elaborate 
experimental design in which a treatment variable is randomly applied to 
sufficiently large subgroups of the population of interest and so cancels 
out the effects of nuisance variables.  A complementary approach is to 
collect additional data after the experiment.  A survey of the experiment 
subjects, for example, might reveal differences among them that could be 
the cause of differing outcomes rather than the treatment variable.

Source: Author.
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2. Submit their experiment protocol for review by the IRB.

3. Obtain approval for or a waiver of informed consent by the IRB.

It is also important that those who are conducting research in coun-
tries other than the United States (specifically, developing or transition 
countries) verify whether additional IRB or third-party approval is nec-
essary prior to conducting an experiment. For example, in some cases 
the local government authorities or implementing partners may require 
additional review, either by their own members or by the IRB of a 
local university.

So the seventh principle for conducting an experiment is:

 PRINCIPLE 7  obtain CITI certification and submit your experiment pro-
tocol to the IRB for review. Consult any local authorities as necessary.

Obviously, prior to submitting one’s protocol for review, it needs to 
be developed. The first premise for developing an experiment protocol, 
which ties into our previous comments on defining a research question 
and achieving or maintaining experimenter control, is to keep it simple. 
In other words, make sure that the task your subjects are faced with is as 
simple as possible given the question you would like to address. If you 
find yourself formulating a very complicated protocol and your justifica-
tion is that the research question requires it, you will probably find it worth 
re visiting the research question. For example, the question may be able to 
be broken down into multiple experiments.

So the eighth principle for conducting an experiment is:

 PRINCIPLE 8  Keep the experiment protocol as simple as possible (given 
the research question under consideration).

Having noted this somewhat obvious principle, we need to address some 
concrete aspects of the protocol. We must decide what is the exact task 
that our subjects will be performing during the experiment. In other words, 
what are the precise steps that each experiment treatment will comprise? 
For example, in the market experiment discussed thus far, we must create a 
DA environment for the DA treatment. This entails creating the institution, 
setting the rules of the institution, and being prepared to communicate 
those rules to the subjects the day of the experiment. Similarly, we must do 
this for the PO, the E, and the I environments.

Appropriately constructing an experiment in part entails following prin-
ciples 9–13, described later.
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Paper based or computer based?

First we must decide whether the data will be collected using pencil and 
paper or electronically. In other words, we must decide whether the sub-
jects will record their decisions using sheets of paper or by entering them 
into a computer-aided device. The decision whether to conduct a paper-
based experiment or a computer-based experiment depends on several fac-
tors.16 The primary factor is whether one’s subjects can handle a computer. 
If not, one either has to resort to a paper-based experiment or have assistant 
experimenters (enumerators) to help participants submit their responses.

If one is dealing with less educated subject populations, as is typically 
the case in poor rural areas (the usual settings for IFPRI projects, for exam-
ple), it is usually expected that one will either conduct a paper-based experi-
ment or hire enumerators to help subjects record their responses. The latter 
approach raises other issues, such as “experimenter” (enumerator) effects 
other than those arising from the primary experimenter; however, we can 
typically control such effects ex ante by training enumerators and ensur-
ing that the same enumerators are present across treatments and ex post by 
including enumerator fixed effects in the analysis. These effects should not be 
neglected, because one can lose control over one’s experiment in this manner.

The secondary factor that should be considered when deciding whether 
to conduct a paper-based or a computer-aided experiment is feasibil-
ity. Typically, computer-based experiments proceed faster and can lead to 
more accurate data collection. However, the computer software needs to 
be programmed and tested or piloted. This is likely to lead to last-minute 
changes in the field, which tend to be costly (in terms of time) and stress-
ful. Furthermore, if one is planning to collect data in remote rural areas 
where power sources are volatile or nonexistent, one needs to be prepared 
to recharge equipment using other means, such as solar panels, car batter-
ies, and so on. Also, if one wants subjects’ decisions to be communicated 
to each other via the computer software (as is typically the case between 
buyers and sellers in a market experiment), one needs to be able to set up a 
local area network (LAN) in the field, for example, by means of a wireless 
router.17 Finally, when conducting computer-based experiments, one must 
keep in mind that the necessary equipment needs to be physically able to 

16 We use the term computer broadly to include any device that entails electronic data entry. In other 
words, the term includes tablets, personal digital assistants (PDAs), cellular phones, and any other 
electronic devices that may be used to collect data.

17 Thus far, the IFPRI Mobile Experimental Economics Laboratory (IMEEL, http://www.ifpri.org/
book-1135/ourwork/program/ifpri-mobile-experimental-economics-laboratory-imeel) has mainly 
conducted “pencil-and-paper” experiments, but risk experiments have been conducted and general 
survey data collected using PDAs and tablets. Nonetheless, IMEEL is equipped with hardware such 
as PDAs, tablets, laptop computers, an access point (to set up a wireless LAN), and solar panels (for 
recharging) to conduct computer-aided experiments as necessary.
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travel. Unless the experiments are part of long-run projects that will have 
their own in-house equipment, the equipment usually needs to cross inter-
national borders. This implies a need to arrange for proper cases, entry and 
exit (possibly by means of human “escorts”), travel within the destination 
country, and so on.

In terms of software, there are several packages for PDA-based pro-
grams and computer-aided data collection more broadly. Some examples 
are Blaise (www.blaise.com/), Surveybe (www.surveybe.com/index.php), 
CSProX (www.serpro.com/), and SatelliteForms (www.satelliteforms.net/). 
A software package that has been designed specifically for experimental 
economics tasks, which is also open source, is z-tree (www.iew.uzh.ch/ztree/
index.php; Fischbacher 2007). Furthermore, the websites Veconlab (http://
veconlab.econ.virginia.edu/admin.htm), Econport (http://econport.org/), 
and J-markets (http://jmarkets.ssel.caltech .edu/) contain previously pro-
grammed experiments that can be conducted over the Internet.

So the ninth principle for conducting an experiment is:

 PRINCIPLE 9  Decide whether your experimental environment will be 
paper based or computer based. The main deciding factors should be (1) 
whether your subjects, enumerators, or both can handle computer-based 
tasks and (2) whether it is feasible to have the computer hard- and soft-
ware deployed in the field.

Instructions and information

Next we must decide what information our subjects will receive during the 
experiment. This information is typically communicated to subjects as part 
of the experiment instructions. This is one of the most important aspects of 
the experiment protocol, and it is also for this reason that experimentalists 
have developed the “norm” of making their experiment instructions pub-
lic. Furthermore, during the experiment instructions tend to be read aloud 
at the session level in order to guarantee that all participants have the same 
information regarding the experiment. This also helps to reduce skepticism 
that may be present among participants, such as the belief that experiment-
ers may seek to deceive some participants.

Specifically, we must decide on the following aspects of the experi-
ment instructions: (1) the framing of the experiment task (will it be neu-
tral or loaded?), (2) how much of the purpose of the experiment is to be 
revealed to subjects (do we conceal or deceive?), and (3) how subjects’ 
understanding of the experiment task is to be tested. We address each of 
these issues next.
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FRAMINGFRAMING

First, there is the issue of framing. Typically we have the option to use 
“neutral” or “loaded” instructions for the task at hand.18 Alternatively, 
people may refer to these as “nonframed” or “framed,” respectively. 
Traditionally, laboratory experiments in economics have been neutrally 
framed. The primary reason for this approach is to avoid “priming” and 

“bias.” Namely, the more neutral one can keep the framing, the more one 
can argue that subjects are less informed about the purpose of the experi-
ment. Consequently, one can argue that the condition of dominance is 
being better achieved because subjects do not try to give the experimenter 
the result that he desires.

Despite these good rationales for maintaining neutral framing, the 
issue becomes more subtle when conducting experiments in the field. 
Typically field participants do not deal well with neutrally framed instruc-
tions. Specifically, if the instructions are too far removed from subjects’ 
day-to-day environment (“obscure” in some sense), they will soon ask the 
experimenter to illustrate by means of a concrete example. If the experi-
menter then provides such an example, it can be argued that she is now 
in a world of loaded framing. Accordingly, she needs to maintain con-
sistency by providing the same (or comparable) example(s) in all experi-
ment sessions.

So ex ante we believe it is better to maintain loaded framing when con-
ducting lablike field experiments unless one feels that such framing severely 
compromises the purpose of the experiment. In the absence of loaded 
framing, it is important to verify even more so than usual that subjects truly 
understand the task before they make decisions. We elaborate on how this 
can be done below.

So the tenth principle in conducting an experiment is:

 PRINCIPLE 10  Decide whether the experiment will maintain neutral or 
loaded framing. If neutral, make sure to test subjects’ understanding more 
than if framed.

HOW MUCH TO REVEAL: CONCEALMENT OR DECEPTION?HOW MUCH TO REVEAL: CONCEALMENT OR DECEPTION?

Second, there is the issue of how much information to reveal about the 
task at hand and the purpose of the experiment. This is crucial because, to 
achieve the dominance condition, the experimenter wants to avoid subjects’ 

18 For a more general typology of framing effects, see Levin, Schneider, and Gaeth (1998). Furthermore, 
for evidence of framing effects, see Ganzach and Karsahi (1995) and Abbink and Hennig-Schmidt 
(2006), among others.
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behaving in a specific manner merely because they think their behavior is 
the result the experimenter is looking for.

One way to clearly mitigate this issue is to use deception. Deception can 
be defined as a clear lie. In other words, a protocol that deceives a subject 
explicitly tells him something that is untrue. For example, suppose we tell 
subjects in the market experiment that we are trying to measure the speed 
at which they make their decisions, whereas our true purpose for conduct-
ing the experiment is to study the price at which trade takes place. If we do 
so, this will be considered deception.

Deception has been used in psychology experiments more than in eco-
nomics experiments. Traditionally it has been the norm in experimen-
tal economics not to use deception. In fact, deception can be said to be 
frowned on in experimental economics.

Concealment, on the other hand, is widely used in experimental eco-
nomics; it can be seen as a “lie of omission” as opposed to a “lie of com-
mission.” In other words, as opposed to telling subjects something that is 
untrue, concealment entails withholding information from one’s subjects. 
In the earlier example, concealment would entail not telling the subject 
that one’s purpose was to study the price at which trade takes place without 
lying to her.

Practically, all protocols in experimental economics involve conceal-
ment of some sort. Most experimental economists avoid deception unless 
it is absolutely necessary. In case deception is used, the IRB may ask the 
researcher to “debrief” his subjects by explaining to them why and how 
he lied after the fact. In such a case, it is important to explain why the 
protocol required a deliberate lie in order to study the question at hand. 
Deceptive protocols are usually scrutinized more closely by IRBs, because 
it may be argued that they place subjects at higher risk. Furthermore, they 
may also create a sense of distrust between the overall subject pool and 
the experimenter, which is particularly significant if there will be repeat 
interactions.19

So the eleventh principle in conducting an experiment is:

 PRINCIPLE 11  Determine how much information should be concealed 
from your subjects. Deception should be used only if absolutely necessary,  
in which case the protocol should be carefully scrutinized by the IRB. Fur-
thermore, the IRB may ask the experimenter to debrief subjects after the 
experiment is completed.

19 For more on the effects of deception on future interactions between subjects and experimenters, see 
Jamison, Karlan, and Schechter (2008).
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SUBJECT UNDERSTANDINGSUBJECT UNDERSTANDING

Third, there is the issue of understanding. This is important because one 
does not want to elicit purely random decisions unless that is the purpose 
of the experiment. Subjects’ understanding can be evaluated using differ-
ent measures. One such measure is whether subjects understand how their 
earnings will be determined. For example, in the market experiment we 
might check whether subjects understand how to calculate their profits.

In addition, subjects’ understanding may be evaluated based on their 
understanding of the procedures. For example, subjects in the market 
experiment may be asked what pieces of information will be available to 
them at a given point in time. Furthermore, they may be asked whether 
they are allowed to trade after a certain time limit has been exceeded.

Typical laboratory experimenters try to improve subjects’ understand-
ing by presenting subjects with quizzes, practice questions, and so on. A 
similar approach can be adopted in field experiments. One approach that 
seems to work reasonably well, particularly when conducting paper-based 
experiments (because one needs to save time), is to do “communal” under-
standing exercises. For example, when conducting an experiment session, 
the experimenter may ask questions of the subjects as a group. One caveat 
to this approach is that the experimenter needs to make sure that everyone 
is following each question and understands the explanation. Often one or 
two subjects (such as community or group leaders) tend to want to domi-
nate the discussion. The experimenter should tactfully control this. It is 
important to repeat the explanation several times, present several different 
scenarios, and ensure that all subjects have an opportunity to participate 
in the discussion. This mitigates the possibility that those subjects who are 
less likely to understand will “fall through the cracks.”

The rule I typically apply is comparable to that I use when teaching in 
the classroom: there are some subjects who understand the procedures 
the first time around; there is a majority of subjects who understand the 
procedures only once they have been repeated and supported by means of 
examples; and finally, there are some subjects who are unlikely to under-
stand even after several examples (these are typically subjects who need 
more time to digest the new environment and procedures). It is important 
to try to get these subjects on board; if all else fails, one should make note 
of those subjects (for example, by annotating their seat numbers) in order 
to conduct sensitivity analysis ex post: for example, by dropping those 
observations to see whether the findings are robust. One of the golden 
rules for gauging understanding is to look at subjects’ faces. For example, 

“dazed looks” are never a good sign; one had better explain the experi-
ment again!
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So the twelfth principle in conducting an experiment is:

 PRINCIPLE 12  At a minimum, do “communal” exercises to test subjects’ 
understanding. Be wary of those subjects who are likely to fall through the 
cracks and of dazed looks!

PAYMENT PROTOCOL: SINGLE OR DOUBLE BLIND?PAYMENT PROTOCOL: SINGLE OR DOUBLE BLIND?

Now we need to address the issue of payment for participation in experi-
ments. Typically it has been the norm in experimental economics to pay 
subjects for participation in experiments. There are several rationales for 
doing so. First, like any other persons, (potential) subjects have opportu-
nity costs for their time. If one expects them to spend a few hours mak-
ing decisions and answering questions, it is only logical to reward them for 
their time. Second—and this goes back to the basic issues we discussed 
previously—both salience and dominance dictate that in order to properly 
align subjects’ preferences with the purpose of the experiment, (monetary) 
rewards or incentives should be administered and satisfy certain conditions. 
Third, it can be argued that subjects take the task at hand “more seriously” 
when there are real incentives at stake. Finally, subjects typically really 
appreciate experimental payments, particularly the rural poor.

Payment for experimental participation gives rise to several compli-
cations. The practical implications (that is, in terms of handling large 
amounts of cash in the field) will be discussed in greater detail in the fol-
lowing section. However, there are other more subtle complications.

One of the main issues is whether to maintain a single- or a double-
blind payment protocol. This issue ties into the concept of privacy that was 
raised previously when discussing the dominance condition. The difference 
lies in the extent to which other subjects and the experimenter know the 
treatment (and earnings) of a given subject. The rationale stems from medi-
cal experiments in which double-blind protocols have been maintained to 
mitigate “experimenter bias.”

In experimental economics, typically protocols have been single blind 
in that other subjects do not know the treatments (and earnings) of a 
given subject and vice versa, but the experimenter does know such infor-
mation. All that the experimenter has to ensure in such a circumstance is 
that the earnings of each subject are kept private from everyone other than 
the experimenter(s). This protocol is usually fairly easy to implement in 
the field by (1) separating subjects from their peers during the experiment, 
(2) introducing envelopes or other devices to “hide” earnings both during 
and after the experiment, and (3) paying subjects in private and individu-
ally. The experimenter can furthermore reiterate as part of her instructions 
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that she will not publicly reveal individual earnings to other subjects at any 
point during or after the experiment.

However, the experimental literature has also shown that under cer-
tain circumstances, double-blind protocols can significantly affect subjects’ 
decisionmaking. This has been shown in “social preference” experiments 
such as dictator, bargaining, and trust games (see, for example, Hoffman 
et al. 1994 and Hoffman, McCabe, and Smith 1996). The basic rationale 
is the following: as we remove subjects’ decisionmaking from the “scru-
tiny” of the experimenter (and of course other subjects), subjects are more 
likely to reveal their true “colors.” Specifically, because social-preference 
experiments typically involve “moral” decisionmaking (such as whether to 
equally share an amount of money), decisions made in such environments 
may be more susceptible to scrutiny by the experimenter.

Although the use of double-blind protocols, particularly in social-preference 
experiments, may be important, implementing such protocols in the field 
will typically be complicated for a few reasons. First, a double-blind protocol 
requires that the experimenter be unable to “identify” the subject. As a result, 
some laboratory experiments that have maintained a double-blind proto-
col have used keyed mailboxes to provide payment to subjects—an approach 
that would be complex to implement in the field given the typical condi-
tions (more on this later). Second, to guarantee a fully double-blind protocol 
(and thus be unable to identify the subject), the experimenter cannot collect 
“covariates” (that is, observable characteristics) and link them to the subjects, as 
is typically done in the field. Given the importance of such covariates in being 
able to generalize the findings of the experiment (depending on its purpose), it 
is practically impossible to maintain a strict double-blind protocol.

Camerer (2011) points out that it is not always clear that scrutiny is a 
major issue in experimental contexts. In addition, it can be argued that a 
strong focus on privacy and anonymity in the experiment instructions can 
reduce the external validity of the experiment task by stressing selfish behav-
ior or by making participants overly conscious about the fact that they are 
under observation. So at the end of the day it must be left to the experi-
menter’s discretion what type of payment protocol he chooses to maintain or 
implement in the field, particularly for the subject pool under consideration.

So the thirteenth principle in conducting an experiment is:

 PRINCIPLE 13  Decide on your payment protocol (single or double blind), 
and communicate that to your subjects via the instructions so they under-
stand the level of privacy involved in the experiment protocol. It is impor-
tant to communicate this tactfully in order not to cause paranoia among 
the subjects.
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We now discuss how to go about implementing the experiment protocol.

IMPLEMENTATION: “IT’S ALL ABOUT THE DETAILS” 
(CONTINUED)
There are several principles involved in implementing the experiment proto-
col discussed in the previous section. Full accounts of principles 14–19 are 
given later, but some of them can be briefly summarized here. First, a 
sample must be drawn and randomized across experiment treatments and 

BOX 2.3 Principles for designing an experiment: Experiment protocol

1. obtain the required approval to conduct an experiment by acquiring 
certification from the Collaborative Institutional Training Initiative (CITI) 
program and submitting the experiment protocol to an institutional 
review board (IRB).  Also obtain permission from any local authorities or 
other institutions whose approval is necessary.

2. when designing the experiment protocol, keep the tasks your subjects 
are faced with as simple as possible. If necessary, avoid a complicated pro-
tocol by creating multiple experiments.

3. Decide whether your experiment will be paper based or computer based.

4. Decide whether to present the experiment to subjects using nondescript 
terms (for example, “type A players,” “type B players,” “task”) that are not 
drawn from everyday life or using everyday terms (“buyers,” “sellers,” 
“market”). The first approach is known as “neutral” or “context-free” 
framing, the second as “loaded” or “context-specific” framing. If using 
neutral framing, make an extra effort to test subjects’ understanding of 
the task they will face.

5. Determine how much information should be concealed from your subjects. 
Deception should be used only if absolutely necessary, in which case the 
protocol should be carefully scrutinized by the IRB. The IRB may ask the 
experimenter to tell subjects the truth after the experiment is completed.

6. make sure subjects understand the experiment’s rules and what they are 
supposed to do: repeat explanations or ask subjects questions, as neces-
sary. Be wary of dazed looks!

7. when paying subjects for their participation, decide whether a given sub-
ject’s payment will be known to the experimenter but not to the other 
subjects (single-blind payment protocol) or whether it will be unknown 
both to the experimenter and to other subjects (double-blind payment 
protocol). whichever approach is used, make sure subjects understand it.

Source: Author.
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sessions. Second, depending on who is in the sample, the language of the 
experiment needs to be adjusted. Specifically, typical field experiments 
in developing countries will take place in a language other than English; 
accordingly, the experimenter must work closely with local translators if he 
does not know the participants’ primary language. Third, the experimenter 
must create a “laboratory” in the field. The usual conditions in poor rural 
areas can make this complex. Fourth, the experimenter must handle large 
amounts of cash in the field in order to pay subjects. Finally, the experi-
menter needs to decide how and at what point to collect observable charac-
teristics of the subjects. We discuss each of these issues in further detail in 
the following sections.

Sampling

Identifying an appropriate population and drawing a sample in the field 
is not an easy task. One of the major deciding factors as to who makes up 
the target population stems from the purpose of the research. For example, 
Grosh and Muñoz (1996) explain that the World Bank Living Standards 
Measurement Study (LSMS) surveys, which are mainly intended to shed 
light on determinants of household behavior and to produce a compre-
hensive monetary measure of welfare and its distribution, are designed to 
represent the whole population of a country, as well as those of certain sub-
groups of the population (the “analytical domains”).20

However, typical research questions addressed at IFPRI, for example, are 
intended to inform policies on how to alleviate poverty and cut hunger and 
malnutrition. As a result, the “IFPRI” population is usually narrowed to 
those who are either in or from poor, typically rural, areas. So, almost by 
definition, the target population for IFPRI research consists of people in 
poor areas of developing countries and not necessarily the whole popula-
tion of any given country. Therefore, contrary to the typical LSMS popu-
lation, the IFPRI population is not countrywide but rather focused on a 
specific analytical domain within a country.21

This said, the general issues that need to be addressed to properly draw 
a sample of interest for one’s experiment (and one’s study more broadly) 
are common. For the time being, assume that one has identified the 

20 Grosh, Margaret; Muñoz, Juan. 1996. A Manual for Planning and Implementing the Living 
Standards Measurement Study Survey. © World Bank. www-wds.worldbank.org/external/default/
WDSContentServer/WDSP/IB/2000/02/24/000009265_3961219093409/Rendered/PDF/multi_
page.pdf. License: Creative Commons Attribution CC BY 3.0.

21 To some extent, this is a bold statement because IFPRI seeks to study the behavior of the poor, wher-
ever they may be—even if they are in urban or periurban areas. Furthermore, IFPRI may also address 
research questions targeted at the nonpoor, for example, when studying agribusinesses, large-scale 
farming practices, and so on.
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population of interest and that one actually has access to such a popula-
tion. The main question is how does one go about drawing a sample from 
this population; that is, what issues need to be considered? We address this 
question, to a certain extent, next, drawing largely from Grosh and Muñoz 
(1996).

The sample design should determine the number and locations of the 
households to be observed in a way that best achieves the goals of the 
research within budgetary, organizational, cultural, and political con-
straints. The following issues must be considered:

1. To reliably depict the overall situation of the target population, the 
selected sample should contain a sufficient number of households, 
scattered as much as possible throughout the relevant “analytical 
domains” (for example, rural areas). However, to reduce the costs, 
simplify management, and control the quality of the interviews, the 
sample size and its geographic dispersal must be kept within reason-
able limits.

2. The target populations of these analytical domains may contain 
certain subgroups, such as high- and lowland areas or other aggre-
gates that deserve to be studied separately. The sample of households 
should adequately represent each of these subgroups as well as the tar-
get population as a whole.

3. Each household in the target population should be given a chance to 
be selected in the sample. To simplify survey design and analysis, this 
chance should be similar for all households, or at least for all house-
holds in the same large domain.

Some insights into how to arbitrate among these objectives and con-
straints can be obtained from a quick review of four concepts: (1) sampling 
error, (2) nonsampling error, (3) multistage sampling, and (4) analyti-
cal domains.

SAMPLING ERRORSAMPLING ERROR

Sampling error is the error inherent in making inferences for a whole popu-
lation from observing only some of its members. Several good textbooks 
explore this complex issue (see Annex II of Grosh and Muñoz 1996 as well 
as the disclaimers pertaining to the references). However, it is important 
to bear in mind two general conclusions of sampling theory when think-
ing about sampling error. First, the law of diminishing returns underlies 
the relationship between sample size and sampling error. Roughly speaking, 
other things being equal, the sampling error is inversely proportional to the 
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square root of the sample size. This means that, even with the best design, 
to reduce the error of a particular sample by half, the number of house-
holds visited must be quadrupled.

Second, the sample size needed for a given level of precision is almost 
independent of the total population (for large-enough populations). For 
instance, a 500-household sample would give essentially the same sam-
pling precision whether it was extracted from a population of 10,000 or 
1,000,000 households, or indeed from an infinite population. An intuitive 
grasp of this seemingly striking statistical fact can be obtained by noticing 
that, in order to test if a soup is salty enough, an army cook does not need 
to take a larger sip from the regimental pot.

NONSAMPLING ERRORNONSAMPLING ERROR

Beside sampling errors, data from a household study (survey or experi-
ment) are vulnerable to other inaccuracies stemming from causes as diverse 
as refusals, respondent fatigue, experimenter or enumerator errors, and the 
lack of an adequate sample frame. These are collectively known as non-
sampling errors. Nonsampling errors are harder to predict and quantify 
than sampling errors, but it is well accepted that good planning, man-
agement, and supervision of field operations are the most effective ways 
to keep them under control. Moreover, it is likely that management and 
supervision will be more difficult for larger samples than for smaller ones. 
Thus one would expect nonsampling errors to increase with sample size.22

MULTISTAGE SAMPLINGMULTISTAGE SAMPLING

Third, there is the issue of how to actually do the sampling. Grosh and 
Muñoz (1996) note that samplers usually do not have a single complete 
list of households from which to draw a random sample. Even if such a 
list were available, a sample taken from it would entail high travel costs 
because selected households would be spread thinly over large areas. 
Both of these problems can be diminished by using two or more stages 
in sampling.

In the version of two-stage sampling generally used for LSMS surveys, 
a certain number of small area units are selected with probability propor-
tional to size, and then a fixed number of households are taken from each 
selected area, giving each household in the area the same chance of being 
chosen. The area units are usually the smallest recognizable geographic 

22 Grosh, Margaret; Muñoz, Juan. 1996. A Manual for Planning and Implementing the Living 
Standards Measurement Study Survey. © World Bank. www-wds.worldbank.org/external/default/
WDSContentServer/WDSP/IB/2000/02/24/000009265_3961219093409/Rendered/PDF/multi_
page.pdf. License: Creative Commons Attribution CC BY 3.0.
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units in the national census. These are usually census enumeration areas, 
which are aggregates of 50–200 households. These may be called primary 
sampling units (PSUs). To accommodate this procedure, it is necessary to 
have a listing of all households per PSU.

The two-stage procedure just described has several advantages. It provides 
an approximately self-weighted sample (that is, each household has roughly 
the same chance of being selected), which simplifies analysis. It also reduces 
the travel time of the field teams relative to a single-stage sample, because the 
households to be visited are clumped together in the PSUs rather than spread 
out evenly over the whole country. An additional advantage of selecting a 
fixed number of households in each PSU at the second stage is that this 
makes it easy to distribute the workload among field teams.

A two-stage sample, however, will yield larger errors than a simple ran-
dom sample with the same number of households because neighboring 
households tend to have similar characteristics. A sample of households 
drawn in two stages will therefore reflect less of a population’s diversity 
than a simple random sample of the same size. The influence of two-stage 
sampling on the precision of the estimates is called the cluster effect. As 
would be expected, the cluster effect grows with the number of households 
selected in each PSU. In other words, for a fixed-total sample size, a design 
with more PSUs and fewer households in each PSU will provide more pre-
cise estimates of sample statistics than a design with fewer PSUs and more 
households in each PSU.

Implementation of the sample begins with the sample frame—the 
complete list or file of units from which the sample units are selected. 
To develop a sample frame from census data, it is important to obtain a 
computer-readable list of all PSUs, along with a measure of size, such as 
the number of households, the number of dwellings, or the population, 
recorded for each of them. After all the data have been entered, checks 
should be carried out to ensure that no PSUs have been omitted from 
the listing and that all the data are correct. After the sample frame has 
been reviewed, the actual selection of the sample of PSUs to be visited 
by the survey team can proceed.23 Grosh and Muñoz discuss in detail 
how one can go about this, and the reader is referred to their text for 
further discussion.

Suffice it to say that once we have the sample of PSUs established, we 
can proceed to the second stage of the sampling. Grosh and Muñoz (1996) 
note that a list of all dwellings in each selected PSU is needed to determine 
which dwellings on the list will participate in the study. Usually this list 

23 Ibid.
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will have to be created or updated for the survey, though in some cases it 
can be borrowed from a census or from another survey. The option of bor-
rowing an existing list should be examined critically, however, to ensure 
that the existing lists are recent and complete and have good addresses or 
GPS coordinates. In particular, demographic mobility makes it dangerous 
to use lists that will be more than one or two years old by the time of the 
actual fieldwork. The information on the list should make it easy to locate 
the households once they are selected. Typically, in rural areas a good street 
address system will be nonexistent, so references to GPS coordinates sup-
ported by references to landmarks with names, nicknames, and cell phone 
numbers of the household head, other household members, and possibly 
neighbors should be reported.24

ANALYTICAL DOMAINSANALYTICAL DOMAINS

As mentioned previously, for policy or mandate reasons some subgroups 
of the population are so important that the study is expected to provide 
separate, reliable results for them. This is usually the case for IFPRI studies, 
whose primary focus is the (rural) poor. Typical examples include division 
of subgroups into urban and rural locations and into major administrative 
units such as states or regions. The design will then have to ensure a mini-
mum sample size within each of these subgroups, which can then be called 
analytical domains.

Grosh and Muñoz (1996) note that for large domains this may occur 
automatically, whereas in other cases it may be necessary to oversample cer-
tain analytical domains and to modify the expansion factors (also called 

“sampling weights”) accordingly. The two-stage sampling procedure is 
applied independently within each of those differently weighted domains. 
Analysts would often also like to have sufficient sample sizes in smaller ana-
lytical groups. This ideal, however, cannot be fully achieved for all possi-
ble analytical domains because it would result in a prohibitively large total 
sample. Therefore, defining the most significant partitions of a sample 
entails establishing some priorities at the design stage. Often these will be 
dictated not only by policy relevance but also by local statistical folklore, 
geopolitical considerations, and the constraints raised previously.25

SAMPLING FOR EXPERIMENTAL IMPACT ASSESSMENTSSAMPLING FOR EXPERIMENTAL IMPACT ASSESSMENTS

The procedures for drawing a sample for a randomized experiment—
this includes lablike field experiments in which some part of the sample 

24 Ibid.
25 Ibid.
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is randomly allocated to one treatment and the other part to (an)other 
treatment(s)—are similar to those described earlier for a general study. 
Generally we use a two-stage approach, which is described by Himelein 
(2011): first we assign PSUs to treatment and control groups (or alterna-
tively two or more treatment groups). Then we select units of analysis (such 
as households) within the selected PSUs according to the listing procedures 
discussed previously.

Once we have our sampling frame, the number of PSUs, and the num-
ber of units of analysis in each PSU, we can perform power calculations. 
Specifically, we can calculate the sample size we will need to credibly iden-
tify a minimum detectable effect for our treatment(s).26 Researchers can 
use the “sampsi” routine in Stata to do such power calculations.27 It is use-
ful to know the formula upon which this is based. According to Himelein 
(2011), the formula is as follows:

  
, (2.1)

where s2 is the variance in the population outcome metric (basically, the 
range of differences you expect in the outcome variable, which is usually 
best calculated using previous data: for example, from a previously con-
ducted household survey); D is the effect size (basically, how much of an 
impact your treatment will have—notice the trade-off between effect size 
and sample size); z-scores are from a standard normal cumulative distribu-
tion where the critical values a and b are related to “type I” and “type II” 
errors, respectively (basically, type I error is the probability that the null 
hypothesis is rejected although it is in fact true, also referred to as a “false 
positive,” and type II error is the probability that the null hypothesis is not 
rejected when it is in fact false, also referred to as a “false negative”—lower 
type I and type II error both require larger sample sizes); and the last fac-
tor relates to how many clusters and households we select into our sample 
(specifically, r is the intracluster correlation effect, a measure of how similar 
observations within each PSU tend to be, and H is the number of observa-
tions in each cluster—the more similar households are to each other and 
the more households we have in each cluster, the larger will be the overall 
sample size needed).

Beyond the standard issues discussed previously, there are typically 
additional things to consider depending on our experimental design—for 

26 The World Bank: The World Bank authorizes the use of this material subject to the terms and condi-
tions on its website, www.worldbank.org/terms.

27 Another useful resource is the optimal design software discussed by Spybrook et al. (2011).
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example, if we decide to stratify the sample by partitioning it to ensure a suf-
ficient number of observations in all categories, if we decide to oversample by 
taking a larger proportion of observations in certain strata than in the over-
all target population, or if we design the experiment to have more than two 
treatments, in which case the required sample size will increase very quickly. 
Finally, as mentioned previously, the sampsi routine assumes normality. So, 
to the extent that the distribution of outcome responses (upon which the 
effect will be tested) is not expected to conform to normality, the researcher 
should take this into account when performing power calculations.28

For an additional discussion on sample size and power, specifically in the 
context of randomized experimental designs, the reader is referred to Duflo, 
Glennerster, and Kremer (2007).

So the fourteenth principle in conducting an experiment is:

 PRINCIPLE 14  Identify a target population, and draw a sample according 
to a multistage procedure, taking into account sampling and non sampling 
errors as well as analytical domains. make sure that the sample size is 
based on careful “calculations” according to equation 2.1 or, alternatively, 
using Stata’s “sampsi” routine. Bear in mind the directional relationships 
between sample size (SS) and the following components: variance (+, lower 
variance → lower SS), effect size (−, bigger effect size → lower SS), num-
ber of clusters (−, more clusters → lower SS), confidence (+, more con-
fidence → higher SS), power (+, more power → higher SS), similarity of 
clusters (+, more similarity → higher SS), and observations per cluster 
(+, more observations per cluster → higher SS). These relationships are 
typically nonlinear. Also, keep in mind that “sampsi” assumes normality.

RECRUITMENTRECRUITMENT

Once we have drawn a sample according to the procedures in the previous 
section, we need to actually invite the selected participants for the study. 
Our main goal during the recruitment stage is to inform subjects about the 
study sufficiently to ensure that those who have been selected actually par-
ticipate. So in the recruitment phase the experimenter and his assistants 
(enumerators) face a tension between informing selected subjects about the 
study sufficiently that they feel compelled to participate and priming them 
too much about the purpose of the study. Nonetheless, getting as many of 
the selected subjects as possible to attend is of primary importance in order 
to mitigate attrition, which can be problematic (we return to attrition later).

28 The World Bank: The World Bank authorizes the use of this material subject to the terms and condi-
tions on its website, www.worldbank.org/terms.
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The first issue that needs to be addressed is how much information 
to reveal to selected participants about the study when inviting them to 
attend. Specifically, we want to reveal some information about the experi-
ment (as an informative “teaser”), but not too much. Furthermore, we typi-
cally want to provide all subjects with the same information at this stage, 
regardless of their treatment status. So the typical invitation to attend an 
experiment contains (1) the date, time, and place of the study; (2) a brief 
and general statement of the purpose of the study (that is, a rough idea of 
what the study will be about, for example, the main topic, such as “mar-
ket decisionmaking,” “insurance,” or “remittances”); (3) what will be 
expected of the participant (that is, that the subject will have to make 
decisions and answer questions); and (4) what type of compensation can 
be expected (that is, typically a fixed show-up payment of X and addi-
tional average earnings of Y depending on the decisions made during the 
study; sometimes IRBs will also require revelation of minimum and maxi-
mum earnings).

In some instances, the invitation may actually be formulated as a for-
mal letter in order to appear more professional. These letters tend to be 
a great tool for ensuring higher participation. A formal letter endorsed 
by, for example, the local government or a well-known nongovernmen-
tal organization is typically more convincing than a “blank” invitation, so 
it is likely to reduce attrition. Sometimes the invitation is provided orally 
by the recruiters. This depends on (1) what is appropriate based on the 
cultural norms under consideration and (2) the relationship between the 
recruiters and potential participants. For example, in some cases the experi-
menter may use recruiters from the local census bureau or extension office. 
These individuals will typically be familiar to the potential participants. 
Accordingly, the participants may already trust them, and a formal letter 
may be unnecessary. In some cases, the experimenter may also choose to 
obtain the consent of subjects—via the recruiters—at this stage as opposed 
to on the day of the experiment.

An important aspect to keep in mind is that, depending on what type 
of information we provide or how such information is framed, we have dif-
ferent types of people selecting to participate in the study. For example, if 
we frame experimental earnings as being risky, risk-seeking subjects might 
become more likely to participate in the study. So we should be careful 
with how the invitation is framed. This form of selection can pose a threat 
to both the internal and the external validity of the study. It does not nec-
essarily threaten internal validity as long as participants select similarly into 
the experiment treatments. However, even if they do, external validity may 
still be compromised. So it is important that we get (almost) everyone who 
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was drawn for the experiment sample to participate in order to guarantee 
that our treatment estimates are at least representative of the target popula-
tion identified in principle 14.

The second issue that needs to be addressed at this stage concerns the 
types of incentives that selected participants can be provided to show up 
as invited. Two such incentives were already mentioned previously, namely 
the show-up payment (this is typically intended to cover subjects’ trans-
portation costs) and the additional earnings (these are typically intended 
to achieve salience and dominance and, at the same time, reward subjects 
for the opportunity cost of their time). However, there may be other ways 
of providing incentives or reducing subjects’ transportation costs and thus 
facilitating their participation.

For example, suppose that the lablike field experiments were part of a 
larger study that would also entail RCTs and suppose that the random-
ization for participation in the latter experiments were publicly conducted 
upon conclusion of the lablike field experiments. This would provide addi-
tional incentives for selected participants to attend these experiments. 
Furthermore, suppose that the experimenter decided to provide transpor-
tation from a central location (for example, the center of each village) to 
the location of the experiment (the laboratory); we might expect this to 
increase participation in the experiment.

The third issue that needs to be addressed is whom within a house-
hold to invite for participation in the experiment. Technically, this is an 
issue that should already have been addressed at the sampling stage; it will 
just need to be implemented at the recruitment stage. However, we raise 
it explicitly here because the experimenter needs to make sure that her 
recruiters are clear on the protocol as to whom to invite and how to deal 
with nonresponse or with other people who may be interested. For example, 
suppose that the experimenter is interested only in heads of households. In 
such a case, recruiters need to make sure to clarify this to the households 
and ensure that heads of households are properly informed about the date, 
time, and place of the study. Also, they need to be informed how to deal 
with nonresponse: that is, heads of households who report upon invitation 
that they will not be able to make it.

Finally, we must decide whom to choose as recruiters and must train 
them appropriately. It is important that recruiters be trained collectively, 
because decentralized training can lead to confusion and thus lead to com-
plications during the experiment sessions. A suggested strategy is to inform 
recruiters just sufficiently about the study. This will mitigate the possibil-
ity that they will provide subjects with too much information ex ante. For 
example, although the recruiters need to know which participants are 
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supposed to show up at what time and that there are different show-up 
times, it is typically not necessary for them to know that these times are 
associated with different treatments. So use caution in what information 
is provided.

So the fifteenth principle in conducting an experiment is:

 PRINCIPLE 15  Formulate a proper recruitment strategy to ensure maxi-
mum attendance. This entails having a proper invitation (possibly in the 
form of an official letter supported by an additional letter from a “trusted” 
party) that provides necessary, relevant information that entices subjects 
to attend the experiment. make sure all recruiters are trained collectively 
and are aware of the proper protocol for recruitment (that is, what infor-
mation to provide, whether to obtain the consent of the subjects, how to 
deal with nonresponses, and so on).

Collaborators: Translators, assistants, and beyond

When conducting experiments, particularly lablike field experiments in 
developing countries, the experimenter is likely to need different types 
of assistants.

First, the experimenter needs recruiters for different purposes. One of 
the primary tasks is to list subjects during the listing phase of the sampling 
stage. At this stage, the recruiter’s task is to go to the PSUs defined by the 
experimenter (sampler) and list all of the households. A secondary task of 
the recruiters is to actually recruit selected participants for the study. It 
should be left to the experimenter’s discretion whether the same recruit-
ers are used for these two tasks. To the extent that they are or that one 
set of recruiters is a subset of the other, the experimenter should be care-
ful at what stages she reveals what types of information about the study to 
the recruiters. Also, there seems to be evidence of “Hawthorne effects” in 
repeat interactions between subjects and enumerators (“recruiters”; see, for 
example, Zwane et al. 2011).29 So this should be kept in mind when assess-
ing whether to use the same recruiters for different stages.

Second, during the experiment the experimenter will typically need 
several types of assistance depending on how he chooses to conduct his 
experiment. The main issue that usually needs to be addressed is language, 
because the primary researcher—who is usually the main experimenter—
may not speak the national or local language in question. Facing this 

29 A Hawthorne effect occurs when subjects modify an aspect of their behavior simply in response 
to the fact that they know they are being studied, not in response to any particular experimen-
tal manipulation.
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constraint, there are typically two ways of proceeding with the experiment. 
Although both approaches require close interaction with a translator, they 
are fairly different in terms of how one ends up conducting the experiment.

In the first approach, the main experimenter conducts the experiment 
sessions herself; however, she has someone interpret what she says in a line-
by-line manner. In the second approach, the main experimenter trains 
the translator extensively on the protocol to ensure that he understands it 
and then leaves the experiment sessions up to this person. There are pros 
and cons to either approach. Although the first approach enables the main 
experimenter to maintain great control over the experiment session, line-
by-line translation could be argued to appear mechanical. On the other 
hand, although the second approach is more natural, the main experi-
menter is no longer seen by the subjects as “the experimenter” but is seen as 
having “passed the torch” to the translator. So one could argue that control 
by the primary experimenter has been reduced considerably.

I have typically either conducted my own experiment sessions (when 
those could be conducted in languages that I could speak) or, if not, I 
have opted for the first approach. My main reason for this was to main-
tain experimenter control in a manner that is comparable to the stan-
dards of typical laboratory experiments in Western societies. In addition 
to using line-by-line translation, I usually train the translator prior to the 
experiment sessions, although perhaps not as much as I would if I were 
using the second approach. I have found that being able to observe sub-
jects’ facial expressions during the experiment, as is the case in the first 
approach, is usually extremely useful in gauging understanding despite the 
language barrier.

In addition to a translator, the experimenter will typically need assistants 
to help him perform the procedures required by the experiment. In paper-
based experiments, he will usually need an assistant to record or verify 
subjects’ decisions and calculate earnings “behind the scenes” (in computer-
based experiments, this task will typically be performed by a server). This 
task is of crucial importance to ensure successful data collection. So it is 
important to assign it to someone one trusts. For example, this could be 
the main experimenter’s colleague or coauthor, or, in absence thereof, the 
task could be assigned to a lead enumerator to whom what needs to be 
done has been carefully explained. It is likely that the experimenter will 
also need assistance in the “laboratory” for numerous purposes, such as 
handing out forms and envelopes and assisting illiterate subjects to com-
plete forms or make sure they understand the procedures.

Finally, the experimenter will likely need a field coordinator. This per-
son is typically in charge of all the logistical details on the day of the 
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experiment. She ensures that subjects show up the day of the experiment 
as necessary, at the required place and time. This person could also be the 
person who is in charge of the listing and recruitment stages described 
previously. If the experimenter plans to conduct a postexperiment survey 
directly following the experiment, it will also be necessary to make sure 
trained enumerators are present after the experiment to conduct the sur-
veys. We return to this issue when discussing issues related to surveys.

So the sixteenth principle in conducting an experiment is:

 PRINCIPLE 16    Hire a team of collaborators that comprises a field 
coordinator (who coordinates the listing, recruitment, and show-up of 
participants at the experiment), a main translator (who will either do line-
by-line translation or conduct the experiment herself), and if necessary 
an assistant experimenter (who will perform the necessary calculations 
behind the scenes, provided the experiment is paper based), additional 
assistants (who will facilitate the procedures of the experiment), and 
enumerators (who will conduct any necessary surveys). It is important for 
you to be convinced that your team of collaborators is well equipped to 
perform the tasks at hand.

Creating a lab in the field

Creating a “laboratory” in the field can be a daunting task, especially 
when the experiments are to be conducted in a rural area of a developing 
country. To create an experimental laboratory we need a large locale with 
20–40 tables and chairs, with some type of dividers to mitigate peer effects. 
Preferably, the locale will also have a large board in the front of the room to 
use in explaining the experimental task.

Given these requirements, the typical candidate for a laboratory in the 
field is a classroom in the village school. Alternatively, it could be a meet-
ing room at the main gathering place of a farmers’ group or association. 
More generally, it could also be a rented locale in a neighboring town, such 
as a meeting or event room in the town hotel. The choice of locale mainly 
depends on availability, as well as budgetary and time constraints. Given a 
sufficiently large budget, one can almost always transport participants to a 
locale that satisfies these criteria; however, transportation costs (in terms of 
actual costs and opportunity costs of time) then become an issue.

Consider the case of a classroom in the village school. The benefit of set-
ting up one’s laboratory at such a venue is that it will typically be easily 
accessible by the subjects in the village. The lower the transportation costs 
to get to the experiment, the higher the likelihood that subjects will show 
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up for the experiment as instructed. This said, there are a few drawbacks to 
using such a locale as one’s laboratory.

First, although a classroom may be available, school may be in ses-
sion. As a result, one should be prepared for an “audience” of children and 
possibly schoolteachers with all the associated distractions that emerge. 
Second, in poorer rural areas, classrooms can be relatively underdeveloped. 
Specifically, they may be small, with a limited number of tables and chairs. 
Thus they may not be ideal for a laboratory. In some instances, the school 
library—if not occupied—can function as a better locale. Third, it is likely 
that one’s subjects will come from different villages. Therefore, to minimize 
transportation costs for the majority of the subjects, one has to select the 
school that is most centrally located vis-à-vis the villages in question, unless 
one is willing to change locales across villages. This is certainly possible; 
however, one should be prepared to set up the laboratory every time one 
switches classrooms. So this should be factored into one’s travel time and 
so on. Furthermore, the rooms should be set up in a comparable manner 
for each session to avoid unnecessary differences across sessions. Obviously, 
one can control for this ex post (for example, by controlling for partici-
pants’ seating and approximate distances between them); however, avoiding 
such issues by design is “cleaner.”

You might also consider an alternative venue, such as the meeting place 
of a farmers’ association or an event room at a hotel in the nearest town. 
Both these venues are more likely to be better developed, with proper tables, 
chairs, and a board. Also, they are more likely to be larger rooms that can 
accommodate a greater number of people. Finally, it is likely that one can 
control audience and crowding effects more easily at such venues, because 
they are likely to be less crowded with interested audiences. However, these 
venues also have their drawbacks.

First, they are likely to cost more, although this is unlikely to be one’s 
most major concern in this case. Second, and more important, they are 
more likely to be farther away from subjects. This is of concern because it 
increases the transportation cost to subjects, and that increases the likeli-
hood of attrition. We should be highly concerned about this. One approach 
that I have applied but that depends on one’s budget is to organize trans-
portation from central village locations to the experiment site. This enables 
the experimenter to find a locale that is “ideal” in some sense.

Beyond the issues previously discussed, creation of a laboratory in the 
field also entails other things. For example, depending on the protocol in 
question, it may be useful to have an adjacent room where the primary 
assistant experimenter can sit and record decisions “behind the scenes.” 
This is also where the money can be handled (see more later). In the 
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absence thereof, it is ideal to have a “laboratory” that is large enough that 
the assistant experimenter can be seated at the back of the room, somewhat 
unbeknownst to subjects.

Finally, to mitigate peer effects it is useful to be able to separate subjects 
from each other as much as possible. In addition, it is useful to introduce 
dividers once subjects are going to make decisions. In university labora-
tories, dividers tend to be standard fixtures. In field laboratories, one can 
use anything from voting boxes to large, sturdy pieces of carton to actual 
boxes. Sometimes subjects may find this use of dividers strange, so my 
experience has been to motivate them to see these as “houses.” The typi-
cal analogy drawn is with the decisions that are taken in one’s home 
behind closed doors. Figures 2.1 and Figure 2.2 show sample locales of 
IFPRI experiments.

So the seventeenth principle in conducting an experiment is:

 PRINCIPLE 17  Secure an “ideal” locale (that is, a spacious one with tables, 
chairs, and a board, and relatively easily accessible) to serve as the labo-
ratory for your experiment. make sure the assistant experimenter has 
a private area or room in which to perform his tasks during the experi-
ment. Buy dividers locally if possible; these could vary from voting boxes 
to sturdy cartons to standard boxes.

FIGURE 2.1 Experiment session in Ethiopia

Source: Hill, R. V., and A. Viceisza. 2012. “A Field Experiment on the Impact of weather Shocks 
and Insurance on Risky Investment.” Experimental Economics 15 (2): 341–371. http://dx.doi.org/ 
10.1007/s10683-011-9303-7. © The authors 2011. Reprinted with permission.
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(Don’t) show me the money

As alluded to previously, economics experiments typically pay subjects in 
cash for their participation. As a result, the experimenter and the assistant 
experimenter must handle substantial amounts of cash during the stages of 
the experiment. Depending on the level of payoffs, a lot of change (that is, 
money in small denominations) may be necessary. The experimenter should 
not underestimate the nuisances that typically emerge.

First, because local banks are unlikely to have large amounts of change 
available at one time, the experimenter should be ready to try multiple 
banks, make multiple attempts, or seek out other venues that may carry 
change. For example, in some countries bus drivers will carry lots of 
change. Second, although it is always an option to get change “bit by bit,” 
it is important to factor in special days such as weekends and holidays. If 
some of the experiment sessions will take place on weekends, for exam-
ple, which is likely, the experimenter should plan to have sufficient change 
to last through the weekend. If all else fails, one can always pay subjects 
larger amounts and ask for change from them; however, it is best to avoid 
such situations. Third, large amounts of cash in the field are heavy. Have a 
proper bag or case that does not draw too much attention in which to carry 
them. Fourth, whenever there is cash involved, there are potential security 
concerns. When potential participants hear that there are “outsiders paying 
villagers,” everyone will want to know what is going on and perhaps even 
participate. So the experimenter should be prepared to handle such situa-
tions (we return to tactfulness later). The important thing here is to make 
sure that the “sordid topic of coin” is handled as privately as possible.

FIGURE 2.2 Experiment session in Vietnam

Source: Torero and Viceisza (2011).
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Furthermore, the experimenter should always prepare for the worst case 
and concern herself about the security of the cash. Although I have never 
had any negative experiences, there are areas where security is of concern. 
Word of “substantial” amounts of cash could attract those with bad inten-
tions. So try not to handle cash publicly. This is also why it is ideal if the 
assistant experimenter can be hidden from subjects in the experiment as 
well as any third-party observers in a separate room or behind a divider at 
the back of the main experiment room.

On a final note, typically there will be additional assistants present dur-
ing the experiment (both outside and inside the laboratory). There is safety 
in numbers, especially if there are some bodyguardlike assistants or enu-
merators among them. However, if the experimenter deems it necessary to 
have additional (perhaps even trained security or law enforcement) help, he 
should always arrange accordingly. This was the case during the remittance 
experiments reported by Torero and Viceisza (2012).

So the eighteenth principle in conducting an experiment is:

 PRINCIPLE 18  Have money available to pay your subjects after the experi-
ments. Take appropriate measures to ensure the security of the field team 
(in relation to the money). Try not to publicly display cash. Use tact in 
dealing with cash; be prepared for potential crowds as word travels. Train 
the field team on how to deal with such potential situations as well.

Surveys: Collecting additional characteristics

Thus far, most of our discussion has focused on experimental data collection. 
However, there is good reason to spend some time on survey data collection.

First, there are similarities between collecting experimental data and 
collecting survey data. For example, our previous discussion on sampling, 
adopted largely from Grosh and Muñoz (1996), was primarily written for 
survey data, but because the resulting principle 14 derives from sampling 
theory, it also applies more generally to other types of data collection, such 
as the collection of experimental data. Also, from an organizational stand-
point the two forms of data collection are similar.

Second, collection of experimental data is well suited to certain purposes 
or types of data, whereas other types of data are better collected using a 
survey-based approach.30 For example, suppose we want to collect data on 

30 The main differences between the two approaches are that experimental data are (1) revealed prefer-
ence data as opposed to stated preference data (that is, the experimenter observes actual decisionmak-
ing by subjects as opposed to what they “state” they would do or have done) and (2) collected using 
an incentive-compatible mechanism that realizes the conditions of monotonicity, salience, and domi-
nance described previously (that is, for all practical purposes, experimental data are collected accord-
ing to a salient payment procedure).
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household income, expenditures, and assets; day-to-day activities on and 
off the farm; and participation in community organizations, social activi-
ties, and social networks. It is easier or more efficient to collect such data 
using a survey-based approach.

Third, survey data are a complement to experimental data, particu-
larly when conducting field experiments. The typical laboratory experi-
ment collects survey data ex post; however, because of the homogeneity 
of the subject pool (usually undergraduate students), not much is gained 
from collecting extensive demographic information. So such surveys are 
mainly directed toward verifying subjects’ understanding of the protocol. 
In field studies, however, there is much to be gained from collecting demo-
graphic data among others. Not only can these data help the experimenter 
get a sense of the internal validity of the experimental estimates ex post but 
they can also help him to generalize the findings of the experiment, thus 
addressing issues related to external validity. We return to this issue when 
we discuss how to draw inferences from experimental findings.

Fourth, certain types of lablike field experiments have also been embed-
ded in surveys because (1) the protocols allow for it and (2) data collection 
can proceed faster for a given sample size.31 Two main issues need to be 
addressed prior to implementation if one wants to adopt such an approach: 
(1) potential confounding experimenter effects and (2) whether experiment 
payments should be hypothetical versus real. Neither issue is unique to the 
fact that the experiments are being embedded in surveys; however, it tends 
to be trickier to deal with these issues in this context.32

Consider experimenter effects. In a typical experiment, there is one 
experimenter who is held fixed throughout different sessions, and partici-
pants make choices after having been instructed by one such experimenter. 
When the experiment is embedded in a survey, there is typically more 
than one experimenter because the enumerators are now the experimenters. 
Because enumerators’ main goal is to complete as many surveys as possi-
ble, they may not have the incentives to properly understand the experi-
ments, to properly execute them, or to do either. For example, they may try 

31 What I have in mind are cases in which experiment protocols (such as risk experiments or 
implemented games) are included as modules of a survey. This is different from “survey experi-
ments” (for example, Beegle et al. 2010 and Caeyers, Chalmers, and de Weerd 2012), which 
seek to experiment with survey design or framing. For a symposium on survey experiments, see 
the following link: http://psr.iq.harvard.edu/event/psr-conference-survey-experiments. Some 
examples of experiments that have been embedded in surveys include (1) risk and time prefer-
ence experiments (see, for example Andersen et al. 2008; Giné et al. 2011; and many IFPRI sur-
veys, some of which are reported by Hill and Viceisza 2012 and Hill, Maruyama, and Viceisza 
2012) and (2) dictator game experiments (see, for example, Hill, Maruyama, and Viceisza 2012).

32 These issues are of even greater importance if the experimental measure to be collected as part of 
the survey is the primary outcome variable of interest (as opposed to a measure that will be used as a 
covariate in the analysis).
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to “cheat” by manipulating the randomization device if this makes their 
lives easier. They might also attempt such manipulation to foster relation-
ships between themselves and any participants whom they already know 
from prior interactions. So when embedding experiments in surveys it is 
important to (1) a priori train enumerators heavily in the procedures for 
conducting the experiment (it is important to stress during training that 
although it is important for subjects to understand the procedures, the enu-
merators should not “prime” or influence decisionmaking, because enu-
merators often feel that if a subject does not know an answer or answers 
incorrectly, they have somehow failed), (2) build checks into the implemen-
tation of the experiments so that one can detect whether any “cheating” has 
occurred, and (3) control ex post for enumerator fixed effects (that is, one 
must design the collection process so that one can exploit variation across 
enumerators, villages, and so on to detect any type of strange “clustering”).

Next one must consider monetary incentives. There is evidence to sug-
gest that hypothetical and real incentives in experiments can lead to dif-
ferent responses in certain contexts (see Laury and Holt 2008 for lottery 
choices and Harrison and Rutström 2008 for value elicitation methods 
more broadly). As a result, whenever we conduct an experiment the ques-
tion emerges whether to pay for the decisions made within that setup. Why 
is this question more important when dealing with experiments in surveys?

Payment for experiments embedded in surveys is more difficult to imple-
ment. Consider the case in which one has 8–12 enumerators, each of which 
is going to one or two households in one or two villages per day. These 
enumerators are typically carrying either several copies of paper-based 
surveys or a PDA or tablet, with the usual supplies such as pens, pencils, 
notebooks, and calculators. All things considered, hypothetical payments 
become more attractive in this context, because payoff calibrations will 
often require small denominations of the local currency. Furthermore, real 
earnings will require additional bookkeeping at the enumerator and super-
visor levels, as well as additional security measures at the centralized level, 
because the overall cash involved can be substantial for a survey comprising 
a sufficiently large number of households.

The complexity of implementing real payments may also be exacer-
bated by the type of experiment in question. Consider, for example, a typi-
cal time-preference experiment in which the subject chooses between two 
amounts of money to be paid one month from now versus seven months 
from now. In this front-end delay framework, everyone needs to be paid in 
the future, which implies returning to these households and actually pay-
ing them according to their choices. Contrary to the developed-country 
field, where one may be able to make payments through checks in the mail, 
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the developing-country field may require actually revisiting households if 
they are sufficiently rural (although there may be more sophisticated mea-
sures, such as payments made by cell phones or remittance carriers such as 
Western Union).

In short, experiments can and have been embedded in surveys; however, 
the researcher must carefully consider the potential benefits and costs of 
such an approach. Two types of surveys are typically conducted to comple-
ment experimental data. The first type of survey is a postexperiment survey. 
This type of survey is mainly intended for the following purposes:

1. To collect data that can be used to test subjects’ understanding of the 
experimental procedures.

2. To collect observable characteristics of the participants.

3. To get a better understanding of how subjects perceived the experimen-
tal task. This is an important issue that should not be ignored. Often 
the experimenter may be very clear on her experimental design and 
protocol and what they are intended to capture. Consequently, she 
may feel that she has identified the key issues at play. However, the 
subject may perceive the protocol much differently. If so, there emerges 
a mismatch between the true data-generating process (DGP) and the 
experimenter’s perceived DGP. In terms of later analysis, this will lead 
to a misspecified model. So it is important for the experimenter to use 
the postexperiment survey as an opportunity to get a solid understand-
ing of the intuition and rationale that underlie subjects’ decisionmak-
ing. For example, in the remittance experiments reported by Torero 
and Viceisza (2012), subjects were asked to explain the rationale for 
their decisionmaking after having completed the experimental task. 
This was part of the postexperiment phase of the experiment session.

The second type of survey is the standard household survey. Its purpose 
is different from that of the postexperiment survey, because it is intended 
to capture a broad class of relevant observable characteristics that can be 
used in ex post analysis. As a result, it is usually much longer than the post-
experiment survey.

Two main references on survey design and survey data analysis are 
Deaton (1995), which mainly addresses econometric issues associated 
with survey data, and Grosh and Glewwe (2000), which—among other 
things—discusses the types of modules that are included in typical LSMS 
household, community, and price data surveys.33 Typical modules include 

33 Some examples of surveys that have been conducted by IFPRI over the years can be found at www 
.ifpri.org/datasets/results/taxonomy%3A5168.
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(1) basic household and demographic information (including a household 
roster); (2) income, expenditures, or both; (3) assets; (4) production inputs 
and technologies; (5) production outputs and market access; (6) social 
networks, participation, and information; (7) perceptions of welfare and 
shocks; (8) preferences for and beliefs or perceptions about risk (for exam-
ple, lottery choices), time, trust, cooperation, altruism (for example, dic-
tator games), and coordination; (9) anthropometric measures; and (10) 
identifier variables, including GPS coordinates. Although this list of mod-
ules is by no means exhaustive, it gives a sense of the types of data that are 
collected by means of household surveys. As is the case for experimental 
data, modules may be added, subtracted, or substituted depending on the 
research purpose of the survey as well as the purposes of the complemen-
tary experiments.

Now for some concluding remarks on survey design and implementation:

1. Typically each household in the experiment sample will complete a 
household survey in addition to the postexperiment survey, which is 
completed by the member of the household who attends the experi-
ment. For a sufficiently long survey, this implies that survey data col-
lection will take much longer than experimental data collection. So 
a proper sequencing of data collection needs to be arranged with the 
field coordinator. This is particularly relevant if the experimenter 
expects that completion of the household survey will affect behavior 
in the lablike field experiment. This could be due to different types 
of experimenter effects; for instance, the survey could expose the sub-
ject to concepts that will be addressed in the lablike field experiments 
(see, for example, Zwane et al. 2011 for the case of surveys vis-à-vis an 
RCT). This issue may be of particular concern when questions in the 
survey and tasks in the lablike field experiments are framed similarly. 
In such a case, the experimenter should sequence experimental and 
survey data collections in such a manner that order or learning effects 
can be rigorously assessed.

2. It is important that the experimenter train his enumerators carefully 
on any survey that needs to be conducted, just as he does for the 
purposes of listing, recruitment, assistance during the experiment, 
and any other task. For the postexperiment survey, this should be 
fairly easy (because it tends to be shorter and simpler); however, for 
the household survey this will be more involved. Typically it is best 
that enumerators be trained collectively in order to avoid misunder-
standing. However, when enumerators are deployed it may be best to 
have teams of four or five enumerators who in turn report to a lead 
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enumerator, who in turn reports to the field coordinator, who in turn 
reports to you.

So the nineteenth principle in conducting an experiment is:

 PRINCIPLE 19  Design and conduct surveys to complement your experi-
mental data. Typically, these surveys will be of two types: (1) a relatively 
short postexperiment survey of 30 to 60 minutes intended to test subjects’ 
understanding, gain a better understanding of their rationale for decision-
making, and collect specific individual-level characteristics that may not be 
collected as part of the household survey and (2) an extensive household 
survey intended to collect observable characteristics of the household as a 
whole (to be used to capture heterogeneity across the subject pool). Train 
enumerators collectively, and make sure that each enumerator reports to 
a lead enumerator, who in turn reports to the field coordinator, who in 
turn reports to you.

OTHER PRACTICAL SUGGESTIONS
This section offers some practical suggestions that one should consider 
when conducting lablike field experiments.

1. Conduct a pilot experiment. Pilot experiments are very informa-
tive and shed light on many complications that may arise during the 
actual experiment. A pilot should be taken just as seriously as an 
actual experiment session. When conducting experiments in rural 
areas in developing countries, pilots can be a costly affair if one has 
to travel to the country. So one suggestion is to lump the pilot with 
travel for other purposes. For example, if one has to travel to the coun-
try to plan RCTs or meet with stakeholders for other purposes (such 
as project updates), this would be a good time to conduct some pilot 
sessions. It is best not to schedule the pilot too closely to the actual 
experiments in case substantial changes need to be made to the proto-
col. This comment applies particularly in the case of a computer-aided 
experiment, for example, if software changes need to be made.

2. Plan for attrition. One way to try to deal with attrition ex ante is to 
recruit “regular” and “alternate” participants. Alternate participants 
can usually fill the void for regular participants who do not show 
up for the experiment. The neatness of this approach is that both 
regulars and alternates can be randomized into such roles within a 
given treatment ex ante so that one could argue that these groups 
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are similar across unobservable characteristics. A drawback of this 
approach is that subjects may be upset if they arrive at the experiment 
site and are told that they cannot participate in the experiment. This 
can be compared to flight overbooking by airlines: it typically leads 
to unrest, animosity, and chaos, despite the fact that compensation 
is provided. Another potential drawback is that sometimes the sub-
ject pool may be scarce. As a result, there may not be sufficient num-
bers to assign some participants to the alternate category. We discuss 
issues related to attrition bias further in Chapter 4.

BOX 2.4 Principles for designing an experiment: Implementation

1. Identify a target population, and draw an appropriate sample from it. For 
example, make sure that the sample is large enough and that different 
population subgroups are sufficiently well represented within it that you 
can draw valid inferences from it. Also compensate for problems such as 
errors resulting from the way in which the study is conducted.

2. Develop a recruitment strategy to ensure maximum attendance. This can 
include sending an official letter or other invitation that provides infor-
mation and incentives to participate. make sure all recruiters are trained 
in such tasks as giving subjects appropriate information about the experi-
ment and getting their consent to participate.

3. Hire a team of collaborators to conduct or assist in conducting the 
experiment. The team should include a field coordinator who orga-
nizes the subjects and a translator, and it may include other assistants as 
necessary.

4. Secure a spacious, relatively accessible locale with tables, chairs, and a 
means of instruction (a blackboard, for example) to serve as the labora-
tory. If the experiment is paper based, make sure the team member who 
will perform calculations has a private area or room in which to do this 
work during the experiment.

5. Have money available to pay your subjects after the experiments. Take 
appropriate measures to ensure the security of the money and conve-
nience in distributing it.

6. Design and conduct surveys to complement the experiment’s results. 
These surveys will typically be (1) a short postexperiment study of sub-
jects’ understanding of the experiment, the reasons for their decisions, 
and their individual characteristics and (2) an extensive study of subjects’ 
households.

Source: Author.
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3. Plan for (curious) nonparticipants. It is important to be prepared 
for an interested audience composed of those who are not part of the 
experiment but are curious to know what is going on. This is particu-
larly important when money is involved. Although nonparticipants 
may be distracting and at times even annoying, one must use tact in 
approaching these issues. One must be aware of specific cultural sen-
sitivities and the status of certain individuals in society. Anecdotally, 
a coexperimenter and I politely turned a subject away from an experi-
ment in order to ensure the privacy of other subjects. Later we learned 
that this subject was a fairly influential person in society and was 
badmouthing the experiment. So it was important to do some dam-
age control in this circumstance. In particular, we had to explain 
that selection was random, and we also made a donation to the local 
school to express our appreciation for the community’s cooperation.

4. Beware of long sessions. It is easy to try to address many issues dur-
ing one experiment session, particularly considering subjects’ high 
transportation costs. However, one must recall that the experimen-
tal task can be quite daunting for a less educated subject pool. So 
keep things simple and realistic. This is another reason that a pilot is 
useful; it will give you a good sense of the length of the experiment 
protocol. Remember that if subjects need to leave, for example, to 
attend to their livestock or engage in commercial activities, they will. 
So be realistic in terms of what can be achieved so that subjects will 
remain cooperative.

5. Be aware of religious and cultural sensitivities. This is particularly 
important in formulating one’s protocol. Work closely with the trans-
lator ex ante to get a feel for what works and what does not. Are there 
colors, symbols, concepts (such as usury in Muslim law), and so on to 
which subjects might be sensitive? The experimenter should identify 
such issues ex ante and deal with them appropriately.

6. Be prepared for distractions. When participating in field experi-
ments, subjects tend to be more disruptive than in laboratory exper-
iments. Although one can certainly reiterate the importance of 
maintaining order, this may not be the cultural norm. For exam-
ple, women with one or more children (in particular, crying babies) 
attending an experiment are more likely to participate when one is 
conducting experiments in rural areas. So one must be sensitive to 
such situations and not be distracted by them. One may upset sub-
jects or even offend them by trying to keep strict order, and thus lose 
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experimenter control completely. So it is important to focus on the 
main issues at hand. To the extent possible, make note of such situ-
ations and test whether they matter in ex post analysis, for example, 
by tagging specific subjects and those who are around them in the 
experiment session. Controlling for session-level effects is also a possi-
bility provided that more than one session has been conducted (more 
on this next).

7. Hold two or more sessions for each treatment variable you test. 
To have sufficient numbers in each treatment, it is likely that two or 
more experiment sessions will be required for each treatment. This 
will also help the experimenter to test or control for session-level 
effects, which may be important. Expect to conduct at most three 
two- or three-hour sessions per day. My experience has shown that 

BOX 2.5 Principles for designing an experiment: Practical suggestions

Experimenters should consider the following practices:

1. Conduct a pilot experiment. Pilot experiments are very informative 
and shed light on many complications that may arise during the actual 
experiment.

2. Plan for attrition among experiment subjects. one way to prepare for 
this is to recruit regular and alternate subjects.

3. Plan for (curious) nonparticipants. members of the larger community 
who are not subjects might still be interested in the experiment; they 
should be treated with courtesy and tact.

4. Beware of long sessions. Do not address too many issues in a single 
experiment. Keep things simple, and have realistic expectations.

5. Be aware of religious and cultural sensitivities. Subjects might be sensitive 
to particular colors, symbols, or concepts (such as usury, in the case of 
certain muslim communities).

6. Be prepared for distractions. A certain level of distraction (from children 
accompanying a subject, for example) might be unavoidable, so plan for 
this; holding multiple sessions, as suggested below, can help.

7. Hold two or more sessions for each treatment variable you test. This 
allows you to identify and allow for session-level differences such as nui-
sances or distractions that might affect all individuals participating in the 
session.

Source: Author.
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two such sessions are feasible, one before lunch and one after lunch. 
Anything beyond that is likely to be too ambitious because the field 
team typically needs a break for lunch. If one tries to do more, it 
is likely to lead to noncooperative behavior. Furthermore, the sub-
jects may need breaks at specific times of the day. For example, in 
Muslim areas prayer is offered at specific times of the day, and one 
must work around that. So again be realistic and sensitive to the field 
situation. Finally, it is important to reserve a resting day in between 
every three days of conducting experiments; sessions are exhaust-
ing, and one does not want to start making unnecessary mistakes due 
to exhaustion.
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3CHAPTER 3

Examples of Experiments

Experimental applications are growing at a relatively fast pace. 
As a result, it would be impossible to summarize all the experiments 

that have appeared in the literature. So it is more tractable and useful 
to devote this chapter to some common types of experiments that have 
formed the basis for much of the literature and have informed the policy-
making process.

In what follows, we discuss the following types of experiments: (1) ulti-
matum games, (2) dictator games, (3) trust games, (4) public goods (or 
prisoner’s dilemma) games, (5) coordination games, (6) market experi-
ments (auctions), and (7) risk- and time-preference experiments (for a sum-
mary of experiment types, see Box 3.1 at the end of this chapter). The 
rationale for conducting these experiments typically originated from the 
premise of testing the behavioral predictions of a theoretical framework. 
This is the first purpose for conducting experiments identified in Chapter 1.

The role of theory in the process of conducting economic research was 
addressed when discussing the rationale for experimentation. Basically, the-
ory organizes our knowledge and helps us predict behavior in new situa-
tions. This goes back to—among others—Samuelson’s (1947) discussion of 
operationally meaningful theorems, which he described as hypotheses about 
empirical data that could conceivably be refuted, if only under ideal condi-
tions. Perhaps more important for experiments, theory tells us what data 
are worth gathering and suggests ways to analyze new data. As such, theory 
helps us design experiments.

Because many of the aforementioned types of experiments rely on some 
type of game, we will review certain concepts in the theory of games, eco-
nomic behavior, and uncertainty. This said, game theory is just one set of 
tools that serves us well to “collect our thoughts.” Ultimately, the model 
that best fits an experimenter’s (and, more broadly, a researcher’s) pur-
pose depends on the research question under consideration and the reality 
at hand.

Not all experiments are for theory testing. As Smith (1982) and, more 
recently, Card, DellaVigna, and Malmendier (2011) discuss, experi-
ments may be heuristic or descriptive (in the parlance of Smith and Card, 
DellaVigna, and Malmendier, respectively). However, even in the case of 
such experiments, typically the experimenter has some model or at least 
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some hypothesis in mind when designing the experiment. This also applies 
to experiments conducted to elicit “unobservable” characteristics (the sec-
ond purpose for conducting experiments, as identified in Chapter 1), to test 
for the sensitivity of experimental results to different forms of heterogeneity 
(the third purpose), or both.

Prior to proceeding, the interested reader is referred to some additional 
references that will give a sense of the experiments that are appearing in the 
economics literature:

1. The website www.fieldexperiments.com contains selected examples of 
research that incorporates experimental methods in different types of 
field studies, including RCTs.

2. The website http://en.wikipedia.org/wiki/Experimental_economics 
contains links to many experimental laboratories at universities, 
which point to experimental working papers on different topics.

3. Experimental Economics, the official journal of the Economic Science 
Association (ESA, the association of experimental economists), pub-
lishes experimental work of different types. Of course this includes 
only part of the published literature because experiments also appear 
in many other publication outlets, including more general-interest 
journals such as some of the American Economic Association jour-
nals, Econometrica, the Quarterly Journal of Economics, the Review of 
Economic Studies, Economic Journal, and Economic Inquiry.

4. The ESA’s website, www.economicscience.org, also maintains archives 
of the association’s most recent conferences. These links tend to take 
us to the programs of the meetings, which in turn give us a starting 
point for exploring some of the frontier of experimental work.

5. A recent initiative by the University of California–Berkeley and 
Norges Handelshøyskole (NHH, the Norwegian School of 
Economics), called the Symposium on Economic Experiments in 
Developing Countries (SEEDEC; see http://cega.berkeley.edu/events/
SEEDEC2011/), provides a specific forum for researchers interested 
in conducting experiments of this type (that is, lablike field experi-
ments) in a developing-country context.

EXPERIMENTS AND BEHAVIORAL GAME THEORY
Game theory comprises a set of analytical tools to help us understand the 
phenomena that we observe when decisionmakers interact. In other words, 
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game theory is about what happens when people interact. Therefore, it con-
stitutes a theory of strategic interaction. In practice, game theory is used for 
several purposes: to (1) predict how people should behave (a primary nor-
mative role), (2) explain how people actually do behave (a positive role), and 
(3) prescribe how institutions and policies should be designed considering 
the analysis performed under (1) and (2) (a secondary normative role).

There is still debate in the literature on the purpose of game theory and 
its usefulness for prescribing policy (see, for example, Rubinstein 2004). 
Our purpose here is not to make a case for or against game theory. Our 
discussion is intended to provide a background for more formally discuss-
ing certain experimental games.

The idea of a general theory of games was introduced by von Neumann 
and Morgenstern (1944), who proposed that most economic questions 
should be analyzed as games. Later Nash (1950) proposed what came to 
be known as the “Nash equilibrium” (discussed later). Since these seminal 
contributions were made to the field of game theory, there have been sev-
eral other important developments. Some useful treatments of current con-
cepts in game theory are those of Fudenberg and Tirole (1991), Gibbons 
(1992), Osborne and Rubinstein (1994), and Watson (2007). The reason we 
care about game theory for some of the discussion that follows is because 
it gives us a way to predict and test strategic behavior in certain contexts. 
This is the central interest of behavioral game theory (BGT), which is 
treated by Camerer (2003).1 One way to think of BGT is as the study of 
how real agents, specifically human agents, behave when faced with strate-
gic situations as proposed by game theory.

As Camerer (2003, 20) puts it, his book provides a long answer to a 
question game theory students often ask: “This theory is interesting . . . 
but do people actually behave this way?” And the answer is mixed. There 
are no interesting games in which subjects reach a predicted equilibrium 
immediately. And there are no games so complicated that subjects do not 
converge in the direction of equilibrium (perhaps quite close to it) with 
enough experience in the lab.

It is important to keep in mind what (of game theory) we are test-
ing when we conduct game experiments. This argument has been made 
by Weibull (2004) and reiterated by Bardsley et al. (2010). The games and 
solution concepts described in traditional game theory are abstract con-
cepts. In conducting an experimental test of a prediction derived from 
game theory (as we discuss further later), a typical approach is to con-
struct a “laboratory” analogue of such an abstract game. This is what 

 1 A survey of selected literature on experimental games is given by Chakravarty et al. (2011).
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Weibull and Bardsley et al. refer to as a game protocol and an implemented 
game, respectively.

In such “real” games, concrete entities substitute for abstract concepts in 
the theory: real people serve as substitutes for theoretical agents, material 
payoffs (typically money) substitute for utilities, actual rules or institutions 
substitute for rules of the game, and so on. Assuming that such a game has 
the necessary correlates, one may derive predictions for it by applying some 
solution concept of interest, using the relevant concrete features of the 
implemented game as inputs. The degree of correspondence between these 
predictions and observed behavior in the implemented game then forms 
the basis of the experimental test. But such tests are joint tests of (1) the 
solution concept (such as the Nash equilibrium, discussed more later) and 
(2) any assumptions involved in connecting the concepts in the abstract 
and implemented games.

In what follows, we discuss some common experiment protocols, some 
of which are based on games (that is, strategic situations between two or 
more players, which can therefore be considered implemented games or game 
protocols) and some of which are based on nonstrategic, possibly individual, 
decisionmaking contexts (which can be considered implemented models, sce-
narios, or frameworks but are not games in the strict sense).

Our discussion of each protocol is organized quite mechanically:

1. We first discuss the theoretical construct (game or otherwise) and the 
key predictions that motivate the experiment protocol.

2. We then discuss some findings that have been reported in the lit-
erature. In this process, we also address how these findings have 
informed (or could inform) policymaking.

Those interested in conducting any of these experiments can perform a 
Google search by entering the key phrase “X instructions,” where X stands 
for the type of game or experiment in question, for example, “ultimatum 
game instructions.” These searches will return hits on papers that report 
the type of experiment in question. In turn, these can provide access to 
instructions or protocols (or both) used to implement the experiment in 
question. These instructions may be part of the actual paper, be posted on 
a linked website, or be available upon request. In what follows, at times 
the reader is pointed to hyperlinks to instructions for the experiment 
in question.

Finally, note that some of the discussion below draws heavily on 
Camerer (2003) and on Plott and Smith (2008). So the interested reader is 
referred to their texts for additional discussion.
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ULTIMATUM GAMES
In an ultimatum game, one person, typically called the Proposer, makes 
a take-it-or-leave-it offer, dividing some amount of money between herself 
and another person. If the second person, typically called the Responder, 
accepts the division, both earn the specified amounts. If the Responder 
rejects it, they both get nothing. The ultimatum game was introduced by 
Güth, Schmittberger, and Schwarze (1982).

How are people expected to play this game? If Responders maximize 
their own earnings, they should accept the smallest allowable nonnegative 
payoff. On the other hand, if Proposers also maximize their own earnings 
and expect Responders to maximize theirs, they should offer the small-
est allowable nonnegative amount. So if each player is motivated only by 
maximizing his own money payoff, any division can be supported as a 
so-called Nash equilibrium (NE) of the game, but there is a unique sub-
game perfect Nash equilibrium (SPNE) in which the Proposer offers a 
split that gives the Responder the smallest allowable nonnegative payoff 
and the Responder accepts.2

There is an extensive literature showing that behavior deviates from the 
SPNE in predictable ways: Responders frequently reject “low” offers, and 
Proposers commonly make proposals of close-to-even splits, despite the 
aforementioned predictions (see, for example, Davis and Holt 1993 and 
Camerer 2003). One possible interpretation of behavior in the ultimatum 
game is that it reflects the failure of individuals to apply backward induc-
tion reasoning. However, as discussed earlier, when we test game theory in 
an implemented game we are testing a joint hypothesis between the solu-
tion concept (in this case SPNE derived through backward induction) and 
any assumptions that tie together the game and its protocol counterpart—
in particular, assumptions regarding people’s preferences over their own 
and others’ monetary payoffs. So if we move away from the standard 
assumption that each person only maximizes her own payoff, this opens a 
whole range of potential alternative explanations.

These explanations matter for what we infer from ultimatum game 
results. The dictator game, which is discussed further later, enables us 
to tease apart to what extent Proposers make “fair” offers in the ultima-
tum game due to fear of rejection or altruistic motives. Evidence seems to 

 2 In game theory, the NE (see Nash 1950) is a solution concept of a game involving two or more play-
ers in which each player is assumed to know the equilibrium strategies of the other players and no 
player has anything to gain by changing only his own strategy unilaterally. A SPNE is a refinement 
of the NE applied to a dynamic or extensive form game; in particular, a strategy profile is a SPNE of 
a dynamic game if it is an NE for every subgame of that game. The SPNE is typically derived through 
a process called backward induction. For more formal definitions, refer to texts such as Osborne and 
Rubinstein (1994).
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suggest that Proposers behave mostly out of fear and only a little out of 
altruism or fairness. Ultimatum games thus give us a sense of what people’s 
bargaining preferences look like in a noncompetitive environment. To that 
extent, they can help inform policy by giving us a sense of prevailing social 
norms of fairness. These norms tend to be important, particularly for pol-
icy in rural areas, where they substitute for often missing legal institutions 
and property rights. Therefore, ultimatum games have been used to explore 
cultural differences in “fairness” norms across societies (see, for example, 
Roth et al. 1991 and Henrich et al. 2004) and to measure informal institu-
tions (see Jakiela forthcoming).

This said, we should be cautious when interpreting findings from ultima-
tum games because the perceived fairness (possibly due to fear of rejection) 
seems to be context dependent. Roth et al. (1991) conducted a bargaining 
experiment (based on the ultimatum game) and a market experiment across 
different societies.3 Despite the fact that equilibrium predictions were similar 
across these contexts, they found that behavior in the ultimatum game devi-
ated from SPNE (as found in other studies), whereas behavior in the mar-
ket experiment converged to equilibrium. They conjecture that this was due 
to cultural differences and that the competitive environment of the market 
experiment might trump the fairness concerns in players’ preferences.

Examples of instructions for ultimatum games are available at http://cba 
.ua.edu/assets/docs/ppecorin/App.pdf and http://grace.wharton.upenn.edu/
risk/downloads/archive/arch333.pdf.

DICTATOR GAMES
A dictator game can be seen as an ultimatum game in which the 
Responder’s possibility to reject the offer has been removed. In other words, 
the Proposer is “dictator” in the sense that whatever this player offers 
is “final.” Because the Proposer’s payoff does not depend on a subsequent 
action by the Responder, if a Proposer truly seeks to maximize her own 
money payoffs, she should take all and leave zero for the Responder. So 
the SPNE for the dictator game is that the dictator takes all. Due to the 
lack of strategic motives, the dictator game enables us to establish whether 
Proposers in ultimatum games make generous offers because they fear 
rejection or because they are purely altruistic.

Many studies have looked at behavior in dictator games, particularly 
what “giving” implies in these games and how that varies with different 

 3 This study is also useful because its design also addressed several methodological issues that emerge 
when conducting experiments across different countries, such as experimenter, language, and cur-
rency effects.
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types of variables and conditions (see Camerer 2003 for a review).4 Broadly, 
dictator game giving is consistent with altruistic motives, which suggests 
that people care about others’ welfare. These distributional preferences are 
relevant for policy because they give a sense of how people in society will 
treat others. For example, they can impact (1) how we formulate tax policy 
(consider politician–voter relations); (2) how we design contribution schemes, 
for example, for charitable organizations, social clubs, or farmer groups 
(consider grantor–beneficiary relations); and (3) how we plan for or deal 
with other welfare-reducing activities such as crime and social exclusion.

As in the case of ultimatum games, however, we should be cautious 
when interpreting findings from dictator games. List (2007), Bardsley 
(2008), and Jakiela (2011) all report that Dictators’ preferences for shar-
ing are dependent on the context of their choice, suggesting that dicta-
tor games might overstate altruistic motives. However, the latter study 
also found that Dictators’ elasticity of substitution between their own and 
others’ payoffs is not affected by such context dependence. This renders 
some validity to the conclusions drawn from dictator games.

Sample instructions for a simple dictator game protocol conducted as 
part of a pre-experiment listing exercise reported by Hill, Maruyama, and 
Viceisza (2012) are available at my website, http://sites.google.com/site/
viceisza/research. Instructions for a more elaborate dictator game protocol 
are available at http://artsci.wustl.edu/~pjakiela/jakielaEESI_instructions.pdf; 
these instructions are associated with experiments reported by Jakiela (2011).

TRUST GAMES
As Arrow (1972, 357) states, “Virtually every commercial transaction has 
within itself an element of trust, certainly any transaction conducted over 
a period of time.” More broadly, it can be argued that almost any activity 
between people requires trust. As a result, the level of trust in society plays 
a fundamental role in the policymaking process. Specifically, the preva-
lence of trust impacts the presence of (legal) institutions, the simplicity of 
engaging in (economic) transactions, political processes (such as voting 
behavior and elections), and so on.

In a trust game, as proposed by Berg, Dickhaut, and McCabe (1995) 
and earlier by Camerer and Weigelt (1988), the Trustor has X, which she 
can keep or send. Suppose she sends T and keeps X  – T. The amount sent 
earns a return, at a rate (1 + r), and becomes (1 + r)T. Then another player, 
the Trustee, must decide how to share the new amount (1 + r)T with the 

 4 Some of these studies are Forsythe et al. (1994), Andreoni and Miller (2002), List (2007), Andreoni 
and Bernheim (2009), and Jakiela (2011).
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Trustor.5 Suppose he keeps Y and returns (1 + r)T – Y. Then the total pay-
offs are Y for the Trustee and (X – T ) + (1 + r)T – Y for the Trustor.6

In this game, trust is the willingness to bet that another person will recipro-
cate a risky move (at a cost to himself). Trust is risky because once the Trustor 
sends, there is a probability that the Trustee will send nothing back. So, the 
amount sent is typically taken to measure trust, and the amount returned 
is taken to measure reciprocity or trustworthiness. If players maximize their 
earnings, reasoning by backward induction we assume that the Trustee will 
keep all. In turn, anticipating this, a self-interested Trustor will send nothing 
back. So the SPNE for the trust game is that neither trust nor trustworthiness 
is observed. Despite these predictions, Berg, Dickhaut, and McCabe (1995) 
found a substantial amount of blind trust in their experiments. This finding 
has been replicated by many other studies in different types of contexts (see, 
for example, Cox 2004 and Ashraf, Bohnet, and Piankov 2006).

To understand the role of trust games in the policymaking process, 
particularly with regard to farmers, consider a typical contract farming 
arrangement in which a firm contracts a farmer to deliver a certain quan-
tity and quality of a product at a certain point in time for payment at a 
specified price (see, for example, Glover 1987; de Janvry, Fafchamps, and 
Sadoulet 1991; and Porter and Phillips-Howard 1997). These arrangements 
tend to be complicated because typically there is asymmetric information 
on both sides, and both parties may have incentives to renege on the con-
tract when the specified time comes. So trust is likely to play a role in such 
relationships, and we might expect contract farming arrangements to be 
more likely to prevail in contexts in which there is a greater prevalence of 
trust. The trust game can be used in these and other contexts to test parties’ 
propensities to trust, which in turn can be used to understand when cer-
tain types of arrangements or institutions are likely to prevail.

Karlan (2005) made a seminal contribution to the literature in this sense. 
In particular, he compared behavior in a trust game with that in subse-
quent microfinance participation. He found that those who are more trust-
worthy are also more likely to repay their loans, as one might expect if the 
trust game is capturing behavior that proxies trust. More important, per-
haps, Karlan’s findings suggested that behavior in the trust game was not 
just a mere artifact of the environment under consideration.

Torero and Viceisza (2011) explored variants of trust games to assess a 
priori the potential impact of proposed revisions to contract farming  
 

 5 Note that the Trustee is playing a dictator game in which the amount to be allocated was determined 
by the Trustor.

 6 Sometimes this game is also referred to as the investment game.
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arrangements. They found, similarly to previous researchers, that third par-
ties significantly increase trust. However, potential collusion between the 
third party and the Trustee reduces trust when the Trustor is female. These 
findings are consistent with previous results on gender differences in pref-
erences and decisionmaking (see, for example, Croson and Gneezy 2009) 
and are suggestive of factors (such as gender) that should be kept in mind 
when designing interventions at the RCT level.

Another question that has been studied is: How do norms of trust (and 
reciprocity) strengthen and unravel? Related to this, what are the determi-
nants of trust and trustworthiness? These questions are relevant for policy 
because they may directly impact how we design certain institutions such 
as microfinance arrangements, contractual arrangements (such as transac-
tions with traders, buyers, and input suppliers), and extension.

Ashraf, Bohnet, and Piankov (2006), for example, explored the determi-
nants of trust and trustworthiness by combining data from trust and dicta-
tor games conducted in Russia, South Africa, and the United States. They 
found that expected trustworthiness accounts for most of the variation in 
trust, suggesting that people should believe in each other or the institutions 
in which they interact in order for trust to develop.

Hill, Maruyama, and Viceisza (2012) also combined data from trust and 
dictator games, but for a different purpose. By providing a random subset 
of Trustees with behavior in the dictator game, we were able to identify the 
effect of one’s peers on oneself. We found that a norm of reciprocity quickly 
unravels when individuals make decisions while observing others. It 
appears that observed lack of reciprocity by some acts as a means to justify 
one’s own propensity to be nonreciprocal. Our results suggest that there 
may be a benefit to rewarding reciprocity in institutional arrangements in 
which reciprocity has a personal cost and people can observe others’ behav-
ior. In particular, the findings suggest that investments that encourage reci-
procity, perhaps particularly as a new institution develops, could engender 
substantial returns for market development.

Examples of instructions for conducting a trust game are available at 
my website, http://sites.google.com/site/viceisza/research; these instructions 
were implemented as part of Hill, Maruyama, and Viceisza (2012) and in 
the original article by Berg, Dickhaut, and McCabe (1995).

COOPERATION EXPERIMENTS: 
PUBLIC GOODS GAMES
In a so-called public goods game, each of N players can invest resources ci 
from their endowment ei in a public good that is shared by everyone and 
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has a total per-unit value of m. Suppose that (1) m < 1, so that a player does 
not benefit enough personally to contribute for private gain; (2) mN > 1, 
so that all players’ contributing is Pareto improving; and (3) Player i earns 
ei – ci + m(∑kck)/N.7 Under these assumptions (that is, m < 1/N), the pay-
off-maximizing outcome is to contribute nothing (ci = 0). In other words, 
the NE for the simultaneous game in which all players choose how much 
to contribute at the same time is that everyone contributes nothing. If 
everyone contributed, however, the players would collectively earn the most.

Early experiments demonstrated that the group of players makes contribu-
tions to the public good early in an experiment, but that contributions decay 
over time (this was first demonstrated by Isaac, McCue, and Plott 1985). 
One of the subsequent challenges was to discover why any contribution was 
made at all and why it tended to change over time. To some extent, the lit-
erature is still sorting this out (see Plott and Smith 2008 for some discussion); 
however, some factors that have been studied include (1) calibration (from 
corner to internal equilibria), (2) spiteful and rewarding behavior (punish-
ment and rewards), (3) the knowledge and experiences of group members 
(learning, search confusion, warm glow, reputation, and beliefs), (4) funda-
mental attitudes and types, and (5) individual characteristics.

Public goods games (and prisoner’s dilemma games as a special case) are 
models of situations in which one player’s action imposes a harmful external-
ity on others. As a result, the public goods game has a vast set of applications 
in economics and the social sciences more broadly. Virtually, any group-
based activity in which people can “free-ride” (that is, one individual’s behav-
ior can negatively impact another individual’s welfare and vice versa) can be 
modeled as a public goods game. Therefore, the game has been applied to 
the study of phenomena ranging from pollution to community public goods 
(such as wells and springs) to contributions to social clubs and activities.8

For example, suppose we want to understand free-riding behavior in 
farmer groups. We could conduct public goods games with members of a 
sample of farmer groups and see whether behavior in the games predicts 
how the group functions on different types of aggregates. In this sense, the 

 7 Essentially, the well-known prisoner’s dilemma game can be seen as a special case of the public goods 
game with N = 2 players.

 8 A related game is the so-called common pool resource game. This game is similar to the public goods 
game except that the return on the investment account is determined differently. Specifically, if 
aggregate investment exceeds a given level, the return from the investment account becomes less 
than the individual’s private return for not investing (see, for example, Ostrom, Gardner, and Walker 
1994). This technicality aside, the flavor of the common pool resource game is similar. The game is 
intended to model scenarios in which one player’s behavior creates a negative externality for the other. 
As the name suggests, the common pool resource game was constructed to study the use of common 
resources such as water and irrigation (for example, the upstream-downstream usage of rivers), fish-
ing grounds, forests, and so on.
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game gives us a measure of the propensity to cooperate within the group. 
Suppose further that we would like to know whether certain types of pun-
ishment, reward, or leadership schemes are likely to increase cooperation 
within the group prior to implementing them as treatments in an RCT. 
Having validated that behavior in the public goods game correlates with 
actual measures of cooperation (such as voluntary time spent working on 
the group’s collective field), we can design variants of lablike public goods 
games to test the likely impact of these distinct mechanisms.

Barr, Packard, and Serra (2011) and Barr et al. (2012) both correlated 
behavior in a public goods game with actual behavior outside the lab to 
understand the behavioral mechanisms that underlie findings at the RCT 
level. The first study combined experimental and survey data from Albania 
and showed that behavior in the public goods game predicts participation 
in school-level elections of parent class representatives as well as district-
level voter turnout in national elections. The second study also combined 
different sources of data collected in Uganda to explore whether commu-
nity monitoring improves collective action. Using findings from public 
goods games, the researchers show that community monitoring interven-
tions indeed improve collective action as proxied by behavior in the games.

Examples of instructions for conducting a public goods game can be 
found in the paper by Fischbacher, Gaechter, and Fehr (2002), available at 
www.iew.unizh.ch/wp/iewwp016.pdf.

COORDINATION GAMES
Coordination games are a formalization of the idea of a coordination prob-
lem, meaning situations in which all parties can realize mutual gains, but 
only by making mutually consistent decisions. In technical terms, coordi-
nation games are games with multiple equilibria that require “coordination.” 
Predicting which of these equilibria will be selected is a complex problem 
in game theory. Camerer (2003) divides coordination games into three cat-
egories: (1) matching games, (2) games with asymmetric payoffs, and (3) 
games with asymmetric equilibria. In matching games, all equilibria have 
the same payoffs for each player. In games with asymmetric payoffs, players 
disagree about which equilibrium is best due to the asymmetry. In games 
with asymmetric equilibria, the players are symmetric but the equilibria are 
not. A game with this feature is the “stag hunt” game, which is sometimes 
also referred to as the “assurance game.” Suppose two hunters are pursuing 
a stag that can be captured only by both of them. The stag has great value, 
and both players can benefit if they coordinate on hunting it. However, if 
each hunter has the alternative of hunting a hare individually, coordination 
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on hunting the stag might fail because one of them, unbeknownst to the 
other, chooses to hunt the hare. In such a case, the hunter who chooses to 
pursue the stag (that is, chooses the risky action) will suffer.

Goeree and Holt (2000) and Crawford, Costa-Gomes, and Iriberri 
(forthcoming) review some evidence of strategic behavior in coordination 
games, among other issues. One main finding in the literature is that coor-
dination failure seems to result from strategic uncertainty. Coordination 
games have been applied quite extensively in pure laboratory contexts (see, 
for example, Van Huyck, Battalio, and Beil 1990; Heinemann, Nagel, and 
Ockenfels 2009; and many other references). However, it seems that they 
have featured less prominently in lablike field experiments, despite their 
potential to inform policy.

Consider the example of farmer groups discussed previously. Suppose that 
a group enters into a contract with a buyer. In order to fulfill the contract, 
the group needs to deliver a certain quantity and quality of a product by a 
certain date. Most important, a sufficient number of group members need 
to produce (1) a certain amount and (2) a certain quality (in order for the 
group to meet the minimum quantity-quality combination required for the 
contract). An individual farmer’s decision to produce as necessary and deliver 
to the group can be modeled as a strategy in a coordination game played 
with his fellow farmers. Namely, the payoff from delivering as required to 
the group will depend on whether others do the same. Suppose, for example, 
that an insufficient number of farmers deliver to the group and the group is 
forced to renege on the contract. In such a case, the individual farmer ends 
up incurring the cost. So he truly faces strategic un certainty in the sense that 
he takes a chance that depends on the behavior of others in the group.

The Senegal component of the Working Together for Market Access 
project conducts RCTs with farmer groups and combines the resulting data 
with survey and coordination game data (elicited through surveys). These 
are used to test how internal group dynamics and beliefs (as measured by 
behavior in the coordination games) are impacted by training on the poten-
tial benefits (and costs) of collective action and, in turn, how these affect 
collective activities such as group commercialization. Although the study is 
still in progress, it is anticipated that the findings will inform policy toward 
strengthening collective action through farmer-based organizations.

This is one example how lablike coordination games can be used to 
guide policy decisions. Other potential examples are (1) coordination on 
technologies, (2) coordination on production standards (in order to obtain 
certification, for example), and (3) coordination on information sharing.

Examples of instructions for conducting a coordination game can be 
found in an article by Van Huyck, Battalio, and Beil (1990; see http://
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economicscience.us/jvh/CRFAIL9.HTM#Download for the working paper 
version of their article, which contains the original instructions and data) 
and in Heinemann, Nagel, and Ockenfels (2009), whose instructions are 
available in the 2008 working paper version, available at www.finance 
.uni-frankfurt.de//wp/879.pdf.

MARKET EXPERIMENTS (AUCTIONS)
Some of the first experiments in economics were market experiments (Davis 
and Holt 1993). Chamberlin (1948) reported the first market experiment, in 
which he induced the demand and cost structures by dealing a deck of cards 
marked with values and costs to student subjects. Through trading, sellers 
could earn the difference between the cost they were dealt and the contract 
price they negotiated. Similarly, buyers could earn the difference between the 
value they were dealt and their negotiated contract price.

Trading in these markets was both unregulated and essentially unstruc-
tured. Students were permitted to circulate freely around the classroom to 
negotiate with others in a decentralized manner. Despite this “competitive” 
structure, Chamberlin concluded that outcomes systematically deviated 
from competitive predictions. In particular, he noted that the quantity of 
transactions was greater than the quantity determined by the intersection 
of supply and demand.

Later Vernon Smith, who had participated in Chamberlin’s initial exper-
iment as a Harvard graduate student, became intrigued by the method. 
He conjectured that the decentralized trading that occurred as students 
wandered around the room was not the appropriate institutional setting 
for testing the received theories of perfect competition. As an alternative, 
Smith (1962, 1964) devised a laboratory “double auction” institution in 
which all bids, offers, and transaction prices were public information. He 
demonstrated that such markets could converge to efficient, competitive 
outcomes, even with a small number of traders who initially knew nothing 
about market conditions. Thus Smith began to study the effects of changes 
in trading institutions on market outcomes. Since these initial market 
experiments, there have been many studies reporting behavior in market 
and auction institutions. Some are reviewed by Plott and Smith (2008).

The role of market experiments to inform policy is probably the most 
obvious. In almost any country, some type of market institution is pres-
ent. Markets serve the purpose of centralizing information, establishing 
prices, and facilitating the trade of goods and services. Markets can play a 
particularly important role in the development of rural areas, where they 
can create surplus and help farmers escape poverty. In fact, one of IFPRI’s 
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divisions has “markets” in its title, and one of its major research themes is 
to better understand how farmers can be linked to markets.

Market and auction experiments can help us understand farmers’ bar-
gaining and bidding behaviors, the role of information in impacting such 
behaviors, and those market or auction institutions that are most likely 
to function (and be understood) in rural areas. Lusk and Shogren (2007) 
review some of the literature on experimental auctions, particularly with 
applications in agricultural economics.

BOX 3.1 Some common experiment types

1. Ultimatum game. one person, typically called the Proposer, divides some 
amount of money between himself and another person, making a take-
it-or-leave-it offer. if the second person, typically called the Responder, 
accepts the division, each receives the specified amount. if the Responder 
rejects it, they both get nothing.

2. Dictator game. This is an ultimatum game in which the Responder’s abil-
ity to reject the offer has been removed. The Proposer is Dictator in the 
sense that whatever this player offers is “final.”

3. Trust game. The Trustor has X amount of money, which she can keep or 
send. if she sends some money (say, an amount T ), keeping the difference 
(X – T ), the amount sent earns a return (1 + r). Then another player, the 
Trustee, must decide how to share the amount received (that is, (1 + r)T ) 
with the Trustor. once the Trustee chooses to send all, some, or none of 
the amount received back to the Trustor, the game ends. if the Trustor 
decides at the outset not to send any amount to the Trustee, the games 
ends then.

The amount sent by the Trustor is typically referred to as “trust” 
because, once it is sent, there is no guarantee of receiving any money 
back. The amount returned by the Trustee is sometimes referred to as 
“reciprocity” because it is seen as a repayment of trust: the Trustee has 
no reason, other than motives such as altruism, to return any money to 
the Trustor.

4. Public goods (or prisoner’s dilemma) game. Each player in a group has an 
equal amount of wealth. Each can invest part of this wealth in a common 
fund (the “public good”) or in his private account (the “private good”). 
Whatever is put into the public good will be multiplied by a certain 
amount and divided evenly among all the players; whatever is put into the 
private good earns a private return. if everyone contributes to the public 
good, the group’s total amount of wealth will be maximized (this can be 
considered a social optimum). However, an individual player can obtain 
greater personal wealth than the others by contributing everything to his 
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private good while all the other players contribute to the public good. 
so it makes sense to get a “free ride” from others’ contributions to the 
public good.

5. Coordination game. There are several types of coordination games. They 
typically involve two players who can choose risky or safe actions. if both 
choose the risky action, they earn more than if they had played it safe. 
However, if one person does not choose the risky action, the person 
who did will earn less than if she had played it safe. one textbook exam-
ple of a coordination game is a “stag hunt” game.

6. market experiments (auctions). in a market experiment, players are typi-
cally assigned to the roles of buyers or sellers and simulate the trading 
of goods and services. Predetermined rules of trade are established, and 
convergence to market equilibrium, or failure to converge, is typically 
studied. Holding some kind of auction is one way of simulating a market 
among the players.

7. Risk- and time-preference experiments. The typical risk-preference experi-
ment presents a subject with choices about lotteries—that is, scenarios 
that could lead to either a good or a bad outcome. The subject’s choices 
are then used to infer his risk preference. The typical time-preference 
experiment presents a subject with choices about an amount of money he 
could receive in the near future and an amount of money he could receive 
in the more distant future. The subject’s choices are then used to infer his 
time preferences (also referred to as patience). Risk- and time-preference 
experiments tend to be conducted together.

Source: Author.

The first chapter of Davis and Holt (1993; http://press.princeton.edu/
chapters/s5255.pdf) contains a simple but concrete example of a market 
experiment. The appendix to that chapter (Appendix A1) contains a full set 
of sample procedures for conducting an oral double auction. Those inter-
ested in conducting such experiments can refer to the website or to their 
book (specifically, Chapters 3, 4, and 5) for details. Furthermore, www 
.econport.org and http://veconlab.econ.virginia.edu/admin.htm also provide 
access to different means of conducting web-based, or otherwise computer-
ized, market experiments.

RISK- AND TIME-PREFERENCE EXPERIMENTS
At the foundation of neoclassical economics stand assumptions about indi-
vidual behavior. Among these are assumptions about the decisionmaker’s 
risk and time preferences. Indeed, as Harrison (2011) notes, welfare evalu-
ation of any proposed policy with risky outcomes should take into account 
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people’s attitudes toward risk. As a result, risk- and time-preference experi-
ments are possibly one of the most widely used types of lablike field experi-
ments in economics. To some extent, the literature on risk preferences can 
be dichotomized into three types of studies (1) those that seek to elicit risk 
preferences, to estimate them, or both; (2) those that use findings of type 
1 as an explanatory variable for some other behavior of interest; and (3) 
those that test different models of choice (such as theories of expected and 
nonexpected utility) under uncertainty. Thus far, lablike field applications 
have mainly concentrated on studies of types 1 and 2. So we mainly focus 
on examples that fall into those categories.

Many types of instruments have been used to elicit or estimate people’s 
risk preferences. Interestingly, one of the first elicitations of risk attitudes in 
economics was a field study conducted by Binswanger (1980), who found 
that rural farmers in India exhibited fairly risk-averse preferences. Since 
Binswanger’s study, many papers have been published, some of which are 
Harrison, Humphrey, and Verschoor (2010), Charness and Viceisza (2011), 
and de Brauw and Eozonou (2011).

There have also been many studies that have explored risk preferences 
as behavioral determinants of actual risk taking (for example, Dohmen et 
al. 2011 and Engle-Warnick, Escobal, and Laszlo 2011) or to disentangle 
behavior elicited in other contexts, particularly behavior exhibited in lab-
like experiments such as those investigating trust (see, for example, Bohnet 
and Zeckhauser 2004) and coordination (as in the Working Together for 
Market Access project, for example).

Related to risk preferences are time preferences. Apart from the fact that 
time preferences are of independent interest, the literature has shown that 
if preferences are concave rather than linear (that is, if people are risk averse 
rather than risk neutral), discount rates will be biased upward. In other 
words, risk and time preferences are connected. As a result, Andersen et 
al. (2008) measured both risk and time preferences for each subject using 
the procedure of Coller and Williams (1999) to elicit discount rates and 
the procedure of Holt and Laury (2002) to elicit risk attitudes in order to 
jointly estimate both risk and time preferences.9

Similarly to risk-preference experiments, time-preference experiments 
have been conducted to assess behavioral determinants of other types of 
behavior, possibly elicited through lablike-field-experimental results (see, 
for example, Ashraf, Karlan, and Yin 2006 and Giné et al. 2011).

 9 Andreoni and Sprenger (2012) avoid the bias of linear preferences by eliciting time preferences with 
convex budget sets, and Laury et al. (2012) propose and test a new method that elicits curvature-
controlled discount rates that are invariant to the form of the utility function.
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Those interested in conducting risk- and time-preference experiments 
can consult the supplementary material that was published as part of 
Andersen et al. (2008; see www.econometricsociety.org/ecta/supmat/6966_
instructions%20to%20experimental%20subjects.pdf) or the instructions 
pertaining to Laury et al. (2012), which are in the working paper available 
at http://excen.gsu.edu/workingpapers/GSU_EXCEN_WP_2012-05.pdf.10

10 Those interested in the part of the risk literature that is geared more toward testing models of 
choice under uncertainty can refer to, for example, Cox and Harrison (2008) or Cox et al. (2010; the 
instructions are available at http://excen.gsu.edu/jccox/subjects.html).
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4CHAPTER 4

Inferences from Experiments

In theory, drawing statistical inferences from experimental data 
is not much different than doing so from nonexperimental data. The 

same statistical and econometric techniques that one might use in more 
“standard” analysis can also be used here. In fact, often because the data 
are experimental, the type of analysis involved can be simple. To see why, 
let us recall some of the previous discussion on our rationale for conduct-
ing experiments.

Previously we saw that the type of experiment we conduct depends on 
the purpose of the experiment and the research question at hand. For exam-
ple, many experiments are conducted to test some theoretical hypothesis and 
therefore construct a proper counterfactual in order to identify some treat-
ment effect of interest. In such cases, using a between- or within-subject 
design (or both), the experimenters seek to identify the effects of different 
treatment conditions on the average subject. One can conceivably see these 
studies as more of a reduced form. On the other hand, other experiments are 
conducted with the intent to elicit or estimate aspects of preferences that are 
otherwise unknown, such as preferences for risk, time, altruism, and so on. 
One can conceivably see these studies as more structural in nature.

Whatever the type of experiment under consideration, one of the main 
“claims to fame” of experimental data is that analysis and inference using 
such data should be simple if the counterfactual is taken to be similar data 
that are nonexperimental. The rationale goes back to the issue of experi-
mental control. Typically, when dealing with experimental data, by design 
the experimenter or econometrician has created an environment in which 
he has a better understanding of how the data have been generated. So data 
analysis should be “simple” or “easy” either because one has clear theoreti-
cal models underlying the experimental design (bringing us back to the 
role of theory in experimentation) or because one’s design is so refined that 
it leaves little doubt as to why a particular effect is being observed.

So why do some resist or caution against experimental data and results? 
Typically, two main types of critiques can be raised: (1) critiques about 
external validity and (2) critiques about internal validity. Both issues have 
been discussed in the literature (see, for example, Friedman and Sunder 
1994; Behrman and Todd 1999; Duflo, Glennerster, and Kremer 2007; 
Bruhn and McKenzie 2009; Falk and Heckman 2009; Bardsley et al. 2010; 
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Camerer 2011; Al-Ubaydli and List 2012; and the symposia in the Journal 
of Economic Literature and the Journal of Economic Perspectives). We discuss 
these further next.

EXTERNAL AND INTERNAL VALIDITY
External validity asks to what extent can the findings in one context 
generalize to a different (in this case, broader and less stylistic) context? 
Concretely, if we move from a lablike field experiment to an RCT, to a nat-
ural field experiment, or to a field context that is not necessarily experimen-
tal, will the estimates we report hold up? Are they robust across contexts, 
subject pools, and so on?

As mentioned previously, the extent to which external validity is a con-
cern depends on the experiment’s purpose and the research question. For 
example, when testing strict game-theoretic predictions with a sample of 
field subjects we may not be concerned about the generalizability of such 
results (see further discussions in Falk and Heckman 2009 and Camerer 
2011). This said, if we want to infer policy implications from an experiment 
for other contexts, perhaps external validity becomes of greater concern.

External validity is closely tied to the representativeness of one’s subject 
pool as well as the relevance of the experimental task vis-à-vis the naturally 
occurring environment. These concerns should remind us of the comple-
mentary role of surveys when inferring results from experimental data. 
Using measures elicited in a survey conducted on one’s subject pool, one 
can assess whether the subjects in the experiment are (at least observably) 
similar to a broader subject pool, such as those in a census or a previously 
conducted survey that constituted a larger sample. In particular, as Falk 
and Heckman (2009) point out, because experimental findings generally 
rely on treatment differences, one must mostly worry about the interaction 
of the treatment effect with other variables when generalizing findings.

Another important aspect of external validity that specifically pertains 
to the types of experiments discussed in this guide relative to RCTs or field 
observational contexts is that subjects typically know that they are partici-
pating in an experiment. The fact that subjects know they are part of an 
experiment could be argued to add “artificiality” to the experimental task 
at hand, and therefore to introduce “bias.” Unless we argue that an exter-
nal power (possibly one’s own moral conscience or a greater force) is always 
observing us, this type of scrutiny does not exist in a more naturally occur-
ring environment.

To mitigate this effect, which is a type of experimenter effect, we can 
design experiments between subjects and try to identify effects across 
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treatments. The logic is as follows: if there is indeed an experimenter effect, 
we would expect it to be present and approximately “equal” always. So if 
we design an experiment whose main conclusions follow from a compari-
son across treatments, we could argue that any such experimenter effect 
will be netted out. We should not underestimate the potential for this 
effect, particularly when conducting experiments in rural areas. This is 
what I like to term the “mzungu effect.”1

Internal validity asks whether the data permit correct causal inferences. 
In other words, internal validity is a matter of proper experimental controls, 
experimental design, and data analysis. If we recall the list of potential con-
founding effects identified previously, internal validity breaks down if any 
of these effects is present and we fail to properly control for it through ex 
post analysis. 

Consider an example. Suppose a researcher conducts an experiment 
between subjects by randomly allocating half the subjects to treatment A and 
half the subjects to treatment B. Ex post, the researcher compares the behav-
ior of the average subject in treatment A against the behavior of the average 
subject in treatment B and finds an effect. The researcher might conclude 
that the treatment had an effect. Now suppose the researcher uses covari-
ates within the experiment, covariates collected through a survey, or both to 
see whether the average subject in treatment A is observably different from 
the average subject in treatment B and finds that they are different. Then, in 
the absence of further manipulations of the data, the aforementioned treat-
ment effect would be considered internally invalid, and thus, misleading. 
Namely, the differential effect could have occurred because of the treatment 
or because the average subjects in the two treatments are different.

External and internal validity are both important; however, at worst 
an experimenter should seek to have internal validity. In other words, it is 
important that the experimenter institute proper experimenter controls and 
engage in appropriate analysis so she can be confident in the estimates she 
reports. Just because a study reports “experimental” findings, this does not 
imply that these are internally valid; the ultimate burden remains on the 
reader to use those findings with caution and make inferences appropriately.

As stated previously, ensuring internal validity is a matter of proper 
experimental design (supported by a clear research question or hypothesis), 
control, and data analysis. Combining these three components to ensure 

 1 Mzungu is the southern, central, and eastern African term for “person of foreign descent.” The term 
was first used by Africans to describe early European explorers. In this context, it refers to the case 
in which an “outsider” walks into a village and runs an experiment, and thus it might elicit behavior 
that is not representative of “typical” decisionmaking because subjects have nonstandard expecta-
tions of such a person. Consider, for example, a case in which subjects expect that the experimenter’s 
findings will inform local government policy or interventions by nongovernmental organizations.
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internal validity is important, particularly when conducting field experi-
ments. Namely, as the experimenter moves (from the lab) to the field and 
thus loses some control over the data-generating process, aspects that were 
unforeseen or unknown at the time the experiments were designed are more 
likely to pose a threat for internal validity. Sometimes, even if foreseen or 
known, budget limitations may restrict the experimenter’s ability to rule out 
confounding factors by design. So it is important to have close interaction 
among one’s experimental design, controls, and identification strategy a pri-
ori in order to be able to report internally valid estimates ex post. For further 
discussion, see Bruhn and McKenzie (2009) on pre-tests for internal validity 
and Behrman and Todd (1999) on post-tests of internal validity.

ECONOMETRIC REFERENCES
Because the nature of this guide is to provide a basis for conducting experi-
ments (and not necessarily for conducting data analysis) and because there 
are several existing good econometric references, we provide some very 
light discussion here.

Traditionally, analysis using (lab) experimental data has not been very 
deep, most of the time for good reason. Because the data are experimental, 
most researchers are happy with reporting some summary statistics; means-
comparison tests, full distribution tests, or both; and some graphs that satisfy 
the “eyeball” or “ocular metric” test (see, for example, the discussion on data 
analysis in Friedman and Sunder 1994). To the extent that one’s experiment 
can be argued to be internally valid, these “simple” comparisons are typically 
fine. This said, if internal validity is in question, deeper analysis is required. 
One way to think about it is that if internal validity is threatened, we need 
to treat experimental data as if they were nonexperimental. The advantage is 
that because the data do emerge from an experimental setup, one can usu-
ally identify relatively easily the source of the threat. One such example is 
Hill and Viceisza (2012). Although the proper controls were instituted in 
the experimental design, weather draws, which were drawn live during the 
experiment, turned out to display degenerate patterns across treatments. So 
we had to exploit aspects of the difference-in-difference and panel nature of 
the design as well as the nearest-neighbor matching technique proposed by 
Abadie et al. (2004) to explore the robustness of the treatment effects.

Another aspect that may pose a threat to internal validity is attrition (as 
we discussed previously). If, for some nonrandom reason, people who were 
intended to participate in the experiment did not show up or drop out dur-
ing the process and this is unbalanced across treatments, this type of attri-
tion can introduce a bias in one’s findings. In this case also, further data 
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manipulation is required. For further discussion of attrition bias in exper-
imental contexts and additional references on how to deal with this, see 
Duflo, Glennerster, and Kremer (2007) and the references within.

A possible to-do list for conducting ex post analysis on experimental data 
that were collected for the purposes of identifying a treatment effect would 
comprise the following steps:

1. Assess any attrition and, if it is nonrandom, the extent to which there 
may be any bias (see Wooldridge 2002; Duflo, Glennerster, and 
Kremer 2007; and the references within).

2. Assess any other compromises to internal validity that may result 
from sources other than attrition (see Behrman and Todd 1999 and 
the references within).

3. Check unconditional summary statistics and treatment effects, both 
pooled across treatments and disaggregated by treatment.

4. Draw inferences and conduct testing using both unconditional and 
conditional specifications. The conditional specifications should con-
trol for any compromises to internal validity that were identified in 
steps 1 and 2 (see Wooldridge 2002 for possible specifications).

5. Check for the robustness of the findings in step 4 by employing alter-
native specifications, measures, interaction terms, and so on.

6. Check for external validity by, for example, comparing such observ-
able characteristics of one’s sample as gender, education, and land 
size to the same characteristics in larger, similar samples (such as 
region-level censuses). Check to what extent these characteristics are 
confounded with the treatment (see Falk and Heckman 2009 for 
further discussion).

On the other hand, if the experimental data were collected for the pur-
poses of eliciting “unobservable” characteristics, the approach taken would 
be different. One example is given by Andersen et al. (2008), who specify 
a structural model to jointly estimate risk- and time-preference parameters. 
Their estimations are made through maximum likelihood (see the supple-
ment to their article for additional details).

More generally, there are many other econometric sources, including 
but certainly not limited to Deaton (1995), Cameron and Trivedi (2005), 
Angrist and Pischke (2009), Imbens and Wooldridge (2009; also available 
as NBER working paper 14251), and miscellaneous lecture notes by these 
same authors, available at the National Bureau of Economic Research web-
site (see www.nber.org/WNE/).
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5CHAPTER 5

Conclusions

This guide discusses some basic concepts related to the 
rationale and methodology for conducting lablike field experiments in 

economics. It is not exhaustive but has provided a starting point for those 
who are unfamiliar with these types of experiments.

The guide is mainly backward looking and relies on previous work to tell 
its story. However, there are still many open questions with regard to lab-
like field experiments. Three such questions are:

1. What are the implications of new approaches (such as neuroeconomics 
and virtual experiments) for lablike field experiments?

2. What methodological difficulties do these experiments face? For 
example, are they more prone to experimenter effects such as framing, 
house money, endowment, or Hawthorne effects?

3. What will be the main role of these types of experiments in inform-
ing policymaking?

All in all, these questions are quite vast and can be addressed only over 
time. So we pose them in the conclusion for consideration for future work. 
Answers to these types of research questions will sharpen our understand-
ing of the role that lablike field experiments will be able to play in inform-
ing policymaking, particularly in developing countries.
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AS CONDUCTING VARIOUS TYPES OF EXPERIMENTS BECOMES A MORE POPULAR COMPONENT 
of economics research, understanding the experimental method becomes more important for 

policymakers and others  concerned with economics issues. In Treating the Field as a Lab: A Basic 
Guide to Conducting Economics Experiments for Policymaking, Angelino Viceisza addresses this need 
by explaining some basic, non-exhaustive principles on how to conduct lab-like field experiments and 
describing the strengths and weaknesses of these types of experiment.  
 Lab-like field experiments have primarily been conducted for four non-mutually exclusive  
purposes: 

  1. To test theories 
  2. To measure what have been considered “unobservable” characteristics
  3. To disentangle heterogeneous effects of experiment treatments
  4. To demonstrate economics concepts to those who are less familiar with them

 Unlike pure lab experiments, whose subjects are typically university students, lab-like field 
experiments involve people in the working world, such as farmers, traders, or firm managers, who  
take time from their daily lives to participate. Nevertheless, these experiments are conducted 
under more controlled conditions than a pure field experiment that might test people’s everyday 
behavior. Being less complicated than such field experiments, lab-like field experiments serve as good 
introductions to the experimental method while at the same time providing insights into more complex 
tests. Treating the Field as a Lab provides examples of lab-like field experiments, explains their basic 
rationale and methods, reviews the role of game theory in conducting these experiments, and  
discusses the challenges in deriving public policies from these experiments. 
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