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Introduction 1 
 2 
This book chronicles the details of a global-scale, systematically geographically gridded, 3 
process-based crop simulation modeling system developed at IFPRI in support of global-scale 4 
economic models of agriculture. An endeavor such as this necessarily entails many steps, 5 
assumptions, and obscure minutia. Outside observers and users of the results rightly question 6 
how the final numbers came about and whether some step had an undue or incorrect influence on 7 
the outcomes. Researchers engaged in similar or allied pursuits may wish to make use of such a 8 
system or build one of their own from the ground up. For these reasons and more, I am writing 9 
this book. 10 
 11 
I hope to provide a training and reference manual for those who wish to use “my” system 12 
(including myself). 13 
 14 
I hope to reveal the tips, tricks, and lessons learned for those who wish to build (or have already 15 
built) their own way of deploying crop models at the global scale. For this reason, line numbers 16 
accompany the text to make later discussion easier (“The graphic on page 58, line 22 is 17 
inscrutable. Exactly what is that all about?”). 18 
 19 
And, I want to clarify the strengths, weaknesses, and arbitrary choices made along the way so 20 
that researchers and those who see and use the results can have a better understanding of how 21 
they came about. 22 
 23 
The best way to achieve all that seems to be just to work through the process from start to finish, 24 
explaining all the controls and describing what is going on inside each of the black boxes. If you 25 
seek generalities rather than a how-to manual, simply skim over the screen shots to reach the 26 
denser discussions. But, also realize that the general ideas will lead to more specific questions, 27 
which may draw you back into the details. 28 
 29 
Going through all those details is more easily accomplished using a conversational tone rather 30 
than the passive voice traditionally employed in scientific communication (as the awkwardness 31 
of this very sentence exemplifies). Thus, the sections discussing general ideas will tend to follow 32 
a slightly more formal style, while those concerned with steps and details will adopt a more 33 
informal tone. Additionally, the pronoun “we” is frequently employed both for ease of 34 
expression and to emphasize that the reader and the author are potential collaborators in using, 35 
understanding, and advancing crop modeling at the global scale. 36 
 37 
The original motivation for Mink 38 
 39 
Let us begin by considering the original motivation for developing the system now called Mink 40 
since it may help in understanding why particular choices were made. 41 
 42 
IFPRI develops and maintains a model of global agriculture known as the IMPACT model (the 43 
International Model for Policy Analysis of Agricultural Commodities and Trade; Robinson et al. 44 
2015). IMPACT is actually a collection of models that work together. The heart of it is a 45 
spatially-disaggregated, multi-market, partial equilibrium economic model of the supply and 46 
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demand of a large collection of crops and activities encompassing basic food as well as more 1 
complicated relationships between oilseeds, livestock, and cropping. Production of crops from 2 
purely rainfed systems and from irrigated ones are accounted for separately. The unit of analysis 3 
for consumption is the country, while production is sometimes further divided within countries to 4 
reflect different river basins. This subdivision allows direct interaction with two other pieces: a 5 
global hydrology model to determine water availability and a water resources management 6 
model that directly links with the core food model to allow the effect of insufficient water to be 7 
felt. 8 
 9 
There came a time when it was determined that representation of climate change effects was both 10 
desirable and necessary. Some initial steps had been taken, but the implementation was coarse 11 
with respect to geography and based on numbers provided irregularly by collaborators outside of 12 
IFPRI. Thus, the possibility of simulating the effects of climate change on agriculture in-house 13 
for greater flexibility and understanding (although also taking the blame for mistakes) began to 14 
be explored. Fortunately, IFPRI staff expertise in crop modeling, geographic information 15 
systems (GIS), and parallel computation, along with hardware in the form of a small 16 
computational cluster, created a productive situation. 17 
 18 
The first forays into global-scale crop modeling were necessarily simplistic and slow going. 19 
Several lessons were learned that directly influenced the structure of subsequent efforts. In fact, 20 
within a single division at IFPRI (the Environment and Production Technology Division), at least 21 
two major global crop modeling systems are actively in use: Mink (the subject of this book) and 22 
Toucan (its older sister). Toucan is the direct descendent of the original efforts. It emphasizes 23 
flexibility and the ability to manipulate the simulations in complicated ways to represent 24 
interesting technologies, such as water harvesting, that might require multiple steps and runs of 25 
the crop model before determining the final yield. The tradeoff is that some speed may be lost, 26 
the process of debugging problems is more difficult, and there is less flexibility in the geographic 27 
domain (for example, focusing on different regions, or choosing finer or coarser resolution is 28 
cumbersome). 29 
 30 
Mink, on the other hand, is implemented with an eye toward speed, simplicity for debugging 31 
problems and tracing each step of the process, and rapid visualization of inputs and outputs using 32 
maps. The weaknesses of Mink are almost precisely the strengths of Toucan: complicated 33 
technologies or production systems, especially involving feedbacks, are not easily 34 
accommodated. But, there are reasons for these choices: Mink was built primarily to provide 35 
important inputs to IMPACT; other applications have been and will be supported, but Mink’s 36 
foundation is centered on convenience for providing regional climate change effects, by crop and 37 
water source (rainfed versus irrigated), for defining supply relationships in economic models. 38 
 39 
So, the original end-goal to keep in mind is this: calculation of climate change shifters to move 40 
supply curves around as the economic model marches into a future that will likely involve a 41 
changing climate. These shifters need to be determined for each geographical unit in which 42 
agricultural production is taking place. They need to be available for a variety of major crops, 43 
under both rainfed and irrigated conditions. And, of course, they will depend on comparing 44 
yields from the type of climate we have become accustomed to in the near recent past with yields 45 
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that might be expected under circumstances in the future, as represented by the outputs from 1 
climate models. 2 
 3 
For example, there needs to be a map showing, at each location, what a typical yield would be 4 
for rainfed maize under baseline or historical conditions. 5 
 6 

 7 
 8 
And another for a particular future case, such as “roughly the year 2050, as interpreted by the 9 
HadGEM2 model under the scenario represented by Representative Carbon Pathway 8.5.” 10 
 11 

 12 
 13 
  14 
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Visually, the comparison might look like this: 1 
 2 

 3 
 4 
Of course, economic models need numbers. So, once we have the yield map, geographic 5 
boundaries of the regions used by IMPACT are laid over top and an average yield for each year 6 
can be pulled out. That is the overall idea. 7 
 8 
But those simple yield maps are not as simple as they seem. While each spot on the map 9 
represents what the “rainfed maize yield in 2050” is, each spot on the map is still subject to 10 
different influences. In order to make sense, a map needs to have a unifying principle (in this 11 
case “rainfed maize yield in 2050”), but that might require it to be built up out of several simpler 12 
maps. In this example, clearly, the soil type and weather at each location are different, but it is 13 
still sensible to put each dot next to the other on the map. Since the goal is to recreate what is 14 
thought to be currently happening, each location can even have a different fertilizer application 15 
rate. All of that can be done in one relatively simple step. 16 
 17 
However, it is also the case that different varieties of maize may be appropriate in different 18 
locations. Or even, that multiple distinct varieties are commonly used in the same place. So, 19 
before the final (deceptively simple) global yield map can be built, a map of the yield for each 20 
variety must be built. And then a set of mask (or stencil, depending on your view) maps is 21 
needed that shows the regions or locations where each variety is appropriate. Then, all of those 22 
can work together to embody the potentially many-to-many relationship between the varieties 23 
and regions and end up with yield values that average the appropriate varieties for each place. 24 
 25 
That, in a nutshell, is where Mink came from and why it is structured the way it is. The tool itself 26 
is meant to be fast in execution, simple in implementation, and easy to trace and debug. The 27 
inputs and outputs are meant to be stored, visualized, and manipulated primarily as maps. The 28 
results are meant to be analyzed in post-processing steps using GIS, rather than inside or next to 29 
the pure crop modeling portions. 30 
 31 
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Crop modeling in general 1 
 2 
At the innermost core of Mink sits a process-based crop-simulation model. In the simplest sense, 3 
a crop model tries to predict final yields based on some sort of inputs. For example, it could be as 4 
simple as maize_yield = A + B×fertilizer + C×rainfall + D×temperature (average during growing 5 
season). Gather some data, statistically estimate the values for A, B, C, and D, and the model is 6 
ready to go. Of course, fundamentally, something very similar to that is happening at the heart of 7 
any quantitative model.  8 
 9 
A mechanistic process-based model tries to build up the final results (such as the yield) by 10 
splitting the whole procedure into pieces and then having those pieces work together. So, instead 11 
of B*fertilizer, the model would ask “when was the fertilizer applied?” Instead of C×rainfall, it 12 
would consider “which days received how much rain?” And then the model can take into 13 
account whether there was enough water in the soil to allow the fertilizer to be taken up by the 14 
plant; or, looking at the question the other way: “was there enough nitrogen to allow the plant to 15 
take advantage of the available water?” Instead of D×temperature, it can consider, “has there 16 
been enough warmth to move from the vegetative phase to the reproductive phase?” or, “will 17 
pollination be unsatisfactory because of excessively high temperatures?” Underlying each of 18 
those processes may be more contributing sub-processes (e.g., soil nutrient cycles or hydrology), 19 
and ultimately, some simple relationships that look a lot like little two- or three-dimensional 20 
graphs. The idea is to mimic the major processes in the soil, plants, and air that influence the 21 
plant’s development and push the simple “parameterizations” under as many layers of 22 
mechanistic descriptions as possible before resorting to the simple relationships. 23 
 24 
The detailed representation allows for detailed outputs and thus more kinds of interesting issues 25 
can be addressed: How the timing of weather affects yields. Whether climate/fertilizer/irrigation 26 
results in higher/lower yields or merely more/less vegetative biomass. How planting dates 27 
matter. The interaction of climate and fertilizer rates. Irrigation water usage. The suitability of 28 
varieties outside their traditional geographical domain. Again, recall the original motivation for 29 
Mink: to simulate crop yields under near-historical climate conditions and then under several 30 
possible future climate conditions as envisioned by climate models, so that the potential benefits 31 
or challenges from these biophysical circumstances can be represented in economic models. 32 
 33 
Detailed outputs require detailed inputs. To represent how water and nutrients move through the 34 
soil and are made available to plants, the model needs to know some characteristics of the soils at 35 
each location of interest. Keeping track of the daily development of the plant (did it grow a little 36 
or a lot today? did it die? how many leaves does it have? how much light is it intercepting?) 37 
requires daily weather information representative of the situations we are interested in. And of 38 
course, good values for all the A’s, B’s, and C’s that parameterize the processes, both the nearly 39 
universal ones as well as the variety-specific ones (does it tend to develop quickly or slowly? it is 40 
happier in cold or hot? how many seeds can it support in a single pod?) for each crop to be 41 
considered.  Each crop model will pull these details together in its own way. 42 
 43 
There are many crop models available—Mink uses the DSSAT family (the Decision Support 44 
System for Agrotechnology Transfer; Jones et al. 2003). This is for two reasons. The most 45 
important is that the crop modelers at IFPRI had familiarity with and expertise in DSSAT at the 46 
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time Mink and Toucan were developed. Secondly, the DSSAT framework houses a fairly large 1 
number of models for individual crops, which allows a global system to easily simulate yields for 2 
several crops with minimal or no changes to the software system. While some efforts have been 3 
made to adapt to other crop models, there has been limited incentive to move beyond DSSAT, 4 
since dealing with even a single framework is hard enough. 5 
 6 
Regardless of the particular crop model at the core of a global system, that crop model was/is 7 
usually conceived originally at the field scale. (In a moment, we will briefly consider other 8 
global modeling systems for context.) Moving field-scale models to the global scale simply 9 
requires the pretense that there are “fields” at every location of interest across the world to 10 
achieve complete coverage. That, of course, is a lot of work that takes a lot of time. The process 11 
up can be sped up by parallelizing the tasks somehow. Fortunately, this is a textbook example of 12 
an “embarrassingly parallel” problem since (in this formulation) each location or pixel on the 13 
map is completely independent of the next. Mink is structured to take advantage of this so that 14 
the computations can be run on a cluster of computers. The data preparation steps simply cut 15 
each map into pieces. The input data for each piece is run independently on its own computer. 16 
After the computers have worked through the pile of all the different cases of interest, the pieces 17 
are put back together into complete output maps, ready for interpretation and analysis. 18 
 19 
A note concerning input data 20 
 21 
As important as input data are, this book focuses on the process. Data come and go, and 22 
hopefully improve over time. At the time of this writing, the runs supporting IMPACT are using 23 
something like the fifth variation of climate data. Furthermore, all the peculiarities of the data 24 
preparation stages are so context-dependent that a truly detailed discussion would not be terribly 25 
helpful. A short description of the major datasets and the process they were subjected to can be 26 
found in the appendix. While Mink requires particular kinds of data in particular formats (just 27 
like anything else), those can (and should) be interchanged and replaced depending on the 28 
application and availability of better information.  29 
 30 
Mink and other approaches 31 
 32 
Comparing the Mink approach to other approaches is not easily accomplished for a simple 33 
reason, as stated by Challinor et al. (2014), inspired by the previous meta-analysis by White et al. 34 
(2011) concerning crop models in general: 35 
 36 
“Meta-analyses can also be useful for identifying causes of projection differences, although this 37 
is made difficult by a lack of model documentation and standardization of model experiments.” 38 
 39 
In general, the idea of applying a model at a large number of systematically determined locations 40 
across a region or the globe is an obvious one and has been implemented many different times. 41 
Naturally, each effort has employed different input datasets and made different choices regarding 42 
the details. Some nice summaries with attendant references can be found in Deryng et al. (2011) 43 
and Elliott et al. (2015). 44 
 45 
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By and large, these methods similarly build a workable collection of settings and input data, run 1 
their preferred model, and grab the results. Prior to the 2000s, to simplify matters when facing 2 
the inevitable computing or data availability constraints, “sentinel” or “representative” sites were 3 
chosen to exemplify larger regions. While that approach persists, there has been a profusion of 4 
higher geographical resolution approaches. 5 
 6 
There are at least four major types of models that have typically been plugged in at the top: 7 
highly detailed, process-based simulation models, moderately detailed simulation models in two 8 
flavors (those originally embedded in a larger system and a more stand-alone style), and purely 9 
statistical/regression-based models. 10 
 11 
Mink is of the first type, based on the highly detailed DSSAT family of crop models. Elliott et al. 12 
(2015) summarize the basics of these approaches as used in the Global Gridded Model 13 
Intercomparison of the Agricultural Model Intercomparison Project. The strength of these 14 
models is in the detailed representations of the crops. Their weakness lies in the level of detail 15 
needed to make them work and the unreliability of the datasets and assumptions used. 16 
 17 
The detailed representation can be sacrificed and data requirements simplified in favor of a 18 
possibly less accurate, but hopefully overall more robust, reflection of the situation. 19 
 20 
One way of doing this is the agroecological zone (AEZ) approach, developed with the greatest 21 
detail by IIASA (International Institute for Applied Systems Analysis) and FAO under the 22 
banner Global Agroecological Zones (GAEZ) (Fischer et al. 2002). The characteristics of each 23 
location are subjected to various rules and criteria to determine which crops and land utilization 24 
types could be appropriate. For specific plants, what amounts to a basic crop simulation model is 25 
applied. Various adjustments are made based on the length of the available growing season, 26 
precipitation, input packages, biotic stresses, and so on. The AEZ representation is by and large 27 
simpler than crop models like DSSAT (in terms of the representation of soil processes, crop 28 
growth, water usage, and so on). However, the relative simplicity (although “simple” is much too 29 
strong a term for the complicated web of rules, models, and databases involved) allows it to 30 
sustain wide coverage in terms of crops. 31 
 32 
Another way to model crop production at the global scale is with large-area models or hybrid 33 
process/empirical models. An example is GLAM, the General Large-Area Model for annual 34 
crops (Challinor et al. 2004). These typically pair a basic crop model (perhaps more accurately 35 
described as one of “appropriate complexity”) with known yield data for the region under 36 
consideration. The known yield data are used to calibrate location-specific yield gap parameters 37 
to achieve a closer match under baseline conditions and obtain a sense of the not-directly-38 
modeled local conditions, which can then be applied to hypothetical situations. 39 
 40 
The first two of these flavors usually depend completely on an external source of weather data 41 
and ideas about which locations are appropriate. The second flavor (that is, a third approach) 42 
uses, again, comparatively simple and robust crop models, but often embeds them in a larger 43 
system that handles the particular weather to be realized (perhaps using a dedicated climate 44 
model) or land-use dynamics or on-the-fly selection of appropriate planting dates. Examples of 45 
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systems with this sort of flavor are PEGASUS and LPJmL (Deryng et al. 2011; Bondeau et al. 1 
2007). 2 
 3 
The very simplest ways are purely statistical approaches where administrative unit or 4 
experimental plot data are matched up with explanatory variables (both climate-related and 5 
beyond). These are more solidly rooted in “real” data and will, by their nature, take adaptation to 6 
local conditions, the economic context, and the effects of weeds, pests, and diseases (along with 7 
their management) into account more than process-based approaches. Within the statistical 8 
approaches, it is harder to disentangle effects for, say, low-input situations versus high-input 9 
situations or to distinguish between rainfed and irrigated or other relatively fine-grained 10 
management and technology decisions. That is, these approaches provide a better account of 11 
what is actually happening, but tell less of a story about what could happen if different decisions 12 
were made. Examples of these yield regressions include Choi and Helmberger (1993), Lobell et 13 
al. (2011), and Miao, Khanna, and Huang (2015). 14 
 15 
None of this is to say that any single approach is completely superior to another. Most have a 16 
role depending on the type of question being addressed and on the data available to and the skills 17 
of the prospective user. The intention of this book is to provide a detailed description of how 18 
Mink operationalizes the first approach of using DSSAT to provide the highly detailed crop 19 
models, running them systematically across the globe, and handling the many inputs and outputs. 20 
 21 
What to expect from global-scale modeling 22 
 23 
Finally, let us consider what sort of realistic expectations we should have for regional or global-24 
scale crop modeling. Most crop modeling was developed with the field scale in mind. Or 25 
possibly even smaller: the idea is a scale small enough that the plot under consideration is 26 
homogeneous in every relevant way. Thus, for the experimental plot being analyzed, the data are 27 
readily available. The data quality is as good as the weather station, soil pit, and 28 
conscientiousness of the researchers. There is one possibility: the crop and set of conditions 29 
chosen or observed by the experimenter. A few problems should be anticipated, but nothing 30 
major. As a result, there can be high expectations that the modeled yield should match pretty 31 
closely with the yield observed in the real world. Furthermore, the total biomass and phenology 32 
(that is, time to flowering, maturity, and so on) should match fairly well as should nitrogen and 33 
water usage. 34 
 35 
The global perspective only allows for much more modest expectations and contrasts with the 36 
field scale at almost every turn. Data availability is quite limited. The quality of the data is 37 
generally poor at best and often guesswork. The world is a big place and hence there are many 38 
different situations to be considered; that is, the circumstances are almost the very definition of 39 
heterogeneous. Instead of a single possibility, we encounter the curse of dimensionality. The 40 
number of problems to deal with (both practical and theoretical) is very large and requires that 41 
arbitrary choices be made to make the whole thing tractable. In making those choices, it is 42 
important to be an honest person, trying one’s best to make the most plausible or useful choices, 43 
rather than yielding to the temptation to manipulate the system toward a particular outcome. 44 
Considering all this, we should not expect that the predicted yields will perfectly match 45 
observations; perhaps, we should even be uneasy if they conform too closely to expectations. 46 
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When interpreting results, we should consider general patterns rather than focus on specific 1 
locations. And usually when making comparisons, we should trust the relative changes in terms 2 
of fractions or percentages more than the absolute levels (though, of course, they are all tied 3 
together). 4 
 5 
Having just given a very pessimistic description of the global modeling situation, allow me to 6 
make the case for optimism. First, even if the exact values are not entirely correct, deploying 7 
process-based crop simulation models at the global or regional scale provides quantitative 8 
descriptions of qualitative insights that can be used in further modeling. For example, a little bit 9 
of careful thought will lead to the qualitative assessment that crops like wheat or potatoes that are 10 
often grown in relatively cool places may “benefit” from climate change, unless they are grown 11 
in locations that are already warm. Hence, Canadian wheat production along with production in 12 
the northern United States and large portions of Russia would be expected to see increases in 13 
yield in the future as compared to the recent past. But India, which grows those crops during the 14 
“cool” season, could be seriously pinched, since even the “cool” temperatures could move above 15 
the good range for the crops. Using crop models and climate projections, we can obtain a 16 
reasonable idea of where those boundaries between benefit and challenge are and how stark the 17 
contrasts are. 18 
 19 
A second reason for optimism is the simple observation that, broadly speaking, the process 20 
simply works. The very first crop that the most distant ancestor of Mink ever tried at the global 21 
scale during its earliest development was rice. The input data for planting dates and fertilizer 22 
rates were complete guesswork. The varieties (perhaps only a single one for the entire world) and 23 
crop modeling details were arbitrarily plucked from thin air (including an implausible treatment 24 
of irrigation). To be honest: the values were essentially placeholders. The goal was just to see if 25 
the tangled spaghetti soup of data, scripts, and programs would even run at all. Miraculously, it 26 
did. Then, on a lark, everything was added up to figure out a global production number for 27 
comparison with FAOSTAT. It was within about 10 or 15%. It was astounding: the expectation 28 
going in was to be off by a factor of maybe 10. The thrown-together, completely unreasonable 29 
attempt had performed much better than it had any right to perform. The implementation of Mink 30 
is now much more refined than that first attempt, and it is flexible enough to accommodate better 31 
information and approaches as they become available in hopes of better representing the 32 
possibilities of global agriculture. Although, that 15% error is hard to improve upon. 33 
 34 
Crop modeling allows us to use computers to get an idea of how well plants might grow under a 35 
variety of conditions. The Mink system allows us to ask these questions at (up to) the global 36 
scale. As you read this account of how Mink works or contemplate the implications of its results, 37 
it is my hope that a balance can be maintained in your mind between suspicion of the 38 
weaknesses, confidence in the general patterns, and the possibilities for improvements in the 39 
process. 40 
  41 
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The General Structure of Mink 1 
 2 
Mink is a system for conducting crop modeling at the global scale using a gridded approach that 3 
was and is developed at the International Food Policy Research Institute (IFPRI). The current 4 
incarnation is Mink3Classic, which uses monthly climate averages as inputs to the SIMMETEO 5 
random weather generator in order to provide daily weather to the DSSAT family of crop 6 
models. The crop models are run in seasonal mode, with each generated year’s worth of weather 7 
data starting over from scratch; they are not run sequentially and there is no carryover from year 8 
to year of soil conditions. Mink is not a cleanly defined set of programs, but consists of a core set 9 
of data, scripts, and programs to allow for the construction of input datasets, parallel execution of 10 
DSSAT in a cluster environment, and some aids in visualization, aggregation, and interpretation 11 
of the results. A key organizing principle is the idea of thinking about the data in the form of 12 
raster maps. 13 
 14 
How to think about the practical aspects of Mink 15 
 16 
An old cliché admonishes us that “there is more than one way to skin a cat.” Mink provides one 17 
approach to global-scale crop modeling. But, even within its system, there can be several ways to 18 
accomplish the same task. This manual will attempt to show one way to do some basic analyses. 19 
However, more detailed or tricky investigations will require custom approaches, which will in 20 
turn need more advanced scripting skills than what is discussed here. In this manual, we will try 21 
to stick to a plug-and-chug approach where only the bare minimum settings need to be changed. 22 
Of necessity, that also limits the level of insights that can be easily gained. 23 
 24 
Additionally, Mink is very command-line and script-oriented in order to maintain the power and 25 
flexibility needed. Using it requires a large amount of editing of the control portions of scripts 26 
and typing commands into a shell for execution, and precious little pointing and clicking. 27 
 28 
While reading through this material, it is quite possible that a multitude of questions will arise. 29 
Here are some of the guiding principles to consider when framing those “How/Can/Why we do 30 
this/that/the other?” questions. These little aphorisms are neither original, specific to Mink, nor 31 
completely independent of one another, but have proven useful in the past. 32 
 33 
“The computer does what you ask it to, not what you want it to.” In practice, this is a pessimistic 34 
view because it means we have to be very careful about typographical errors, delimiters, the 35 
order of settings, and so on; and we have to look at what ends up in log files and on the screen 36 
when something goes wrong. More generally, this is actually quite optimistic in that we are 37 
dealing with computer programs, so almost anything is possible. It might be convoluted, tedious, 38 
and time-consuming to design and implement an idea, but it can almost surely be done. 39 
 40 
“There’s more than one way to skin a cat.” As previously mentioned, to accomplish a task, some 41 
choice has to be made as to how to do it. No matter the decision, it is likely that there is a better 42 
way (and almost certainly many worse ways), but at some point the decision has to be made and 43 
then we go forward. Fortunately, programs can be extended, modified, and rewritten, so bad 44 
decisions need not be permanent. 45 
 46 
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“It depends on the research question.” Many questions will be answered with another question. 1 
Should we use the same planting month in every location or different ones? What spatial 2 
resolution is appropriate? Is irrigation important? What variety should I use? The answer is 3 
usually, “Well, what are you trying to learn coming out the other side?” When you have a good 4 
idea of your tentative research question, the right choices about the details can be seen more 5 
clearly. And do not be surprised if the research question changes as you learn from the process. 6 
 7 
“It is hard to make a plan without an objective.” There are usually many tools in a toolbox and 8 
when you first look in, both the number of utensils and the possibilities are overwhelming. So, 9 
they must be learned a few at a time. But, it is hard to learn to handle a screwdriver without a 10 
screw to fasten or to safely operate a saw with nothing to cut. Similarly, while we can start with 11 
“I plan to use crop modeling to analyze something interesting,” we need to quickly proceed to, “I 12 
wish to determine the optimal planting density for rainfed maize at each location in Kenya under 13 
three different fertilizer application rates.” 14 
 15 
And one last note before we get started: on many maps, we will see coarse country boundaries 16 
from roughly the year 2005 to provide context for what we are seeing. Why 2005? The main 17 
purpose of Mink is to provide information to the IMPACT model which (at the moment) uses 18 
2005 as its baseline year, so those are the approximate boundaries that guide us when looking 19 
quickly at one country or another. Those boundaries are simply there as guides for the eye and 20 
are not meant to be authoritative in any way. In fact, let us state it very strongly that, “The 21 
boundaries and names shown and the designations used on the maps herein do not imply official 22 
endorsement or acceptance by the International Food Policy Research Institute (IFPRI) or its 23 
partners and contributors.” 24 
 25 
The structure of Mink: The GIS and DSSAT sides 26 
 27 
Mink is spread across two “sides” which, in the implementation at IFPRI, are located on two 28 
physically separate computers. The first side is the map-based GIS utilizing GRASS (less 29 
commonly known as the Geographic Resources Analysis Support System), where the input data 30 
and the final outputs are stored as maps and both are manipulated and interpreted. The second 31 
side is the DSSAT, which runs on a Linux-based ROCKS cluster (www.rocksclusters.org), 32 
taking inputs built by the GRASS side and running them through DSSAT to determine the 33 
resulting simulated yields and other outcomes, which are sent back to the GIS side. 34 
 35 
As is reiterated many times in this work, the general approach is straightforward and not at all 36 
unique; the purpose here is to show the particular choices and details for Mink’s implementation, 37 
and where possible, to provide insight as to the motivations behind those choices. The general 38 
flow of information and steps was developed from scratch, but turns out to be very similar to 39 
efforts that preceded and followed the conception of Mink. For example, the following 40 
description is almost identical to that provided for GEPIC in Liu et al. (2007). 41 
 42 
  43 
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At the broadest level, the process can be depicted like this: 1 
 2 

 3 
 4 
The two sides interact in a way resembling the old onion analogy. The GIS side is used to store 5 
inputs which make sense to consider as maps. Climate is the most obvious example of something 6 
that changes from location to location but is reasonable to visualize on one map. It also stores the 7 
outputs, most notably yields simulated by DSSAT. These maps form the outermost layer of the 8 
onion. 9 
 10 
The next layer of the onion is the collection of scripts on the GIS side that convert the input maps 11 
to giant text files or take the output text files and translate them back into maps. Then, of course, 12 
come the text files. Inside the text files comes the DSSAT side. It works on the GIS-created 13 
inputs (soil types, fertilizer amounts, climate averages, planting dates, and initial conditions) and 14 
combines those with the DSSAT-specific settings that will be applied across the entire dataset 15 
(for example, which crop and variety to use, how to spread the fertilizer through the season). 16 
These cases are split up into smaller chunks that can be run in parallel across the different 17 
computers making up the cluster. The outputs (yields, times to flowering, irrigation usage, etc.) 18 
then are recorded in analogous chunks that must be put together to form the full outputs. But 19 
even at this level, there are more layers beneath: scripts that prepare information for a Java 20 
program, which prepares the inputs for each pixel’s characteristics, and finally DSSAT at the 21 
very center. 22 
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A cheat sheet 1 
 2 
Each step may involve a single script or several scripts. Here is a cheat sheet with the bare basics 3 
to refer to when the long descriptions are not needed. These will obviously make more sense 4 
after we are more familiar with the whole setup. 5 
 6 
step: create large text file for use by the Java program that runs DSSAT repetitively; defining the 7 
study area, planting date, nitrogen application rates, initial conditions 8 
script name: build_NEWPIKFROMDAILY_for_DSSAT_30nov15.sh: 9 
most important items to check/change: 10 
output_file (should start with to_DSSAT/ and end in underscore “_”) 11 
region_to_use (typically n= s= w= e= res=; could be any argument to g.region) 12 
gcm_list (each climate case to be modeled) 13 
minimum_physical_area and growing_radius (controls masking) 14 
main_control_list (area/masking raster, crop name, water source, nitrogen application rate [raster 15 

or value] cropping calendar [raster or value], initial conditions) 16 
month_shifter_list (if specifying planting months as numbers, you probably just want the zero 17 

shift, but if you are using a map, you may want to also generate the 1 and -1 shifts) 18 
notes: If GRASS is on a different computer than the cluster for running DSSAT, the appropriate 19 
data files must be copied from the to_DSSAT (on the GIS machine) to the from_GRASS (on the 20 
cluster). The command would look something like this starting in the to_DSSAT directory: scp 21 
magicnamedemo__* the.computation.cluster:Mink3classic_computer/from_GRASS 22 
 23 
step: run DSSAT using the data generated in the GIS or reassemble completed results 24 
script name: mink3classic_wrapper_46.sh 25 
most important items to check/change: 26 
magic_code (should end in an underscore “_”; this provides a short name for these settings) 27 
start_readable_data_list (GIS text file base name [e.g., in the from_GRASS or to_DSSAT 28 

directory, go: ls magicname*.cols.txt | sed “s/.cols.txt//g”], template SNX-file, nitrogen 29 
fertilizer scheme, atmospheric CO2 ppm, irrigation scheme) 30 

chunks_per_case (how many chunks to cut each case into. This will depend on how big your 31 
region is and how many processors are available.) 32 

plantingDateInMonthShiftInDays (allows for shifting the planting date from the beginning of the 33 
month by the specified number of days) 34 

notes: The argument “run” will execute everything and run DSSAT. Any other argument will try 35 
to put the pieces back together. Other settings are found in the default_paths_etc.sh and 36 
some_settings_46.sh scripts which are sourced in as needed. If GRASS is on a different 37 
computer than the cluster for running DSSAT, the appropriate results files must be copied from 38 
to_GRASS (on the cluster) to from_DSSAT (on the GIS machine). 39 
 40 
It is often useful to put the “readable_data_list” in a separate file, which is then “sourced” into 41 
the main script like “source helper_file.sh”. 42 
 43 
step: miscellaneous settings for running DSSAT 44 
script name: some_settings_46.sh 45 
most important items to check/change: 46 
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nFakeYears (number of years/seasons of random weather to simulate) 1 
magicSoilPrefix (prefix that determines which set of soil profiles to use) 2 
nPlantingWindowsPerMonth (how many different evenly-spaced planting dates to simulate) 3 
magicSoilPrefix (prefix that determines which set of soil profiles to use) 4 
maxRunTime (maximum amount of time that DSSAT is allowed to run before being cut off to 5 

avoid excessively long runs) 6 
 7 
step: setting up the SNX-file templates 8 
script name: no script, but templates stored in SNX_files directory 9 
most important items to check/change: 10 
PLANTING DETAILS (PPOP, planting density; PLME, planting method; PLDS, distribution 11 

style; PLRS, row spacing; PLDP, planting depth) 12 
SIMULATION CONTROLS (MANAGEMENT PLANT and IRRIG) 13 
 14 
Before each and every run, you will want to clean up the working directories on the head node 15 
and the compute nodes. CLEAR_OUT.sh will clean up the head node directories except for 16 
chunks_to_GRASS (which must be cleaned manually so you do not accidently delete partial 17 
results that you are fixing up when you discover a problem). The compute nodes can be cleared 18 
with clear_DSSAT_dirs_on_nodes.sh . 19 
 20 
If GRASS is on a different computer than the cluster for running DSSAT, the appropriate data 21 
files must be copied the other direction from the to_GRASS (on the cluster) to from_DSSAT (on 22 
the GIS machine). The command would look something like this starting in the to_GRASS 23 
directory: scp MAGICOUTPUTDEMO_* the.gis.machine:mink_GIS_scripts/from_DSSAT/ 24 
 25 
step: read in the raw DSSAT results 26 
script name: read_DSSAT_outputs_from_cols.sh 27 
most important items to check/change: 28 
name_patterns_to_keep (names or partial names of values to keep; common values are name 29 

suffixes. The most commonly used examples: yield_mean, real_emergence_mean, 30 
real_maturity_mean, yield_std, happy_yield_mean, happy_maturity_mean, n_bad_things, 31 
n_contributing_real, n_real_exactly_zero, NUCM, IRCM) 32 

notes: This script requires two arguments: a search term to identify which cases are desired and 33 
the magic_code from the DSSAT step. Usually this means the input and output magic names. 34 
 35 
Sometimes when dealing with a large number of cases, it can be useful to put the messages on 36 
the screen into a file so you can look at them closely to figure out if something went wrong. This 37 
can be done like this: 38 
 39 
./read_DSSAT_outputs_from_cols.sh DSSATMAGICNAME grassmagicname 40 
1>deleteme_read.txt 2>&1 41 
 42 
The “1” represents “standard output” (normal things printed to the screen) and the “2” represents 43 
“standard error” (typically warning messages). The first is redirected from the screen to a file (do 44 
not put any spaces between the 1, the >, and the filename). The second is redirected to wherever 45 
the first is going (2>&1). 46 
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 1 
step: choose highest yielding month from the multi-month window 2 
script name: pick_best_monthly_yield_04mar11.sh 3 
most important items to check/change: 4 
line_list (list of _p0_/zero-offset yield maps) 5 
shifter_list (list of offsets to search over) 6 
notes: The outputs are the self-documenting best_month_ and best_yield_ rasters. 7 
 8 
step: assign the same color scheme to multiple rasters for easy comparison 9 
script name: put_list_on_same_scale.sh 10 
most important items to check/change: 11 
use_premade_list (1 means refer to a list of rasters; 0 means use the list of patterns to define 12 

groups) 13 
premade_list (collection of rasters to find/assign the color scheme for) 14 
search_criteria (list of search patterns; each line defines a group which will have its own color 15 

scheme) 16 
 17 
step: make summary yield map using different varieties in different locations 18 
script name: depends on crop and approach; one example is sorghum_mask_12apr12.sh 19 
most important items to check/change: 20 
run_list (list of base names for yields with a placeholder where the SNX-file name goes) 21 
output_tag (a name to go in place of the SNX-files that drop out) 22 
snx_me_list (a list matching the regions and SNX-file names) 23 
notes: Each crop will have its own way of doing this, but the general idea is to somehow define 24 
regions and then match which SNX-files are appropriate for each region. 25 
 26 
step: make summary yield map choosing the highest yielding variety at each location 27 
script name: QUICK_pick_best_variety.sh  28 
most important items to check/change: 29 
group_name (a name to go in place of the SNX-files that drop out) 30 
var_list (a list of the SNX-file names to search over) 31 
map_pre_suf_list (list of the base raster names with the SNX-files taken out and replaced by a 32 

tab) 33 
notes: Two rasters are generated: BEST_variety_ and BEST_yield_. 34 
 35 
step: choose among multiple calendar-based planting months 36 
script name: pick_best_of_all_possible_months_simple_10aug12.sh 37 
most important items to check/change: 38 
line_list (list of the base raster names with the month number taken out and replaced by a tab) 39 
month_list (a list of the month numbers to search over) 40 
preprepre (a prefix to use as an extra label to distinguish between different month sets) 41 
notes: Two rasters are generated: best_month_ and best_yield_. 42 
 43 
step: obtain regional aggregations by taking weighted averages 44 
script name: ARBITRARY_sound_bites_SINGLE_13aug14.sh 45 
most important items to check/change: 46 



Mink documentation, 2017, Robertson  
 

20 
 

output_dir (the directory where the output text file should be placed) 1 
id (an identification name for the output text file; the date and time will be automatically added) 2 
align_raster (a raster whose resolution will be used for building the regional masks) 3 
brute_force_list (the list of rasters to summarize; columns 1,2, and 4 are for human readable 4 

comments; the raster for the weighting goes in column 3; and the raster to summarize is 5 
recorded in column 5) 6 

list_to_mask (the list of regions to consider; column 1 is a comma-separated-values list of 7 
names/values, column 2 is for a short/human readable name, column 3 names the GIS 8 
vector file containing the boundaries for the regions; column 4 determines which 9 
“column” in the vector’s database should be looked at and matched to the values in 10 
column 1) 11 

notes: Commas or strange characters in the region names can be replaced by apostrophes and it 12 
should work. This was developed to handle “Cote d’Ivoire” but is useful for, say “Congo, DRC” 13 
which could be requested as “Congo’ DRC”. All the columns are tab delimited. Three major 14 
candidates for the weighting raster are 1) SPAM-type area-in-pixel maps, 2) a true actual size of 15 
the pixel map, and 3) a simple single valued raster (that is, equally weighted). The latter two are 16 
usually made as temporary rasters, defined just prior to running the aggregations. 17 
 18 
step: compare yields and classify into easy-to-understand categories of gain and loss 19 
script name: categorical_differences_best_30mar11.sh 20 
most important items to check/change: 21 
pair_list (the list of rasters to compare; column 1 is the baseline case and column 2 is the 22 

alternate case) 23 
do_full_accounting (1 means use more categories to handle zeros and missing values in a 24 

detailed way; 0 means collapse all cases into simple categories) 25 
notes: Usually, the full accounting is useful for debugging and understanding the strange cases. 26 
But, the simpler categories are better for presentational purposes. 27 
 28 
step: obtain country aggregations matched to SPAM assumptions about country locations 29 
(agricultural areas only) 30 
script name: COUNTRY_sound_bites_SINGLE_YEAR_spamvector_28oct14.sh 31 
most important items to check/change: 32 
output_dir (the directory where the output text file should be placed) 33 
id (an identification name for the output text file; the date and time will be automatically added) 34 
align_raster (a raster whose resolution will be used for building the regional masks) 35 
brute_force_list (the list of rasters to summarize; columns 1,2, and 4 are for human readable 36 

comments; the raster for the weighting goes in column 3; and the raster to summarize is 37 
recorded in column 5) 38 

country_list_to_mask (the list of regions to consider; column 1 is a comma-separated-values list 39 
of country names; column 2 is for an optional short/human readable name) 40 

notes: Commas or strange characters in the region names can be replaced by apostrophes and it 41 
should work. This was developed to handle “Cote d’Ivoire” but is useful for, say “Congo, DRC”, 42 
which could be requested as “Congo’ DRC”. All the columns are tab delimited. 43 
 44 
step: prepare helper script for “smart farmer” adoption scheme where technologies are only 45 
adopted if helpful 46 
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script name: smart_helper_CHADEXAMPLE_21dec16.sh 1 
most important items to check/change: 2 
original_yield_mapset (name of the mapset where the yields are stored) 3 
*_base_starter (a place to store the basic set of yield names in case some modification needs to 4 

be made for different related cases [e.g., climate cases]) 5 
*_base_list (a place to write down the full set of baseline technology yields) 6 
*_tech_list (a place to write down the corresponding set of alternate technology yields) 7 
 8 
notes: Each project or set of runs will probably end up with its own copy of this helper script. 9 
Obviously, the “CHADEXAMPLE_date” part will change to whatever is helpful and 10 
appropriate. Be sure that the appropriate mapset is appended to the yield rasters with the “@” 11 
sign since the “smart farmer” rasters are usually put in a different mapset than the originals. 12 
 13 
step: apply the rules for the “smart farmer” adoption scheme where technologies are only 14 
adopted if helpful 15 
script name: smart_farmer_globalfutures_04aug15.sh 16 
most important items to check/change: 17 
. smart_helper_*.sh (source in the appropriate helper script using the single dot “.”) 18 
base_list (define the list of baseline technology yields) 19 
tech_list (define the list of alternate technology yields) 20 
 21 
notes: Make sure that the right helper script is being sourced in. Make sure that the right yields 22 
are referred to in the base_list and tech_list and that they correspond to each other line by line. 23 
Even if no actual technology change is being considered, we still need to match the baseline 24 
yields with themselves to prepare for aggregations for use in the IMPACT model. 25 
 26 
step: set up a crop-related helper script for the FPU aggregations 27 
script name: FPU_aggregations/croplevel_FPU_helper_21dec16.sh 28 
most important items to check/change: 29 
crop_dictionary (list matching human-readable crop names to IMPACT crop codes to SPAM 30 

crop codes; make sure the desired crops are represented) 31 
magic_common_climate_prefix (beginning of the systematically named climate case names) 32 
smart_mapset (where to find the smart farmer yield maps) 33 
*_adoption_masks (the list of maps showing whether the new technology is adopted or not; 34 

usually this should be automated by something like: `g.mlist rast 35 
pat=SMART_*OUTPUTMAGIC*cropname*adopt_new mapset=$smart_mapset | sed 36 
“s/adopt_new$/adopt_new@${smart_mapset}/g”`) 37 

masks_list (this is the variable that actually matters, so copy in the correct set of adoption masks 38 
to work on in this block) 39 

technology_name (human-readable but machine-compatible name for this technology; “normal” 40 
is a good choice for the baseline case) 41 

extra_note (a human-readable but machine-compatible word to allow for distinguishing between 42 
otherwise similar cases; “boring” is a good choice when dealing with only a single case) 43 

 44 
notes: Each crop to be dealt with will need a block to pull out and process its cases. Make sure 45 
that the generated lines are copied into the big brute_force_list. Also, remember that the current 46 
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approach in IMPACT needs both irrigated and rainfed yields in all relevant locations in case they 1 
are needed for filling in holes due to data footprint mismatches. 2 
 3 
step: set up the process-related helper script for the FPU aggregations 4 
script name: FPU_aggregations/FPU_RFIR_cross_doer_06oct16.sh 5 
most important items to check/change: 6 
output_dir (name of directory to store the generated text files in; usually, this will be 7 

../to_IMPACT_FPUs_SB_style/the_unique_name_with_a_date/; remember the trailing /) 8 
spam_suffix (the string to be put on the end of the SPAM crop name; this will change as newer 9 

versions of SPAM become available; usually, this is 10 
“_physical_area@spam_mapset_name) 11 

crop_model (a name to distinguish if different crop models are being compared; usually this will 12 
be “DSSAT”) 13 

 14 
notes: Usually, this will be pretty simple, with only the output_dir changing on a regular basis. 15 
 16 
step: run the FPU aggregations 17 
script name: FPU_aggregations/FPU_RFIR_cross_thread_A.sh 18 
most important items to check/change: 19 
. croplevel_FPU_helper_21dec16.sh (make sure the appropriate helper is sourced in by the single 20 

dot) 21 
brute_force_list (make sure that the appropriate pieces of the lists built by the helper scripts are 22 

copied into here) 23 
 24 
notes: Finally! Since everything was set up elsewhere, this script feels remarkably simple even 25 
though it is not really. 26 
 27 

28 
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Some Useful Programs 1 
 2 
The first thing is to connect your computer to the computers that Mink runs on. The connection 3 
is established using a secure shell client (i.e., ssh). We sometimes use the name of the protocol as 4 
a verb and call this process “ssh-ing in” as in, “Why don’t you ssh into the GISbox and we’ll 5 
take a look at what went wrong?” You will also want to be able to move information back and 6 
forth between these computers. The secure shell protocol can be used to do this and in that 7 
capacity is typically called “scp”, meaning secure copy. 8 
 9 
PuTTY 10 
 11 
A good ssh client for Windows is PuTTY and can be downloaded from 12 
http://www.chiark.greenend.org.uk/~sgtatham/putty/download.html . 13 
 14 
It does not really need to be installed. Just put the executable in a place you will remember, and 15 
run it directly (and/or put a shortcut in a convenient place in your start menu). When you run it, 16 
you will see something like this (without all the pre-saved sessions, so only “Default Settings” 17 
will be in the list): 18 
 19 

 20 
 21 
  22 
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There are a few changes I like to make to the default settings that make it easier to use for our 1 
purposes. Starting with “Window”, increase the number of columns and rows so we can see a 2 
little bit more on the screen. Often, we will end up with very long file names or map names, and 3 
it is nice to be able to see them without them wrapping around onto the next line. Similarly, the 4 
number of lines kept in the scrollback should be large (since memory is no longer much of an 5 
issue), because it helps with the debugging process to be able to see what has been dumped out 6 
to the screen. Also, change the “Reset scrollback” options to be only on keypress. Sometimes, 7 
you are trying to watch a program run and you want to look at some of the output previously 8 
generated while it is still running. This will allow you to do so without having to constantly go 9 
back because the screen is resetting whenever something new is printed to the screen. 10 
 11 

 12 
 13 
  14 
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The font is set in Window/Appearance. Pick whatever you want, but stick with mono-spaced 1 
fonts (not proportionally spaced fonts like Times New Roman or Arial.). The smaller the font, 2 
the more you can fit on the screen, so it just depends on your eyes and preferences. 3 
 4 

 5 
 6 
  7 
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Under Window/Behaviour, it can be nice to be able to hit Alt-Enter and take over the entire 1 
screen. And also to be able to get the system menu on Alt-Space, especially for clearing the 2 
scrollback before running a script or program. 3 
 4 

 5 
 6 
  7 
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For Window/Selection, the mouse action is most convenient when the right click brings up the 1 
system menu. 2 
 3 

 4 
 5 
  6 
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Under Window/Colours, the blue colors tend to be too dark to see, so it can be helpful to change 1 
blue from red=0, green=0, blue=187 to a lighter shade of blue like red=85, green=85,blue=255 2 
for the “ANSI Blue” definition:: 3 
 4 

 5 
 6 
  7 
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Finally, the connection will sometimes get dropped if it is idle for too long. This can be 1 
prevented by sending empty packets every so often to make the other end think we are still doing 2 
things. So, under Connection, put some moderate value for the number of seconds between 3 
keepalives. 4 
 5 

 6 
 7 
  8 
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Once you have set things up the way you like, save the settings by going back to the Session 1 
page, type a new name in the little box and hit save. To reset the defaults to match what you have 2 
chosen, pick “Default Settings” and hit save. Of course, if you have a particular computer to 3 
connect to using those settings, you can put the IP address in the appropriate place. 4 
 5 

 6 
 7 
  8 
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The first time, you will want to save the settings and IP address in a new session before hitting 1 
“Open”. If the connection is successful, you will see something like this: 2 
 3 
(In order to make the screenshots legible, we will use a white background and a larger font than 4 
usual. Of course, that also means that long filenames and lines in scripts will be wrapped around 5 
and not be as easy to make sense of, but at least we will be able to read the words.) 6 
 7 

 8 
 9 
At which point, you put in your username and password and you should be in. 10 
 11 

 12 
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To exit, just type in exit and hit Return. The computer at the other end should close the 1 
connection and the window will likely close. 2 
 3 
WinSCP 4 
 5 
Moving files back and forth can be accomplished with a Windows SCP client. A handy and free 6 
one is WinSCP, available at http://winscp.net/ . 7 
 8 
Upon installing and running, you should find a screen like this: 9 
 10 

 11 
 12 
  13 
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For our purposes, we want to use the SCP protocol. Similar to PuTTY, you can save sessions so 1 
you do not have to type in the IP address and user name every time. It will even remember what 2 
directories you were in at both ends when you exited the last time. 3 
 4 

 5 
 6 
  7 
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I personally like the joy of typing in my password every time, so I leave the “Password:” box 1 
empty. When I login, it looks like this: 2 
 3 

 4 
 5 

 6 
 7 
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 1 
 2 
Copying files back and forth can be accomplished by clicking-and-dragging between the left side 3 
(the computer you are typing on) and the right side (the “remote” computer you are connected 4 
to). 5 
 6 
  7 
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One last trick to note is how to hide hidden files. The point-and-click way is to look in the menu 1 
under Options/Preferences. The keyboard way is to hit Ctrl-Alt-H. You only have to do it once 2 
and the next time you run WinSCP, the hidden files (in Linux, those that begin with a single “.”) 3 
should stay hidden. 4 
 5 

 6 
 7 
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 1 
 2 
 3 
A collection of tips for using a shell in Linux 4 
 5 
The command line at which you run programs in Linux is formally known as a shell (as in a shell 6 
around the “real” part of the operating system). Let us begin with some basic information about 7 
how to use the shell so that the rest of the manual will make sense. These tricks are typically 8 
pretty simple, but still need stating; so please bear with the brief presentation and rapid 9 
transitions. 10 
 11 
  12 
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When you log into one of the computers using a terminal program, you will find yourself in a 1 
shell. It might look something like this: 2 
 3 

 4 
 5 
The cursor is the green block which is sitting just after the “prompt” (in this case: 6 
“[demodemo@GISWS2 ~]$ ”). The meaning of this particular prompt is that the terminal is 7 
logged in as user name “demodemo” on a computer calling itself “GISWS2” and the current 8 
working directory is “~” (that is, an abbreviation for the home directory of the user). 9 
 10 
Working in Linux differs in two important ways from a Windows/DOS environment. Please 11 
remember that in Linux in general, and specifically in the shell (our computers use the shell 12 
known as bash [Bourne-again shell], in case you are wondering), everything is case sensitive. 13 
That is, upper and lowercase letters mean different things. Also, the character used to separate 14 
directory names is different. Linux uses a normal or forward-slash “/” while Windows uses the 15 
back-slash (“\”). 16 
 17 
Now, the shell will always have something called the “current working directory,” or what we 18 
might commonly call “the directory you’re in.” First, we might want to see the full name of that 19 
directory. This is accomplished with the command “pwd”, meaning print working directory. 20 
 21 

 22 
 23 
Notice that the path uses the normal slash to delineate subdirectories. 24 
Next, we might want a list of files in the current directory. This is accomplished using “ls”. 25 
 26 
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 1 
 2 
Of course, we will often wish to list files in a directory that has more files than can fit on the 3 
screen, especially if doing a long file listing. To deal with this, three little programs can be 4 
helpful: head, tail, and less along with “|” (known as the “pipe sign” which is usually Shift-5 
Backslash [\] on the keyboard). The pipe sign means take whatever comes out of a program that 6 
would normally end up on the screen (the “standard output”) and use that as the input (the 7 
“standard input”) of the next program. 8 
 9 
In order to see only the first few files, we can type in ls | head and the computer will first list the 10 
files, then send that block of text as the input to the head program, which simply prints only the 11 
first few lines. Of course, the nifty color coding from ls is lost (blue = directories, green = 12 
executable files, white = normal files, etc.), but we can see a more manageable amount of 13 
information. As you can imagine, this is very useful in directories with tens of thousands of files. 14 
(Of course, if there actually are tens of thousands of files in the directory, we probably want to 15 
use the flags “-1U” meaning one file per line and do not do any sorting. This makes the listing 16 
much faster since it avoids memory and file table access problems.) 17 
 18 
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 1 
 2 
Similarly, we can look at the last few lines using tail. Both head and tail can be given command 3 
line arguments to say exactly how many lines you want to see. For example: 4 
 5 

 6 
 7 
The less command shows the output one screenful at a time. To see the next page, hit Space or 8 
Page-down; the previous, b or Page-up. To quit, hit q. To search, type / and then what you want 9 
to look for and hit return. 10 
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Here is an example of what to type in: 1 
 2 

 3 
 4 
And what happens as a result: 5 
 6 

 7 
 8 
Perhaps we want to search for the string “_2”; we can do this by typing “/” for search and then 9 
the string to search for. 10 
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 1 

 2 
 3 
 4 
When we hit return, it will move us to the next occurrence of that string and highlight any others 5 
that appear in the text being viewed (in this case, the file listing). 6 
 7 

 8 
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You might not want to see all the files, so you can use the * and ? wildcards in the normal way. 1 
For example, we might want to only list files ending in .txt: ls *.txt should get the intended 2 
result. 3 
 4 

 5 
  6 
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A common file manipulation is copying files, which is taken care of by the command cp 1 
original_name new_name_or_directory. Another common file manipulation is 2 
renaming/moving files, which can be done using the command mv original_name 3 
new_name_or_directory. For example: 4 
 5 

 6 
 7 
Removing or deleting files is also important: rm for remove. 8 
 9 

 10 
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In order to tell the difference between files and directories or see how big a file is, we need to 1 
look at a long file listing via ls -l. 2 
 3 

 4 
 5 
Notice the block of letters and dashes at the beginning of each line. The first one tells you 6 
whether it is a directory (d) or normal file (-). Then follow three groups of three characters. 7 
These are the “permissions.” The first three are (r)ead, (w)rite, e(x)ecute for the owner of the file, 8 
the second three are for the group, and the last three are for other users. A dash (-) means that 9 
permission is not granted to that type of user. You can also see who the owner is, which group it 10 
is associated with, the size of the file, the date of last modification, and, of course, the name of 11 
the file. 12 
 13 
  14 
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We can make a new directory with the command mkdir. 1 
 2 

 3 
 4 
Removing the directory can be done with rmdir. 5 
 6 

 7 
 8 
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The command cd changes directories. There are two specially named directories. The directory 1 
you are in is called “.” (usually said as dot). The parent directory of the directory you are 2 
currently in is called “..”. This changing back and forth can be seen in this example: 3 
 4 

 5 
 6 
  7 
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There are also a few assorted useful tricks that defy categorization. The first is tab-completion. 1 
When you start typing in a filename or program name, you can type in the first few characters 2 
and then hit the Tab key. The shell will then try to complete the filename as much as it can 3 
before it needs a tiebreaker. Then you type in a few more characters and try again until the name 4 
is uniquely defined. If you hit Tab two or three times, it will give you a list of possibilities to 5 
help you out. 6 
 7 

 8 
 9 
Another useful command-line trick is to use the arrow keys. The up-arrow will let you look 10 
through the commands you have previously run in that shell (and in previous times you have 11 
logged in), while the down-arrow goes back the other way (if you shot past the command you 12 
were looking for). You can also search through previous commands using Control-R and then 13 
start typing what you are looking for. 14 
 15 

 16 
 17 
If you do not like what you see, you can hit Control-C to break out. To keep searching for the 18 
same string, hit Control-R again. Then, to change things, hit a left/right-arrow key to move to the 19 
part you want to change and start typing and backspacing. 20 
 21 
  22 
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In the long file listing, you may recall that it displays the permissions for that file. The 1 
permissions can be changed by the program chmod. The simplest way to use chmod is to specify 2 
which type of users ([u]ser, [g]roup, [o]ther, [a]ll) with an operator that adds (+) or subtracts (-) 3 
the kind of permission ([r]ead, [w]rite, or e[x]ecute). 4 
 5 

 6 
 7 
There is a problem in that every operating system seems to use a different character to define the 8 
end of a line in a text file. So, if you edit a text file on your Windows computer, it is quite likely 9 
that when you save it, it uses the Windows style. Then, when you try to use that file on a Linux 10 
computer, it may not work as expected (or at all) because of the “wrong” end of line definition. 11 
The appropriate swap can be made using the command dos2unix which will make sure that all 12 
the ends of the lines have the correct character for Linux (similarly, there is a unix2dos for the 13 
opposite transformation). 14 
 15 

 16 
 17 
Sometimes you run a program and it goes haywire, so you want to “kill” it off. If it is running in 18 
an active terminal window, the first thing to try is Control-C. This is also handy if you start 19 
typing in a command and realize you have made a mistake: it is often easier to just hit Control-C 20 
and start over than it is to backspace over things or otherwise correct them. 21 
 22 
However, sometimes a process is left running because your connection dropped. This is often the 23 
case when running GRASS. As will become apparent later, you cannot have two GRASS 24 
programs trying to write their information down in the same place at the same time. When you 25 
run the second one and ask to use the same place, it will say that something else is already using 26 
it. If that is because your connection dropped and you cannot exit normally, you will have to kill 27 
the process manually. 28 
 29 
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Killing a process takes two steps. First, we must identify which process is the one we want to get 1 
rid of. The command ps will list the processes. Used by itself, it will tell you which processes are 2 
associated with the terminal you are typing on. But, in the case of a dropped connection, you 3 
need to look at those associated with other terminals. This can be accomplished by adding some 4 
arguments like this: ps -f -u your_username (i.e., a [f]ull listing for a particular [u]ser). GRASS 5 
usually appears as a script called Init.sh . In the following screenshot, we see what it looks like 6 
with the short listing and the long listing. The long listing’s lines are usually truncated so as not 7 
to wrap around, but if you run them through “head”, you can see the full line showing the 8 
complete command: a script called Init.sh which is found in the directory /usr/local/grass-9 
6.4.1svn/etc/ . 10 
 11 

 12 
 13 
The main GRASS process in this case is process number 32373 (the process id or PID) which, in 14 
turn, was started by process number 32073 (the parent process id or PPID). Going the other way, 15 
we can see that the Init.sh thing started (i.e., we trace backwards to see that it is the parent of) a 16 
new shell process denoted by number 32404. 17 
 18 
Suppose that the GRASS session was running on another terminal whose connection dropped, 19 
but the program did not exit cleanly, so we need to force it. Now that we know the process id 20 
number, we can use the kill program to encourage it to go away. Of course, you can only kill 21 
processes owned by your username (at least, that is how it is supposed to work). Normally, you 22 
would start with just the plain kill command which will politely ask the program to stop. 23 
However, programs can be written so as to do different things depending on what kind of 24 
“signal” they get from the operating system (e.g., they might save what they were working on 25 
before exiting). GRASS tends to be pretty resilient to that kind of polite request, so we have to 26 
get out the big guns and say, “no, I really mean it: go away!”; that is, we send the “KILL” signal 27 
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(as opposed to interrupt, or hangup, or suspend, or restart, etc.) which can be abbreviated as 1 
number nine. Hence: kill -9 process_id_number. 2 
 3 

 4 
 5 
When you are done with a terminal, exit simply by typing exit. This will get out of the shell and 6 
close the connection. 7 
  8 
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The GIS Side 1 
 2 
Mink employs GRASS-GIS to handle all the mapping and geographic data. There are two 3 
primary motivations for this. First, GRASS is an open-source program: free is quite attractive 4 
and the ability to hack pieces of it to do what you need is convenient. Second, GRASS is a raster 5 
first, vector second kind of GIS as opposed to the Arc family of programs which are vector first, 6 
raster second. Additionally, it is very convenient to use simple shell scripting to string together 7 
commands for what you want to do. While this can be done in Arc, it is perhaps less convenient. 8 
 9 
GRASS consists of three major pieces: a “database” where the geographic data are stored in 10 
GRASS’s format, a collection of small programs that do GIS tasks, and a shell that knows where 11 
the data and programs are. 12 
 13 
The data are stored in a database in the old-fashioned sense of the word: a place to store the data 14 
in a systematic way. The database is literally a particular directory, chosen by you, where 15 
GRASS will store the data. For our purposes, we use the same directory every time so we can 16 
have access to all our old data. Inside the database are subdirectories known as locations. 17 
Fundamentally, a location is a choice of projection, spheroid, datum, or portion of the world you 18 
are interested in, and such kinds of geographic details. Almost all the data we will deal with is in 19 
the latitude/longitude, “geographic,” no-projection projection. As such, we have a location called 20 
“world” with these attributes. Within each location are further subdirectories called mapsets. 21 
Each location has one mapset called PERMANENT that contains some defaults and whatever 22 
other data are put there by the user. 23 
 24 
Running GRASS 25 
 26 
When you “run” GRASS, you are really starting up the special shell that has some environment 27 
variables set to know where the real GIS programs are and where to write down any new data.  28 
 29 
We are still using an old version of GRASS which is run by the command grass64. 30 
 31 

 32 
 33 
  34 
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If this is your first time running GRASS, you should see something like: 1 
 2 

 3 
 4 
Naturally, hit Return and you will then see something like this: 5 
 6 

 7 
 8 
GRASS does have a graphical user interface, but it is not installed on our GIS computer (which 9 
we will refer to as the GISbox). In any case, a text interface is usually faster when you are not on 10 
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the console. It also forces you to think about what you really want to see to solve your problem, 1 
rather than randomly clicking and watching the colors change. When you hit Return again, you 2 
will get to the “real” first screen: 3 
 4 

 5 
 6 
On our system at IFPRI, filling in the blanks will look something like this: 7 
 8 

 9 
 10 
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The DATABASE needs to be exactly “/PROJECTS/grass_data”, and the LOCATION needs to 1 
be exactly “world”. (Of course, if you have your own system, you can use whatever you want: 2 
this is how we have it set up at IFPRI.) You will choose your own mapset. My convention for 3 
crop modeling runs using DSSAT is: my name, underscore, DSSAT, underscore, then a 4 
descriptive name that hopefully I can remember in the future. And remember: the names are case 5 
sensitive, so if you are not careful, you will end up with a tommy_DSSAT_india, a 6 
tommy_dssat_india, a tommy_DSSAT_India, and a tommy_DSSaT_INdia, among other 7 
variations. 8 
 9 
Now, the mapset that you tell it to use is where any new data/maps will be written down. If you 10 
import a raster from a file, this is where it will end up; if you make a new map based on another 11 
map, this is where it will end up. You can read maps from any of the mapsets (including ones 12 
that you do not own), but you can only write to the mapset you are “in.” This is handy for 13 
organizing data as well as making sure that people do not mess up each other’s work. Normally, 14 
a map (in the mapset you are “in”) can be referred to just by its name; when you want to use a 15 
map from another mapset, you put an @the_other_mapset on the end of the map name indicating 16 
which mapset the map should be found in. 17 
 18 
If you choose a mapset that already exists, after hitting Escape and Return/Enter (in sequence, 19 
not at the same time), you should get dumped out at a new shell prompt that reminds you that 20 
you are using GRASS, which version, which location you are using, and what directory you are 21 
in. 22 
 23 

 24 
 25 
  26 
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If you try a mapset that you do not own, it will complain, tell you that you do not have access to 1 
that particular mapset, and give you a list of all the mapsets in that location, marking which ones 2 
you actually own. 3 
 4 

 5 
 6 
If you put in a name that does not yet exist, it will give you the same list of mapsets and then ask 7 
if you want to make a new one: 8 
 9 

 10 
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The last major possibility is that you try to use a mapset that you own, but that you are already 1 
using in some other terminal window (possibly one whose connection has been lost, but the 2 
programs have not yet been shut down by the operating system). Then you will see something 3 
like: 4 
 5 

 6 
 7 
Then you will need to pick a different mapset, close or use the other place where you have 8 
GRASS running, or else kill off the other GRASS (if the other terminal has locked up or has lost 9 
the connection). The way to go about killing processes was described earlier in the section 10 
concerning basic shell commands. 11 
 12 
Once you are in, you can see the name of your mapset by using the command: g.gisenv . GRASS 13 
programs almost always start with a single letter indicating what type of thing they operate on: 14 
(g)eneral, (r)aster, (v)ector, etc. So, this is a general command that tells you what the GIS 15 
environmental variables specific to GRASS are: 16 
 17 

 18 
 19 
  20 
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To get out of GRASS, simply type exit and the GRASS-specific shell will clean up any 1 
temporary files GRASS created and exit, leaving you in the previous shell. 2 
 3 

 4 

 5 
 6 
  7 
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GIS directory structure and contents 1 
 2 
On the GIS side, you will have some directory in your home directory that contains the scripts 3 
for using Mink and stores the intermediate datasets. In this description, we will call it 4 
mink_GIS_scripts. Here is a snapshot of what is found in there: 5 
 6 

 7 
 8 
Notice that there are several subdirectories (colored-coded blue). The data we get back from the 9 
DSSAT side on the cluster will get put in the from_DSSAT directory and get imported into 10 
GRASS from there. Often, we will want to look at the maps as pictures to see what is going on. 11 
Rather than have those floating around getting in the way, we stash them away in the directory 12 
called graphical_maps. Another interpretational aid is aggregations of various sorts to create 13 
“sound bites,” like “Climate change is likely to result in a 58% decline in yields in Northern 14 
Zirconia.” These aggregations are placed in the SB directory. The input data destined for the 15 
cluster and DSSAT is stored in the to_DSSAT directory. The primary motivation for developing 16 
Mink in the first place was to supply reasonable productivity shifters to the IMPACT model.  17 
The scripts for coming up with those numbers are found in FPU_aggregations while the 18 
resulting text files go in to_IMPACT_FPUs_SB_style. Finally, we usually wish to combine 19 
several yield maps that represent individual varieties into a single map showing the yield of the 20 
variety thought to be most appropriate at each location. The scripts that help with that sort of task 21 
are found in the variety_masks directory. 22 
 23 
The remaining files in the basic directory are scripts that will be introduced as they are needed. 24 
 25 
  26 
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Defining a “toy” problem 1 
 2 
It is often quite difficult to learn how to write a program or use a system without some problem 3 
to solve. Without that context, it is hard to see what assumptions are made and how the process 4 
works. 5 
 6 
Let us consider sorghum production in the Republic of Chad. We will consider two or three 7 
varieties, several nitrogen fertilizer levels, and possible planting months. Based on this, we will 8 
try to ascertain which varieties would work best, how important the assumed planting months 9 
are, and what the effect of climate change might be. 10 
 11 
Building the input data table 12 
 13 
Let us begin by building the input datasets. 14 
 15 
The script of interest is build_NEWPIKFROMDAILY_for_DSSAT_30nov15.sh . There are a 16 
couple ways to edit the script. The first is to learn to use a text editor on the Linux machine and 17 
edit the file directly. However, that requires a significant investment of time. The simpler, though 18 
less powerful, method is to use WinSCP to copy the script onto your local computer, edit it, save 19 
it, and upload it back to the GISbox. This process can introduce the end-of-line character 20 
confusion. To avoid such problems, once the script has been uploaded to the GISbox, on the 21 
GISbox, run the dos2unix command on the file before trying to run the script. 22 
 23 
  24 
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Here, we copy the script from the mink_GIS_scripts directory on the GISbox to a directory on 1 
the local machine where we can edit the file. 2 
 3 

 4 
 5 
  6 
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Simply double-clicking on the file will open the script in a text-editor. 1 
 2 

 3 
 4 
It is even possible to double-click on the script on the “remote” panel of WinSCP. Upon saving 5 
and exiting, WinSCP will automatically upload it back to the distant computer. 6 
 7 
In this manual, I will show the scripts in an editor on the terminal so as to take advantage of 8 
color coding. Comments begin with the number/pound/hash sign (#) and are colored blue. 9 
Variable definitions (which is most/all of what we will be changing) are in cyan. Character 10 
strings inside quotation marks are shown in red. References to variables begin with a dollar sign 11 
($) and are colored purple (unless inside a quoted, single line string). Special keywords like if, 12 
then, echo, for, done, and so on show up in yellow. 13 
 14 
The very first thing we have to decide on is a “magic name” for this group of input files. While 15 
the most important details of our choices will be automatically and systematically incorporated 16 
into the filename, there are other details that do not merit inclusion but can be important 17 
differences between cases and need to be distinguished. The magic input name is a catchall for 18 
those things, the most important of which is the geographic region and resolution we wish to deal 19 
with. This is set in the output_file variable, which should always begin with “to_DSSAT/”. The 20 
magic name here is “chadexample_”. The convention is to use all or mostly lowercase letters for 21 
the input magic name and to have an underscore at the end so that it will be visually separated 22 
from the descriptive parts of the name. (As you may guess or recall, there will be an output 23 
magic name; that one should be all or mostly uppercase letters to make them easy to distinguish.) 24 
Also, the magic name should not contain anything likely to appear elsewhere in the name 25 
like just the crop name of interest. Try to be informative and creative despite the pain of the 26 
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process. “texascornirrigationsearch_” will be much better and cause fewer problems than 1 
something incomprehensible like “a1” or excessively comprehensible like “maize”. 2 
 3 
Note that there cannot be any spaces on either side of the equals sign. If you put a space after 4 
the variable name, the shell will think you are trying to run a command by that name. If you put a 5 
space after the equals sign, the shell will think that you want to store an empty string and then 6 
execute the next thing, which will likely result in an incomprehensible runtime error. Now, 7 
sometimes we will have a command or definition that is long and ugly and hard to read. It might 8 
be easier to read if it were broken across several lines. This can be done by using “\” (the 9 
“backslash”) as a line continuation character. 10 
 11 

 12 
 13 
The next choice to make is the geographic region of interest. This is a string that will be given to 14 
the g.region command in GRASS. The format is to provide north, south, east, and west outer 15 
boundaries (following the outside edge of the outermost pixels, not the center points) of the 16 
region and a resolution. The values can be given as decimal degrees, in which case positive is 17 
north or east and negative means south or west. Alternatively, the values can be provided as 18 
degrees:minutes:seconds with a trailing N, S, E, or W. Usually, you will want to include the flag 19 
“-a” meaning align the edges of the region to cleanly match the resolution (in case you have not 20 
done the math yourself).  21 
 22 
The asdfdsafasdf 23 
 24 
 25 
  26 
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The following map can be helpful as a rough guide. It shows approximate locations of 1 
agricultural production around the year 2005 along with approximate country boundaries at that 2 
time and a grid. 3 

 4 
Drawing a box around Chad and choosing a high resolution (the finest that makes sense with the 5 
available input data is 5-arc-minute, although the climate change data are originally at 30-arc-6 
minute) gives us the values to fill in for the region. 7 
 8 

 9 
 10 
Monthly and annual climate averages are needed for the random weather generator to provide 11 
daily weather to DSSAT. Maps of these are put in some mapset, which needs to be made known 12 
to the script. Additionally, for each of the climate cases (e.g., the baseline and various GCM and 13 
scenario time slices) we need to know the appropriate planting month at each location for the 14 
crops we are interested in. While there are several different flavors of such data as new data or 15 
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processing techniques become available, for most purposes, we will want to use 1 
“deltaPIKnov_from_daily” for the climate data and “deltaPIKnov_from_daily_c” for the 2 
planting dates. 3 
 4 

 5 
 6 
  7 
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The next two items are a contrast in importance and precision of data. For each location, we need 1 
to know what the soil type is. That information is some of the least-well characterized of all the 2 
data that we use. In contrast, the elevation is fairly well known but is almost completely ignored 3 
by the crop model. 4 
 5 

 6 
 7 
The approach for the soil data is to employ generic soil profiles. For the geographic 8 
representation, we use a raster map that has integer values showing what profile number is most 9 
appropriate at that location. When it comes time to run DSSAT, this number is used to build the 10 
full soil profile name. The profiles themselves are stored in the .SOL text file alongside DSSAT 11 
in the appropriate format. We use a set of profiles known as HC27 with, naturally, 27 generic 12 
soil profiles (Koo and Dimes 2013). The 27 come from all combinations of three organic carbon 13 
levels (high, medium, low), depths (shallow, medium, deep), and major texture type (clay, loam, 14 
sand). The map of locations was built based on the Harmonized World Soil Database by 15 
applying thresholds to the appropriate soil characteristics to classify them into the 27 generic 16 
types. 17 
 18 
The elevation dataset is, it seems, not actually important; but there is a place for it in the .CLI 19 
file that must be supplied to the random weather generator. While a dummy or missing value 20 
could be put there, in the rare event that something strange happens and we must investigate the 21 
cause, it could be helpful to know if the location is high or low. The data we use here are 22 
ultimately based on the well-known Shuttle Radar Topography Mission (SRTM) 23 
(http://srtm.csi.cgiar.org/). 24 
 25 
  26 
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Next, we need to choose which climate cases we are interested in by listing them in the gcm_list. 1 
 2 

 3 
 4 
For the deltaPIKnov_from_daily, there are several choices. The climate models are: 5 
 6 
deltaONpikNOV_base_2000 (historical averages reflecting the climate conditions prevailing in 7 
roughly 1950–2000) 8 
deltaONpikNOV_gfdl_esm2m__future 9 
deltaONpikNOV_hadgem2_es__future 10 
deltaONpikNOV_ipsl_cm5a_lr__future 11 
deltaONpikNOV_miroc_esm_chem__future 12 
deltaONpikNOV_noresm1_m__future 13 
 14 
The available representative carbon pathways (RCPs) are: 15 
 16 
rcp2p6 (meaning RCP 2.6) 17 
rcp4p5 18 
rcp6p0 19 
rcp8p5 20 
 21 
And there are two future timeslices available for the non-baseline climates: 22 
 23 
2041_2070 (based on the 31 years around 2055/2056) 24 
2071_2099 (based on the 30 years around 2085) 25 
 26 
A simple trick here is to copy/paste the ones you want into the gcm_list variable and copy/paste 27 
the ones you are not using into the declaration of a variable that never gets used (e.g., 28 
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jjunk_to_ignore). Then, they will still be around when you want to use them another time and 1 
you do not have to search around for them. It is also usually more convenient than trying to 2 
comment out each individual line after you have moved them out of the variable that actually 3 
matters (in this case gcm_list). As you look through the script, you will notice (and/or 4 
accumulate) several of these junk variables containing values that were useful in the past and 5 
might be needed at some point in the future. 6 
 7 
In this case, we will use a baseline, roughly year 2000 climate, along with projections for around 8 
2055 from two different climate models under the RCP8.5 scenario. 9 
 10 
We are now getting close to defining the particular cases of interest which can be tailored to the 11 
particular crops we want to model. Depending on what we are doing, we may be interested in 12 
every pixel in the region we defined at the beginning, or we might only be interested in some of 13 
them. For example, if we are looking at where a crop might possibly be grown, we will look 14 
everywhere. But, if we are interested only in places where it is currently cultivated, then we will 15 
not want to waste time running DSSAT for all the other locations. To operationalize this sort of 16 
restriction, we need a raster that quantifies the relative importance of each location. The 17 
inspiration is a map showing how much area within each pixel is dedicated to a particular crop, 18 
along the lines of the Spatial Production Allocation Model (SPAM; http://mapspam.info). We 19 
then specify a threshold area that determines if the pixel is “important” enough to be included. 20 
Furthermore, we may wish to include nearby pixels to make sure that we get the full area that we 21 
are interested in. 22 
 23 
The minimum value for a pixel to be considered “important” and the number of neighboring 24 
pixels to include in any direction are set in the minimum_physical_area and growing_radius 25 
variables.  26 
 27 

 28 
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If we want all the pixels in the region, we simply build a raster that has a uniform value that is 1 
greater than the threshold everywhere.  2 
 3 

 4 
 5 
Now we come to the heart of the settings, the main_control_list. Here, we define the crop-like 6 
cases we are interested in. Each case goes on its own line and the values within the line are 7 
separated by tabs not spaces: the most common source of problems is putting spaces in directly 8 
or even inadvertently when copy/pasting. 9 
 10 
The columns go like this: 11 
 12 
Masking raster: this is the map to which the threshold and growing radius from the previous 13 
steps are applied. That is, we use this map to decide which pixels are worth considering. Usually, 14 
you will want this to be either deleteme_all (to try everywhere) or a SPAM physical area map 15 
reflecting where we think that crop is probably being grown. Version 3 of SPAM for 2005 is 16 
stored in a mapset called spam2005_v3. Each major crop has a four-character name and an 17 
additional letter indicating whether it is rainfed, irrigated, high-input rainfed, etc. For sorghum 18 
under all systems, the map name would be SORG.A_physical_area@spam2005_v3. The 19 
irrigated only would be SORG.I_physical_area and the rainfed only would be 20 
SORG.R_physical_area. 21 
  22 
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The crop codes for SPAM are (http://mapspam.info/methodology/): 1 
 2 
ACOF arabia coffee 3 
BANA bananas 4 
BARL barley 5 
BEAN beans 6 
CASS cassava 7 
CHIC chickpeas 8 
CNUT coconut 9 
COCO cocoa 10 
COTT cotton 11 
COWP cowpeas 12 
GROU groundnuts 13 
LENT lentils 14 
MAIZ maize 15 
OCER other cereals 16 
OFIB other fiber crops 17 

OILP oilpalm 
OOIL other oil crops 
OPUL other pulses 
ORTS other roots 
PIGE pigeonpeas 
PLNT plantains 
PMIL pearl millet 
POTA potatoes 
RAPE rapeseed 
RCOF robusta coffee 
REST rest of crops 
RICE rice 
SESA sesame seed 
SMIL small millet 
SORG sorghum 

SOYB soybeans 
SUGB sugarbeets 
SUGC sugarcane 
SUNF sunflowers 
SWPO sweet potatoes 
TEAS tea 
TEMF temperate fruit 
TOBA tobacco 
TROF tropical fruit 
VEGE vegetables 
WHEA wheat 
YAMS yams 
 
 
 

 
Notes: the second and third columns are used as human-readable notes that will appear in the 18 
filename, so you can remember what you intended to use the dataset for. Traditionally, these are 19 
used for the crop name and to designate rainfed or irrigated. 20 
 21 
Fertilizer rate: the fourth column is for the total nitrogen fertilizer application rate (elemental 22 
nitrogen in kg/ha). If different rates are desired in different locations, you can put in the name of 23 
a raster containing those values. So, if you are trying to replicate the current situation and have 24 
estimates for different countries, then you can put in a value like 25 
N_for_sorghum_RF_12aug13@DSSAT_essentials_12may11. On the other hand, if you want to 26 
try the same value everywhere (or are growing something like soybeans where you want zero 27 
everywhere), you can just put in a number and that value will be used across the board. 28 
 29 
Planting month: the fifth column is for the planting month map. Mechanically, this is the prefix 30 
which will get attached to the climate name to form the complete name of the planting month 31 
raster and will be looked for in the mapset defined in calendar_mapset. Like the fertilizer rate, if 32 
you want to use the same planting month everywhere, this can be directly specified using month 33 
numbers from 1 to 12. For the deltaPIKnov_from_daily climates, there are a few rule-based 34 
schemes already defined: 35 
 36 
gremlin_irrigated (despite its name) is appropriate for primary season rainfed and irrigated crops. 37 

It is based roughly on maize. 38 
gremlin_spring_wheat is for spring wheats, including those grown during the wintertime. 39 

Compared to “irrigated,” it has no precipitation requirements and requires cooler 40 
temperatures. This makes it a decent starting point for other cool-season crops like 41 
chickpeas. 42 

gremlin_winter_wheat is simply October in the northern hemisphere and April in the southern 43 
hemisphere 44 
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gremlin_potato_season_onset_full_24jun14_grown is based on rules developed by Rubi 1 
Raymundo in collaboration with experts from CIP. The rules have only been applied to a 2 
baseline climate, so under climate change the planting months are unchanged. 3 

 4 
Initial conditions: the last three columns are for the starting soil conditions, comprising initial 5 
soil nitrogen (kg/ha elemental nitrogen), root weight from prior activities (kg/ha), and surface 6 
residue weight (kg/ha). To save space, these are usually defined in their own variable and then 7 
just referred to. 8 
 9 
In the screenshot below, the initial conditions developed for use with wheat (and most other 10 
crops) are shown. Just like the fertilizer and calendar, you can use either a predefined raster or 11 
just specify a single value to be used across all locations. 12 
 13 

 14 
 15 
The variable that matters for the main control list is the one called main_control_list. The others 16 
that may or may not be present are likely junk variables storing settings from previous exercises, 17 
which might be useful again in the future or can be used as patterns to build a new set of runs. 18 
 19 
For our toy problem, we want to try several related cases. First, we will try a very simple 20 
approach. We will only look at pixels where SPAM thinks that sorghum production is probably 21 
occurring; so, we use SORG.A_physical_area@spam2005_v3 as the masking raster. We will use 22 
the planting month determined by the planting month rules: gremlin_irrigated. For fertilizer, let 23 
us look at high and low cases (nothing and 100 kg/ha). In order to tell them apart, we need to 24 
record the difference somehow in the notes columns. Arbitrarily, I have chosen to use two “crop” 25 
names: sorghum000 for the low input and sorghum100 for the high (the extra zeros are so that 26 
the filenames will be easier to read, being of similar length, and so that the default sorting of 27 
filenames will put them in a nice order in lists). For the other note, it is completely 28 



Mink documentation, 2017, Robertson  
 

72 
 

inconsequential, but we will look at rainfed, so that is recorded to remind us. Finally, we will 1 
stick with the “wheat_revised_initial” initial conditions. 2 
 3 
However, we also want to look at how important the planting month is. For these, we will try all 4 
months in all pixels. Thus, there are another 12 entries for the no fertilizer cases that use a single 5 
month (e.g., January) everywhere and another 12 for the high fertilizer cases. 6 
 7 
Furthermore, we can split these into two variables so that we can build them separately for 8 
reasons about to be explained. 9 
 10 

 11 
 12 
There remains one last option to set. In the real world, neighboring farmers often plant the same 13 
crop at different times. Furthermore, our knowledge of what happens in the real world is, at best, 14 
poorly represented in the planting month maps. Thus, it can be useful to try planting in a three-15 
month window around the target planting month. The month_shifter_list allows us to do this 16 
easily. A value of 0 means no shift; 1 means the month after the one in the original map (with 17 
December rolling over into January); and -1 goes the other way, meaning the month before. 18 
 19 
When specifying the month directly, it does not make much sense to use these offsets. So, for 20 
this toy example, we will want to build the datasets in two steps. First, with the 0,1,-1 offsets to 21 
use with the planting month raster; then, with only the 0 offset for the search over all the months. 22 
In order to do this, we first set the main_control_list to take its value from the 23 
rules_main_control_list and then put the three different offsets in the month_shifter_list. 24 
 25 
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 1 
 2 
Once all those myriad settings are chosen to our satisfaction, we need to save the script and make 3 
sure it is properly uploaded to the GISbox. The scripts for Mink are written so that all the 4 
settings are at the top and eventually you will find a bar of number signs or even a little message 5 
saying that “you should not have to change anything below here.” Of course, if you are curious, 6 
you can look below there to see how things actually work, but you, of course, should not have to 7 
change anything below there. 8 
 9 

 10 
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Having made sure the modified script is in the right place, we should run dos2unix on it just to 1 
make sure it is in the right format: 2 
 3 

 4 
 5 
Now, we need to be in GRASS before actually running the script. Recall that this is 6 
accomplished by running the command grass64 and then choosing the mapset you want. 7 
 8 

 9 
 10 
Once we are in, we can try to run the script the first time with just the two main_control_list lines 11 
having the planting month rasters and three offsets. 12 
 13 
  14 



Mink documentation, 2017, Robertson  
 

75 
 

When we actually go to run it, we will type it in like this. Notice that we changed directories into 1 
the mink_GIS_scripts directory before running GRASS itself. 2 
 3 

 4 
 5 
Hitting Return, we start to see things like: 6 
 7 

 8 
 9 
  10 
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And finally, it finishes, apparently without error. 1 
 2 

 3 
 4 
Now, we go back and switch the main control list (we simply have the main_control_list pulled 5 
from the monthly_main_control_list rather than the rules_main_control_list) and modify the 6 
shifter list. 7 
 8 

 9 
 10 
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And now, we run again. It is usually a good idea to clear the screen and any scrollback buffer in 1 
your terminal window before running something. That way if something goes wrong, you can 2 
easily start at the beginning of the messages and not get confused by previous runs. The 3 
command to clear the screen is simply clear, while clearing the scrollback is done on your local 4 
machine. In PuTTY, this is found in the menu. You can click on the upper-left corner icon (or if 5 
you customized it as recommended at the beginning of the manual, hit Alt-Space) and click on 6 
“Clear Scrollback” or hit “l” for the keyboard shortcut. 7 
 8 

 9 
 10 
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 1 
 2 
What does the build dataset script really do? Obviously, it builds a series of giant datasets as text 3 
files, as defined by all the settings we just went through. Specifically, it has a set of nested for-4 
loops: over the climate scenarios, over the crop cases from the main control list, and over the 5 
monthly shifters. 6 
 7 
It builds up a list of all the climate maps needed (monthly and annual averages for sunshine, 8 
precipitation, rainy days, high and low temperatures, and a sense of the annual temperature 9 
swings). 10 
 11 
It builds up a mask to choose which locations are worth modeling based on the specified raster, 12 
threshold, and growing radius. If the desired resolution is coarser than the specified raster, then 13 
the specified raster needs to be coarsened via summation to make sure that we get the appropriate 14 
coverage. That is, a new raster is made where the values are the sum of the finer-grained values 15 
that fall inside the footprint of the new/larger pixels. This way, if there are a few scattered 16 
locations that should be modeled, but are not directly under the center of the big pixels, they will 17 
still be chosen by the threshold. Of course, they may not be well modeled because they will be 18 
represented by the characteristics directly under the bigger pixel. This is especially obvious in 19 
coastal regions where the center of the big pixel falls in the ocean: the pixel cannot be modeled at 20 
all due to lack of a soil type, for example; so a few small pixels for which  we would like a yield 21 
will not be covered unless we move to a higher resolution. On the other hand, if the desired 22 
resolution matches or is finer than the specified “importance” raster, then the mask will be built 23 
at the finer resolution using a pin-prick (or “nearest neighbor”) approach. 24 
 25 
Then, the fertilizer and initial conditions values or rasters are copied into temporary rasters. 26 
 27 
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Finally, the planting month raster is built up from the requested value or raster and then adjusted 1 
by the monthly shifter and checked for wrapping across December/January. 2 
 3 
At last, all the preparations are done and the exporting begins. A purpose-written GRASS 4 
module goes through each pixel in the region and checks if all the maps have non-missing values 5 
and writes them down in text files. 6 
 7 
Now, let us look at the files themselves. Since they are the inputs for the program that will run 8 
DSSAT on the cluster, they are found in the to_DSSAT directory. 9 
 10 

 11 
 12 
Each dataset has seven files associated with it, all of which begin with the same, roughly self-13 
documenting, name. The name itself consists of the various elements we have just seen in the 14 
script. First, there is the magic name. Then the planting month rule (in this case, the first one is 15 
month #10) along with the climate case (deltaONpikNOV_base_2000) and the monthly offset (p 16 
meaning plus, so p0 means no offset; pn1 means “plus negative one” to avoid the use of a minus 17 
sign in the name). Finally, there are the two notes for the intended crop name and water source. 18 
 19 
  20 
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The seven individual text files go like this: 1 
 2 
The actual data is stored in the *_data.txt file. There is a header file for it with the number of 3 
rows and columns and delimiter to make it easy to read: that is, the *_data.info.txt file. The 4 
*_data.txt file has many numbers on each line, so the *.cols.txt file lists them out in case you 5 
need to figure out what they mean. 6 
 7 

 8 

 9 
 10 
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The pixel-level geographic information is stored in the *_geog.txt file. Each line is a pixel and 1 
matches up with the line in the *_data.txt file. The values are the row and column (within the 2 
geographic region; numbering starts at 0) and the latitude and longitude of the center of the 3 
pixel. The *_geog.info.txt has the header file information about the geography file. 4 
 5 

 6 
 7 
The regional-level geographic information defining the region as a whole is stored in the 8 
*_header.txt file. It is simply the header portion of an Arc-ASCII format raster, but uses a lot of 9 
decimal places to try to minimize rounding errors. 10 
 11 

 12 
 13 
  14 
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Finally, since we may not remember everything that the magic name is supposed to represent, 1 
the *.provenance.txt should contain everything you need to reproduce what you did. Here are 2 
views of the top, middle, and bottom. Hopefully, you can recognize the various settings. 3 
 4 

 5 
 6 

 7 
 8 
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 1 
 2 
Now, we need to copy these files over to the cluster so they can be used to actually run DSSAT 3 
and obtain the yields. The program scp does this nicely for us. It can be used to copy things 4 
between computers in either direction. The command goes like scp 5 
username@one_computer:files_to_copy username@other_computer:place_to_put_them. If 6 
you are copying to or from the computer you are on, you can omit the user and computer name 7 
(of course, in that case, you would probably just use cp rather than scp). The first time you do it, 8 
you may need to assure the security that you really want to. Then type in your password. 9 
 10 

 11 
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 1 
 2 
Now it is time to consider the DSSAT side. 3 
  4 
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The DSSAT Side 1 
 2 
The DSSAT side resides physically on a cluster of Linux computers. The cluster itself consists of 3 
a computer connected to the outside world known as the head node, a router or switch isolated 4 
from other connections, and several computers known as compute nodes, which are connected to 5 
the switch. The head node has two network cards: one to the outside work and one to the internal 6 
network of the cluster. When you log into the cluster, you are really logging into this head node, 7 
which is then used to control the other computers as needed. 8 
 9 
DSSAT/Cluster directory structure and contents 10 
 11 
The scripts for Mink are kept in a directory called Mink3classic. Since there are several clusters 12 
we might eventually have access to, we append a name for the cluster onto the end to cut down 13 
on confusion: so, Mink3classic_ifpri. In that directory, you should see something like this: 14 
 15 

 16 
 17 
The actual_program_real4.6_latest directory contains DSSAT itself, along with all the helper 18 
files it needs. The most important of these are the cultivar, ecotype, and species files, as well as 19 
the soil profile definitions. 20 
 21 
The directory from_GRASS has already been used: it is where copies of the input datasets 22 
generated by the GRASS scripts are stored. Essentially, it is a mirror of to_DSSAT on the 23 
GISbox. The to_GRASS directory contains the results after a successful crop modeling run and 24 
matches up with the from_DSSAT directory on the GISbox. 25 
 26 
Since we usually have many different cases with many pixels each, we want to parallelize 27 
execution, which is easily accomplished by breaking the full datasets into chunks. Each chunk is 28 
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run on a different processor in the cluster. When the input datasets are broken up into chunks, 1 
they are stored in chunks_from_GRASS until they have been successfully used. The partial 2 
results coming out of those chunks are stored in chunks_to_GRASS. Once all the chunks have 3 
finished running, they are reassembled into the full-size datasets, which are stored in the 4 
to_DSSAT directory. 5 
 6 
While each individual chunk is running, various bits of information are written to the screen. Or 7 
rather, they would be written to the screen, but instead are redirected to log files stored in the 8 
logs directory. When something goes wrong, this is the first place to look for hints as to what the 9 
problem might be. 10 
 11 
Control of DSSAT is accomplished primarily through the so-called X-file or fileX. Mink uses 12 
the seasonal mode and hence, SNX files. However, each pixel will need slightly different 13 
controls reflecting the desired planting dates, fertilizer amounts, etc. The solution is to employ a 14 
template SNX-file with special search-and-replace codes embedded, which are replaced with the 15 
values appropriate for that location. The templates are stored in the SNX_files directory. 16 
 17 
The staging_area contains the temporary scripts and initialization files that are created at the 18 
beginning of a set of runs. If the particular chunk of data they are associated with completes its 19 
DSSAT runs successfully, the script and initialization file are cleaned out along with the chunk 20 
in the chunks_from_GRASS directory. 21 
 22 
The wrapper script, helpers, and starting the data list 23 
 24 
Besides the directories, there are also several scripts. Likely, your directory will eventually have 25 
more than just the scripts shown here, many of which contain settings for runs made in the past 26 
and can be used as patterns when setting up new runs. 27 
 28 
The first two scripts of interest contain general settings. There are a large number of program 29 
names and directory paths that are needed by the scripts. These are stored in 30 
default_paths_etc.sh and should not need to be modified except to choose which “queue” to use. 31 
The second is called some_settings_46.sh and contains just that: a collection of settings and 32 
controls for the gridded crop modeling process that are applied across the board to all cases in a 33 
particular batch of runs. We will go through that file in detail a bit later. 34 
 35 
  36 
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Finally, there are several scripts that begin with mink3classic_ that work together. The one we 1 
need to concern ourselves with is mink3classic_wrapper_46.sh. The script can be run in two 2 
ways. The first way sets everything up, breaks the data up into chunks, and actually runs 3 
DSSAT. The second way puts all the chunks back together after they are done running. This is 4 
explained in the if/then statement, which checks to see if you gave the script an argument on the 5 
command line. If you used the word “run”, then it will run DSSAT. Any other word and the 6 
script will try to put the pieces back together. If you do not provide an argument, it will show 7 
you an error message to remind you. 8 
 9 

 10 
 11 
The approach here should feel a little familiar since it follows the same logic as the “build 12 
dataset” script on the GISbox. We start with the magic_code as a name to distinguish this 13 
particular choice of settings from other choices. You will shortly see how many tiny details there 14 
are that cannot be sensibly squeezed into the filenames. Let us choose a name like 15 
CHADEXAMPLE. The convention is to use all or mostly uppercase letters. Usually, you are not 16 
doing too many fancy things, so there will be only one set of these runs for each input dataset. If 17 
that is the case, the simple thing to do is to use the same word as the input magic code, but in all 18 
uppercase letters. In any case, you should not use anything that is likely to appear elsewhere in 19 
the name (like the straight crop name or “rainfed”). 20 
 21 
Next, we must choose how many chunks to break each case into. A good value for 22 
chunks_per_case is usually determined via trial and error. No matter what you choose, the runs 23 
will get done, but the load balancing may be poor (with too few, and hence too big, chunks) or 24 
the computers may spend all their time moving things around and starting up and finishing rather 25 
than actually working (with too many, and thus too tiny, chunks). 26 
 27 
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While building the input datasets, we already chose a monthly offset from the target planting 1 
month. But, we might like even finer control. Mink will start the planting window and/or force 2 
planting on the first day of the specified planting month (depending on how the SNX-template is 3 
set up). To use a different planting date, we set the plantingDateInMonthShiftInDays variable. 4 
For no shift (i.e., base things off the first day of the month), we use a value of 0; later dates use 5 
positive values (without the plus sign, of course); for earlier dates, we can use negative values, 6 
for example, -7 to move things up by a week. Just as the planting month shifter found its way 7 
into the input data filename as p0 or whatever, this daily offset will be put into the output data 8 
filename as, say, dn7. 9 
 10 

 11 
 12 
With the easy stuff out of the way, we now turn to the more tedious part: deploying the many 13 
input datasets created on the GIS side. They go in the start_readable_data_list, which has an 14 
additional four columns. 15 
 16 
  17 
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This list can easily end up being very long as we try many different things in the course of 1 
investigating a problem. Thus, it is often convenient to put the details in a separate file, which is 2 
then read in so that we can use its information without cluttering the main script. The command 3 
source (or a single dot as a shorthand) followed by the filename will effectively insert the 4 
contents of the other file at that point. Perhaps, we can start a convention where we put 5 
start_readable_data_list-s in files beginning with SRDL_helper_: 6 
 7 

 8 
 9 
Then, we can create and edit a file called SRDL_helper_chadexample.sh. In it, we will define a 10 
new variable or two that we can refer to in the mink3classic_wrapper_46.sh script and tell it to 11 
use those new variables as the start_readable_data_list. 12 
 13 
But first, let us quickly consider the different columns before going through each carefully. The 14 
columns (tab delimited, of course) for the start_readable_data_list are: 15 
 16 
Input data files base name: this is the base name from the datasets built in GRASS. That is, the 17 
name without the _data.txt or any of that. This becomes part of the output dataset filename. 18 
 19 
SNX-file template: which file from the SNX_files directory should be used for this case. This 20 
(without the SNX) becomes part of the output dataset filename. 21 
 22 
Fertilizer scheme: in the GIS side, we defined the total amount of fertilizer to be applied. 23 
However, that total amount needs to be allocated through the growing season somehow and the 24 
details of timing will differ from location to location. The rules for deciding when and how to 25 
split up the fertilizer applications are implemented in small Java programs (more properly 26 
“classes”). The word entered here selects which of these schemes will be used to build the 27 
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fertilizer block inserted into the SNX file prior to running DSSAT. This does not become part of 1 
the output dataset filename. 2 
 3 
Atmospheric carbon dioxide concentration in ppm: this value is used in the environmental 4 
modifications block of the SNX-file to set a constant carbon dioxide concentration for the 5 
growing season. This becomes part of the output dataset filename. 6 
 7 
Irrigation scheme: similar to the fertilizer scheme, it can be necessary or desirable to define 8 
rule-based irrigation schemes. Flooded, irrigated rice is the most prominent example of this. This 9 
does not become part of the output dataset filename. 10 
 11 
Let us now build up an example of the start_readable_data_list, beginning back at the first 12 
column with the input data file base names. We can do a little trick to get a list of these to avoid 13 
so much copying and pasting, backspacing, and typing. First, we need to pick only one out of the 14 
seven files in each bundle. A convenient one to choose is the .cols.txt file: in the from_GRASS 15 
directory, we will do something like “ls chadexample*.cols.txt”. But then we want to strip off the 16 
.cols.txt part from each filename. We can do this using the “stream editor” called sed. The sed 17 
program will go through line by line and do something that you tell it to. In this case, we want to 18 
search for “.cols.txt” and replace with nothing at all. (Note that it can be convenient to have 19 
multiple terminal windows open so that you can get file listings out of one while using another 20 
for running and yet another for editing.) The full command (and looking at only the first few 21 
lines) will look like this, if we want to get just the baseline climate cases: 22 
 23 

 24 
 25 
  26 
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Let’s copy these into our helper script SRDL_helper_chadexample.sh and put them inside a 1 
variable definition. 2 
 3 

 4 
 5 
Obviously, the downside to self-documenting filenames is that they get to be so long that they 6 
fill up entire lines and even more. To keep this first example simple, we are only looking at six 7 
cases: a single baseline climate with the rule-based planting months split up with the 8 
combinations of two fertilizer cases and the three planting month shifts. 9 
 10 
Interlude on X-file templates 11 
 12 
Now we move on to the SNX-file template. There are some ready-made templates that can be 13 
used directly or as a pattern for writing new ones. Here are some of the sorghum SNX-files: 14 
 15 

 16 
 17 
The templates are stripped down to the bare minimum of information needed to get DSSAT to 18 
run. Anything that DSSAT requires to be present, but does not necessarily use, is filled in with 19 
negative ninety-nines. We use a single definition for everything: one cultivar, one field, one 20 
treatment, etc. If you want to try something different, make a new copy with a different name 21 
and make the changes you want. 22 
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Let us examine the first rainfed file: sgK001RF.SNX. Notice the single everything in the 1 
treatments section. Since this is intended to be a rainfed situation, notice that MI is set to 0 along 2 
with the residues, chemicals, tillage, and harvesting since they are not used. The TNAME 3 
(treatment name) is immaterial except that it should NOT contain any spaces (which may 4 
mess up reading the results file). 5 
 6 

 7 
 8 
In this case, the crop has been chosen as sorghum and the variety as GF0006 (CSM-63 as 9 
calibrated by Piara Singh for use in the Global Futures investigations). Of course, for this to 10 
work, the variety has to be listed in the appropriate cultivar file in the 11 
Mink3classic/actual_program_4.6_latest/ directory. 12 
 13 
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 1 
 2 
In the FIELDS block, nothing needs to be set. The “wwww” and “ssssssssss” are placeholders 3 
which Mink will replace with the name of the weather filename and soil profile name that are 4 
appropriate for that pixel. The ID_FIELD (field name) is immaterial except that it probably 5 
should NOT contain any spaces to avoid problems when reading the results. 6 
 7 

 8 
 9 
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The soil initial conditions (for nitrogen and water) and soil analysis blocks (for nitrogen again 1 
and soil organic carbon) are generated on the fly and put in where the fairly obvious placeholder 2 
is. That process is non-trivial. If the moisture content for any layer is initialized outside of ranges 3 
defined by the upper and lower limits in the soil profile definition, DSSAT will default to 4 
complete saturation (which is clearly not ideal for arid locations). Thus, the soil and each layer 5 
thereof has to be considered when initializing the moisture. The initial soil nitrogen needs to be 6 
distributed across the top few soil layers in a way that adds up to the total amount defined in the 7 
input dataset. The initial residues and root mass are also placed in the appropriate places. 8 
 9 
The soil analysis block breaks up the organic carbon (defined by the soil profiles) into stable and 10 
unstable/labile portions for each layer. Or, more properly, it specifies the total organic carbon 11 
(which in this case is pulled from the soil profile definition) and how much of that is the stable 12 
portion. 13 
 14 

 15 
 16 
The determination of how much of the organic carbon in each layer should be stable is controlled 17 
by the text file called StableCarbonTable.txt whose values were roughly extracted from Basso, 18 
B., O. Gargiulo, K. Paustian, G. Robertson, C. Porter, P. Grace, and J. Jones. 2011. "Procedures 19 
for Initializing Soil Organic Carbon Pools in the DSSAT-CENTURY Model for Agricultural 20 
Systems." Soil Sci. Soc. Am. J. 75: 69-78. The first column is the greatest depth for which that 21 
line is appropriate. The second column gives the stable fraction for clay, the third for loam, and 22 
the last column for sandy soils. 23 
 24 
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 1 
 2 
Next up are the planting details. There is a search-and-replace code for the planting date (ppppS). 3 
The values that need to be updated are for the planting density (PPOP [planted] and PPOE [at 4 
emergence], plants per square meter), planting method (PLME; common values are S=direct 5 
seed, T=transplants [e.g., rice]), plant distribution (PLDS; R=rows, H=hills, 6 
U=uniform/broadcast), row spacing (PLRS; in centimeters), row direction (PLRD; degrees, 7 
0=north/south), and planting depth (PLDP, in centimeters). When dealing with root crops like 8 
potatoes or cassava, the planting weight (PLWT) and sprout length (SPRL) are important. When 9 
transplanting rice, the age of the seedlings (PAGE) and the environment of the nursery (PENV, 10 
degrees C) should be set. And, finally, PLPH is the number of plants per hill. 11 
 12 

 13 
 14 
For fancy irrigation schemes, the placeholder is “___place irrigation here___”. For rainfed 15 
conditions or automatic irrigation, we just need a placeholder. Since we do not want or need the 16 
automatically generated block, the placeholder needs to be commented out. But then, Mink 17 
would still see the single-line placeholder and might replace it with a long block of text. Most 18 
importantly, the comment character would only apply to the first line of this multi-line block. 19 
Thus, if we leave the placeholder there (to remind us of what to do if we use this as a starting 20 
point for another template in the future), we need to modify the placeholder slightly so that it is 21 
not recognized by Mink. 22 
 23 
  24 
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A similar placeholder marks where the fertilizer block will be inserted. 1 
 2 

 3 
 4 
The carbon dioxide concentration is automatically inserted into the environmental modification 5 
block. The code “iiiiS” represents the initialization date for the run (which will be a little while 6 
before the intended planting date). The carbon dioxide code is “co2p”; the first character (R) tells 7 
DSSAT to replace whatever it was going to use with this value. For the other weather 8 
characteristics, we are simply adding 0 to keep them the same. (EDAY adjusts the day length in 9 
hours. ERAD is for sunshine in megajoules per square meter per day. EMAX and EMIN are for 10 
the high and low temperatures for the day in Celsius. ERAIN is for rain/precipitation in 11 
millimeters. EDEW is for dewpoints. EWIND is for wind in kilometers per day.) 12 
 13 
  14 
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Harvesting details appear next. Usually, we simply harvest at maturity and this block is merely a 1 
placeholder to keep DSSAT happy. 2 
 3 

 4 
 5 
However, for some crops, we will need to put something real in the harvesting block and turn it 6 
on at the top in the treatments section. Two of the crops where this is mandatory are potatoes and 7 
cassava. Potatoes are relatively straightforward and you can use days after planting (D under 8 
HARVS in the MA/MANAGEMENT section of the simulation controls block) for the harvesting 9 
date (HDATE). Cassava is more finicky and does not like to do days after planting. (Sugarcane 10 
also seems to work best using the cassava approach about to be outlined.) In this case, we put in 11 
“hhhhh” for the search-and-replace code and R for recorded date in the simulation controls. 12 
Later, when we go through the some_settings_46.sh, there will be a variable called 13 
optionalHarvestInterval that says how many days after planting you want to allow until 14 
harvesting. Mink will then do the arithmetic to directly compute the appropriate date and write it 15 
in the SNX-file. 16 
 17 
  18 



Mink documentation, 2017, Robertson  
 

98 
 

Finally, there are all the very long lines of the simulation controls. 1 
 2 

 3 
 4 
Under the general controls, “nnnnn” is a code that will be replaced by how many fake years to 5 
run. The initialization date code (iiiiS) has already been seen within the environmental 6 
modifications block. The random seed will be put where the code “rrrrr” is sitting. 7 
 8 
One value which should be checked is the PHOTO (photosynthesis approach). My understanding 9 
is that for most crops (e.g., CERES models like maize, wheat, and sorghum) the choice should be 10 
C (canopy curve [daily]), while for the CROPGRO family, the choice should be L (leaf 11 
photosynthesis response curve [hourly]). 12 
 13 
In order to handle soil organic carbon, under MESOM we use P for the Century/Parton options. 14 
 15 
Under management, different dates are specified in different ways. Planting (PLANT) is on a 16 
recorded date (R; the correct one being computed by Mink and put in the right places). 17 
Automatic planting is also possible using the “A” code and then checking the thresholds in the 18 
planting line in the automatic management block. In that block, you will notice the “ppppS” and 19 
“ppppE” search-and-replace codes where Mink will put the appropriate dates. When setting up 20 
automatic planting, you should note that automatic planting is not allowed under “happy 21 
plant” simulation, since the whole water accounting part is turned off. Happy plant runs 22 
(with water and nitrogen stress turned off) are important because Mink uses their results to 23 
inform when to apply fertilizers. But, happy plant requires specifying a particular planting date, 24 
which Mink arbitrarily sets as the beginning of the requested planting window. Hence, the happy 25 
plant yields and phenology will be similar to, but not cleanly in one-to-one correspondence with 26 
the fully stressed “real” runs. Furthermore, if automatic planting is used, but the appropriate 27 
conditions never occur within the designated planting window, planting is aborted and DSSAT 28 
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moves on to the next year. A relatively new feature in DSSAT 4.6 is the “F” code meaning 1 
“force planting” on the last day of the planting window, if no previous suitable planting date was 2 
found. 3 
 4 
Since this is a rainfed case, irrigation (IRRIG) is set to “N”. Automatic irrigation can be 5 
employed by using the “A” code and setting up the irrigation line in the automatic management 6 
block. For fancy irrigation schemes like flooded rice, which will require a real irrigation block to 7 
be created on the fly by Mink, several changes are needed. The MI in the treatments block must 8 
be set to “1”; the irrigation placeholder needs to be put in properly (“___place irrigation 9 
here___”) and IRRIG set to “R” for recorded date. And, of course, the irrigation scheme needs to 10 
be implemented and integrated into Mink. 11 
 12 
Fertilizers (FERTI) should be “D” for days after planting. 13 
 14 
Harvesting (HARVS) should usually be done at maturity (M). Or else, as previously noted, in the 15 
explicit harvest block, the harvesting date should be marked as “hhhhh” for the search-and-16 
replace code and R (for recorded date) here in the simulation controls. And again, when we go 17 
through the some_settings_46.sh, there will be a variable called optionalHarvestInterval , 18 
which says how many days after planting you want to allow until harvesting. Note that when 19 
using the optionalHarvestInterval, the same specified interval will be used for every location. 20 
 21 
Finally, the only output needed is the summary (SUMRY) set to “Y”; all others should be “N” to 22 
save time. However, if the OVVEW is changed to “Y” and the crop happens to be one that has 23 
been hardcoded into Mink (currently: maize, beans, peanuts/groundnuts, potatoes, rice, sorghum, 24 
soybeans, wheat, and chickpeas), Mink will attempt to parse it and keep track of the stress 25 
indices (water/photosynthesis, water/growth, nitrogen/photosynthesis, and nitrogen/growth) for 26 
each growth stage. 27 
 28 
  29 
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Continuation of the wrapper script, rest of the data list 1 
 2 
We can now return to building the start_readable_data_list by putting an SNX-file template onto 3 
each line. Remember to use tabs rather than spaces between the different columns of 4 
information. Also, use the whole filename, including the .SNX part. 5 
 6 

 7 
 8 
The third column is for the fertilizer scheme. At the present time, there are several available 9 
rules. Most of them are based on supplied values for the approximate days to flowering and days 10 
to maturity (which are determined on the fly from “happy plant” runs done immediately prior to 11 
the full stress runs and using the same weather data). All of them are based on using urea 12 
(FE005) for the first application using a broadcast/not-incorporated method (AP001) with the 13 
depth specified as 1 cm. Any subsequent application also uses urea (FE005), but applied via 14 
broadcast/incorporated (AP002) at a depth of 5 cm. 15 
 16 
allAtPlanting: exactly what it says: the entire amount is applied on day #1. This is often 17 

appropriate for maize. 18 
cotton: up to 34 kg/ha on day #1. If any amount remains, it is applied on day #17. 19 
groundnuts (uses a generic legume scheme): up to 20 kg/ha applied on day #1. Any remaining is 20 

applied on day #45. 21 
maize: if less than 20 kg/ha, all on day #1. Between 20 and 100 kg/ha, 20 goes on day #1 with 22 

the remainder applied halfway between planting and flowering. Between 100 and 200 23 
kg/ha, 30 goes on day #1, the rest is split into three applications, which are applied one-24 
third of the way through the time period, two-thirds of the way, and at the end of the time 25 
period (which is defined as running from 10 days after planting to 10 days before 26 
flowering).  Above 200 kg/ha is the same as the 100–200 scheme, just split into four 27 
additional applications rather than three. 28 



Mink documentation, 2017, Robertson  
 

101 
 

potatoes: half on day #1 and the other half on day #31. 1 
potatoes2: half on day #15 and the other half on day #40. 2 
potatoes3: the best choice so far for potatoes. The idea is to allow up to 100 kg/ha in each 3 

application and to space applications 20 days apart until the fertilizer is exhausted. For 4 
overall rates less than 200 kg/ha, the total is split into two equal applications on days #15 5 
and #40. Above 200 kg/ha, the first two applications are still on days #15 and #40, but 6 
each get 100 kg/ha. After that, every 20 days another 100 kg/ha are applied until no more 7 
fertilizer is left (the last application will be less than or equal to 100 kg/ha in order for the 8 
total to add up to the requested amount). For example, a 450 kg/ha total would be applied 9 
as day #15:100 kg/ha, day #40:100 kg/ha, day #60:100 kg/ha, day #80:100 kg/ha, day 10 
#100: 50 kg/ha. 11 

rice: up to 20 kg/ha, all on day #1. From 20 to 100 kg/ha, 40% on day #1 and the rest halfway 12 
between planting and flowering. Above 100 kg/ha, 60 kg/ha on day #1 and the rest split 13 
into two applications: one halfway between planting and flowering and the other 10 days 14 
before flowering. 15 

soybeans (uses a generic legume scheme): up to 20 kg/ha applied on day #1. Any remaining is 16 
applied on day #45. 17 

threeSplitWithFlowering: intended as a better plan for maize, the total application is split into 18 
thirds. The first goes on day #1, the second on day #31, and the remainder 5 days before 19 
flowering. 20 

middleHeavyThreeSplitWithFlowering: intended as a better plan for rice and similar to 21 
threeSplitWithFlowering but with significant differences.  Day #1 receives 20% of the 22 
total amount to be applied. The middle application occurs on day #(25/67 × [days to 23 
flowering - 5]). That is, it is patterned after a case where the second application came at 24 
day #25 when anthesis occurred after 67 days. To make sure we err on the early side, we 25 
cut 5 days off of whatever flowering date is supplied. This heavy middle split receives 26 
50% of the total application. The final application occurs at the magical 5 days prior to 27 
anticipated flowering and comprises whatever is left (that is, 30% plus or minus rounding 28 
errors). 29 

wheat: this does not work well for winter wheat, and not that well for spring wheat. Below 30 30 
kg/ha, it is all applied on day #1. Between 30 and 100 kg/ha applies 10 kg/ha on day #1, 31 
one third of the remaining amount 10 days before flowering, and the remainder 10 days 32 
before maturity. Between 100 and 200 kg/ha, it is the same except 30kg/ha is applies on 33 
day #1. Above 200 kg/ha, one-quarter goes on day #1. Considering the remaining amount 34 
(75% of the total requested), a quarter of that (i.e., 0.25 × 0.75 × requested = 0.1875 × 35 
requested) is applied 10 days before flowering. Another application of the same size 36 
happens 10 days before the halfway point between flowering and maturity. Finally, 37 
whatever is left over (37.5% of the original request) goes on 10 days before maturity. 38 

winter wheat: strangely, this one also works the best for spring wheat. Up to three applications, 39 
depending on the total amount desired. 30 kg/ha or less are applied in a single application 40 
on the day #1. Rates between 30 and 100 kg/ha are split into three applications: 30 kg/ha 41 
on day #1, the remainder split evenly between the second and third. Above 100kg/ha, the 42 
first application is 80 kg/ha with the remainder split evenly. For these variations, the 43 
timing of the second and third applications are determined by a semi-arbitrary fraction of 44 
the time between planting and flowering. The second application date is (150/230 × days-45 
to-flowering) while the third application date is (210/230 × days-to-flowering). The 46 
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fractions were devised based on planting in September, additional fertilizer in February 1 
and April, and harvesting around July. 2 

zeroItOut: exactly what it says: no matter how much is actually requested, apply 0 kg/ha. The 3 
point of this is as a check for help in debugging, validating, or comparing the effect of 4 
other fertilizer schemes. 5 

 6 
Let us use allAtPlanting for our sorghum runs. 7 
 8 

 9 
 10 
  11 
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Next we need to choose an atmospheric carbon dioxide concentration. For baseline/historical 1 
type climates, this is fairly straightforward: pick a value around 370 parts per million (ppm). The 2 
semi-official value for year 2000 used by the climate models is 369ppm; year 2005 is at 379ppm. 3 
Future climates are a little bit more complicated. The concentrations used by the climate models 4 
are wrapped up in the particular scenario. For example, future climates for 2055 under the 5 
RCP8.5 scenario would have a value between 540 and 605ppm 6 
(http://tntcat.iiasa.ac.at:8787/RcpDb/dsd?Action=htmlpage&page=compare then look under 7 
climate indicators/concentration/CO2 concentration). 8 
 9 

 10 
 11 
  12 
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Of course, the choice of concentration depends on your feelings about carbon dioxide 1 
fertilization and the crop models’ abilities to accurately represent it. Since these first few cases 2 
are all for historical type conditions, we can use 379 without much controversy. 3 
 4 

 5 
 6 
The last setting is the irrigation scheme. For rainfed cases, the value does not matter at all (since 7 
the placeholder for the irrigation block will be omitted from the SNX template) and invalid 8 
choices default to “none.” Currently, there are only three real irrigation schemes defined. 9 
 10 
maize, wheat, soybeans, groundnuts, potatoes, sorghum, cotton, and cassava: these all use the 11 

“none” irrigation scheme that simply generates a completely missing values irrigation 12 
block. This is appropriate for rainfed or automatic irrigation situations. 13 

rice: generates a long, complicated irrigation block that handles the bund, puddling, water depth, 14 
and drainage. Since some of these operations must occur before planting, the irrigation 15 
treatment must be set to 1 and the simulation control for irrigation set to R for recorded 16 
date. Specifically, for each fake simulated year, the block defines the following events. 17 
Three days before planting, the constant flood depth is set to 5 mm (IR011), the bund 18 
height is set at 20 mm (IR009), the percolation rate is set at 2 mm/day (IR008), and 19 
puddling is requested (IR010). Three days after planting, the flood is raised to 30 mm 20 
(IR011) along with the bund to 100 mm (IR009). Seven days after planting, the flood is 21 
raised again to 50 mm (IR011) and the bund height climbs to 150 mm (IR009). At 22 
approximately the end of the season (230 days), the paddy is drained by dropping the 23 
flood to 0 mm (IR011). 24 

unfloodedrice: generates an irrigation block that simply builds a paddy, but never floods it. 25 
Specifically, on the planting day the bund height is set to 20 mm (IR009), a single flood 26 
of 20 mm of water is put on the field (IR003), puddling is requested (IR010), and the 27 
percolation rate is set at 2 mm/day (IR008). The day after planting the bund height is 28 
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raised to 150 mm (IR009). But the water is never turned on. The idea is that rain water 1 
will be caught unless/until it overflows the bund, but we are not going out of our way to 2 
maintain a particular depth of water. 3 

 4 
Since we are considering rainfed sorghum for our toy problem, we will put in “sorghum”, which 5 
will be interpreted as nothing special. 6 
 7 

 8 
 9 
We are now nearly ready to actually run DSSAT. However, there are many other cases we wish 10 
to run: the future climates as well as all the single planting month cases. That means a large 11 
amount of copying and pasting. Rather than risk mistyping or skipping something, we can do 12 
things programmatically. 13 
 14 
The bash shell we are using in Linux has several features we can exploit to make this easier. 15 
First, there is the command echo which simply prints things to standard output (otherwise known 16 
as the screen). We can use it to see the value stored in a variable. For example: 17 
 18 

 19 
 20 
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There is also a way to run a command and have it put whatever came out of that command in 1 
something else. There are two ways. The official way is to put the command inside $() while the 2 
old-fashioned way is to use back-ticks (on many keyboards, it is on the same key as ~). The 3 
“right” way is better because you can nest them inside each other whereas using the back-ticks 4 
may not nest and even if they do, you will have difficulty keeping everything straight. But, just 5 
like a graphical user interface makes easy things very easy, so do the back-ticks make simple 6 
substitutions look nice. 7 
 8 

 9 
 10 
I personally like the look of the old-fashioned way better, but obviously it does not really matter. 11 
 12 
Also, note that in the previous screen shot, that in the last echo command, the word “the” had a 13 
dollar sign in front of it. It should have been “The”. However, notice what happened: the shell 14 
interpreted it to mean that the value stored in the variable called “the” should be inserted at that 15 
point. Since we had not defined any such variable, the shell acts as if it were empty. Hence, the 16 
output showed nothing, then a space and then the word “current”. 17 
 18 
We can take advantage of this command output capturing capability along with echo and sed to 19 
build up the giant list in a way that can be more easily checked for mistakes. 20 
 21 
First, we need some of the basic input dataset names (which run off the screen, so this shows the 22 
first portion). 23 
 24 



Mink documentation, 2017, Robertson  
 

107 
 

 1 
 2 
These are the fundamentals. Remember that in the GIS step, we built input datasets for three 3 
climates (base_2000, hadgem2_es_future, and miroc_esm_chem_future) along with two 4 
fertilizer rates (000 and 100). What is listed here are all the planting month choices. Let us copy 5 
these into a new variable in our helper script. 6 
 7 

 8 
  9 
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Now, we will always be using allAtPlanting for the fertilizer scheme and sorghum for the 1 
irrigation scheme. To keep things simple, let us be pessimistic about carbon dioxide fertilization 2 
and always use 379 ppm. But, we will probably want to try several different varieties. So, let us 3 
put a placeholder (ZZRF.SNX) for the SNX-file template. 4 
 5 

  6 
  7 
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We then do this for each line in that collection of cases. 1 
 2 

 3 
 4 
Now, we are ready to build the full list programmatically, instead of doing massive amounts of 5 
typing (although, we already have done quite a bit of typing). First, let us make a new variable 6 
that will have all three climates represented. To start, we need a copy of what we already have, 7 
since that is the baseline case ($chadexample_single_case). Then, we need another copy for each 8 
climate case with the base_2000s replaced by the detailed name. While there are certainly other 9 
ways to accomplish this task, let us use echo and sed. Notice that the whole thing will be 10 
contained inside the back-ticks, so that the command will be executed and whatever comes out of 11 
the standard output will get written down in that spot. The particular commands are to echo the 12 
value of the desired variable to standard output and then pipe that into the stream editor. The 13 
commands given to the stream editor are to search for “base_2000” and replace it with the long, 14 
complicated name for hadgem and to do it (g)lobally (not just the first time it runs across the 15 
pattern). Then we do it again for the miroc case. 16 
 17 
In these situations where we are referring to another variable, it can be useful to do a search on 18 
the variable name we are referring to (“chadexample_single_case”) to make sure that we can find 19 
the original definition. That is, to try to catch the inevitable spelling errors. 20 
 21 
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Now we need to put in the SNX-file template names. Of course, you should make sure that the 1 
variety requested by the SNX template you want to use is actually represented in the appropriate 2 
CUL-file, otherwise you will get embarrassing and difficult to debug error messages. In this 3 
case, we will use the sgK001 to sgK003RF.SNX files. Again, we can employ echo and sed so 4 
that we can see things clearly and reduce the chances of typos and omissions (and/or be able to 5 
fix them quickly). Remember that we put “ZZ” in as the first part of the SNX-file name, so we 6 
can now simply search and replace on “ZZ”. 7 
 8 

 9 
  10 
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We can now return to the main wrapper script and request that it read in the helper script. We 1 
then make sure that we have the right variable reference in the start_readable_data_list: 2 
“$chadexample_many_cases” in the definition of the start_readable_data_list. Also, we can 3 
update the comment to help us remember what the point of this collection of settings was. 4 
 5 

 6 
 7 
Various additional settings 8 
 9 
Let us now look at the file called some_settings_46.sh, which controls more details. Most of 10 
these will not need to be changed very often, if at all. However, let us look at all of them and 11 
note which are most likely to need to be checked. 12 
 13 
The specific name of the executable file for the crop model is set in nameOfDSSATExecutable.  14 
 15 
In order to maintain comparability between different runs of similar cases, Mink pre-generates 16 
all the random weather that will be needed. That is, if we want 25 years of production, before 17 
running DSSAT, Mink runs the standalone weather generator (exactly what is in DSSAT, but 18 
pulled out and compiled on its own) for that many years plus at least 2 more at the beginning 19 
(depending on how far ahead of the planting date we want to start the simulation) and an extra 35 20 
afterward (in case we have ill-behaved models that fail to die off in strange conditions). This 21 
way, whether we plant in January or June and regardless of whether the plant prospers or dies, 22 
the weather in that pixel should be the same: July in the fifth year in one case will be the same as 23 
July in the fifth year in another. At this point, it has not been tested exhaustively, but for most 24 
situations, this should hold. The particular name of the weather generator is set in 25 
nameOfWeatherExecutable (and the program should be located in the “actual_program” 26 
directory). 27 
 28 
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 1 
 2 
The earliest climate data we used was obtained from hydrology and atmospheric science sources, 3 
which typically consider shortwave solar radiation in units of watts per square meter while 4 
agronomists and crop modelers favor megajoules per square meter per day. Hence, a conversion 5 
factor was needed to allow us to adjust for this; the multiplicative factor is set in SWmultiplier. 6 
The current data we use is already in MJ/m^2/day, so the appropriate multiplier is one. 7 
 8 
The firstRandomSeed allows control of what the random seed used by the random weather 9 
generator is. Presumably, it does not matter much, but it is here to ensure reproducibility and so 10 
it can be changed in case it seems like something is strange with the particular set of weather 11 
realizations that were generated. 12 
 13 
  14 
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Now we come to a few settings that should be double-checked before any runs. Perhaps one of 1 
the more important controls is how many fake years should be run: nFakeYears. Smaller 2 
numbers obviously run faster but are more easily swayed by particularly strange weather 3 
realizations. Larger numbers take longer to run, but provide more confident average output 4 
values. nFakeYears should be checked before every run. 5 
 6 

 7 
 8 
Recall that the soils are chosen based on a raster map on the GIS side that contains some integer 9 
value saying what the appropriate soil profile is. That number must necessarily match a soil 10 
profile in a DSSAT .SOL file. But DSSAT soil profile names are not merely numbers, so we 11 
need to supply the appropriate prefix to put in front of the number to create the full name: 12 
magicSoilPrefix. In general, we use the HC27 set of generic soil profiles. These have the prefix 13 
“HN_GEN00” and are correspondingly stored in the file HN.SOL (H for the original HC loosely 14 
meaning HarvestChoice, one of the original projects supporting this kind of work; N for 15 
“normal” soil). Another set of soil profiles has the same numbers but a different prefix: a kind of 16 
drought-tolerant analogue group where the water-related parameters have been systematically 17 
manipulated to act something like improved roots that can access more water and penetrate the 18 
soil more easily. The drought-tolerant versions are called “HD”. Additionally, there are some 19 
more analogous soil profiles for use in sensitivity analyses to see which inputs are the most 20 
important (XC, XD, XT, NC, ND, NT), alternate versions of the drought tolerance approach (AA 21 
through AG), and a simple adaptation to conditions when people first started doing agriculture 22 
(PA). magicSoilPrefix should be checked every time. 23 
 24 
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 1 
 2 
In order to escape from the particular mistakes we have surely made in setting the initial 3 
conditions, Mink asks DSSAT to start the simulation before the intended planting date so that the 4 
soil conditions can mellow a little bit more toward something reasonable before the intended 5 
growing season. We store this value in spinUpTimeDays. The standard operating procedure has 6 
been to use 90 days. 7 
 8 
Now comes a quirky setting: nPlantingWindowsPerMonth. Since the climate averages are 9 
available at the monthly level, it is difficult to justify finer than monthly precision for the 10 
planting date. However, we still need to pick a particular day out of the roughly 30 days 11 
available. Compounding the problem is the empirical observation that people with neighboring 12 
fields can and will plant the same crop but at different times. Somehow, we need to capture this 13 
diversity while respecting the general patterns for planting dates. Mink deals with this by 14 
planting on the first day of the month. If a different day is desired, in the wrapper script, the 15 
plantingDateInMonthShiftInDays can be changed from zero to something else, which will 16 
push the planting date forward or backward from the first day of the month. Diversity can be 17 
incorporated by requesting more than one planting window per month. For example, setting 18 
nPlantingWindowsPerMonth to 2 will result in planting on the first day of the month (for 19 
nFakeYears repetitions) and the fifteenth day (for another nFakeYears years). All of those yields 20 
will be aggregated together to determine the final average yield (and the min, max, and standard 21 
deviation that Mink also keeps track of); the same effect could be created by doing two runs with 22 
a zero day and 15 day offset and then combining them on the GIS side. Just like with 23 
nFakeYears, the larger this number is, the longer it will take to run. 24 
 25 
One last thing to note here is that all the planting windows will be exposed to the same weather 26 
(i.e., week #3 of the first planting window will be exactly the same as week #1 of the second 27 
planting window if we are using two windows). The spin-up periods will be the same for the 28 
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overlapping portions, but obviously, the first planting window’s spin-up period will begin before 1 
the second window’s. nPlantingWindowsPerMonth should be checked before every run. 2 
 3 
If the SNX-file template calls for automatic planting, the ending date can/will be determined by 4 
the value in plantingWindowLengthDays, which will be added onto the planting date. 5 
 6 
Particularly for cassava and sugarcane, it is possible to specify a particular interval until 7 
harvesting when days after planting does not work and harvesting at maturity is inappropriate. 8 
This interval is controlled by optionalHarvestInterval. This also requires setting the harvesting 9 
simulation control to be on the recorded date and that the harvesting block is properly set up and 10 
finally that the harvesting method in the treatment blocks is set to the proper value (1, since we 11 
like to make sure that only one thing is going on in the SNX-files at a time). 12 
 13 
Recall that timing and amounts of fertilizer application depends on more than just the total 14 
desired rate; it often depends on when flowering or maturity is anticipated to occur. The fertilizer 15 
rule should not be too smart, but we can safely assume that most farmers have a pretty good idea 16 
of when those events will occur. Mink figures this out by doing a series of “happy plant” runs 17 
where the nitrogen stress and water stress options are turned off. We learn three things: whether 18 
there is any hope of yield under these idealized conditions, and if so, how long it took to reach 19 
flowering and maturity. We can control how many years of these happy plant runs to do via 20 
nHappyPlantRunsForPhenology. In theory, we can save time by doing a limited number of 21 
these. However, the price to pay is less reliable estimates of the phenology and so on, which can 22 
lead to the mildly embarrassing situation where real/stressed yields come out higher than the 23 
happy/unstressed yields, perhaps because the first few years featured particularly poor weather. 24 
Thus, usually we want to use just as many years as for the real/stressed situation (and hence use 25 
exactly the same weather) and thus just copy over the value using a variable reference: 26 
$nFakeYears. 27 
 28 
To save ourselves some time, we can set a threshold for what a reasonable happy plant yield is. If 29 
happyYieldThresholdToDoRealRuns is not met or exceeded (by the average of all the happy 30 
plant runs, not each individual one), Mink skips the real runs and writes down zeros for the 31 
yields and everything else. The most conservative case is to consider any positive happy yield to 32 
be worth pursuing: 1 kg/ha. 33 
 34 
Once Mink knows the approximate phenology drawn from the happy plant runs, it uses it to 35 
build the fertilizer block. However, the happy plant phenology will not exactly match the full 36 
stress case; nor is it immediately clear whether the happy plant should develop slower or faster 37 
than the stressed one. Thus, we should “aim off” to make sure that the fertilizer is applied too 38 
early rather than too late. The size of this temporal “buffer” is set in phenologyBufferInDays. 39 
Tradition has set this value to negative five days. 40 
 41 
Another problem we encountered in the early days was the infamous 10,000 year rice. 42 
Sometimes, in strange circumstances, crops will not die off properly leading to very long 43 
growing seasons and hence execution times. Another example was wheat that would give a 44 
wonderful yield, but it took two growing seasons to achieve. Clearly, something is wrong in 45 
those situations. Hence, a threshold was added to limit what time to maturity is considered 46 
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reasonable. The value is set in happyMaturityThresholdToDoRealRuns. Make sure that this 1 
value is large enough to encompass a reasonable season or you will be unpleasantly surprised 2 
with a host of zero yields when trying to model cassava with its long intervals to harvest. When 3 
you are not worried about strange maturities (or wish to investigate them), this situation can be 4 
avoided by linking the value directly to $optionalHarvestInterval and making it larger, for 5 
example, by happyMaturityThresholdToDoRealRuns=`echo "$optionalHarvestInterval + 1" | bc` 6 
or happyMaturityThresholdToDoRealRuns=$((optionalHarvestInterval + 1)) ]. 7 
 8 

 9 
 10 
We now move on to controls for initial conditions. 11 
 12 
The first concerns the initial soil moisture. The soil moisture cannot be simply set to 0.63 or 13 
whatever because (at least in the past), if that value happens to not fall between the “lower limit” 14 
and the “drained upper limit” defined in the soil profile for that layer, DSSAT will default to the 15 
upper limit. Mink’s approach is to have us tell it a fraction between dry and wet (0.0 meaning the 16 
sponge is squeezed out, 1.0 meaning that the sponge is full, but not dripping) and then each soil 17 
layer is initialized to be that far between its lower limit and its drained upper limit. That fraction 18 
goes in fractionBetweenLowerLimitAndDrainedUpperLimit. For example, suppose we want 19 
25% filled up (the traditional value we have usually used) and the soil layer’s parameters are LL 20 
= 0.3 and UL = 0.8. Then the spread is (UL - LL) = 0.5 and 25% of that is 0.5 × 0.25 = 0.125. 21 
So, the initial value will be LL + fraction × (UL - LL) = 0.3 + 0.125 = 0.425 . 22 
 23 
The initial soil nitrogen needs to get allocated across some of the soil layers. The 24 
depthForNitrogen determines how far down we want to spread the amount that was chosen 25 
back on the GIS side. Tradition has dictated 40 cm. 26 
 27 
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The residues and roots from previous cropping activities also have a few more details that need 1 
to be specified but are rarely, if ever, changed. The nitrogen content of the residues goes in 2 
residueNitrogenPercent (we have usually used 0.6%). The residues can, of course, be 3 
incorporated into the soil a little. How much is incorporated goes in incorporationRate 4 
(tradition is 100%) while the depth is controlled by incorporationDepth (tradition is 5 cm). 5 
 6 
The carbon pools in each soil layer need to be split up into stable and labile portions. Rather than 7 
write down a list of numbers here, Mink reads them out of a small text file. We now repeat the 8 
discussion of the soil analysis block of the SNX files: 9 
 10 
The determination of how much of the organic carbon in each layer should be stable is controlled 11 
by the text file called StableCarbonTable.txt whose values were roughly extracted from Basso, 12 
B., Gargiulo, O., Paustian, K., Robertson, G., Porter, C., Grace, P., Jones, J., 2011. “Procedures 13 
for Initializing Soil Organic Carbon Pools in the DSSAT-CENTURY Model for Agricultural 14 
Systems.” Soil Sci. Soc. Am. J. 75, 69-78. The first column is the greatest depth for which that 15 
line is appropriate. The second column gives the stable fraction for clay, the third for loam, and 16 
the last column for sandy soils. 17 
 18 

 19 
 20 
Finally, sometimes something goes wrong and results in ridiculously long execution times. We 21 
can usually safely assume that whatever results we would get from such a situation are 22 
unreliable. Based on the next few settings, Mink will kill off the DSSAT process if it has not 23 
finished fast enough. The time limit gets lengthened, but only so much grace is extended. 24 
 25 
The time limit is set in maxRunTime in milliseconds. If you are planning to do many fake years, 26 
make sure that this value is long enough for a reasonable case to finish all its repetitions. Most of 27 
the time, the limit does not bind, so you can use a large value; but, a long value means that when 28 
things do go wrong, they will resolve slowly. 29 
 30 
Each time the DSSAT execution attempt is reset after timing out, the limit is extended by 31 
multiplying by the value in bumpUpMultiplier. 32 
 33 
If Mink is constantly checking to see if DSSAT is done executing, it will slow the whole thing 34 
down. The testIntervalToUse is the number of milliseconds to allow between checks. One 35 
hundred milliseconds seems to work well. 36 
 37 
  38 
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And, of course, we need to say how many tries before giving up: rerunAttemptsMax. 1 
 2 

 3 
  4 
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The last thing to do is to pick which “queue” the tasks need to wait in for their turn to run. This is 1 
set in the default_paths_etc.sh helper script, way down at the bottom. The variable of interest is 2 
queue_name. The precise queue names and meanings may/will be different on different clusters. 3 
On the IFPRI cluster, we have three queues: we generally want to run on low_priority.q or all.q; 4 
the preempt.q is even higher priority and will take over two or three processors on each node, so 5 
jobs running from the other queues will get suspended to make room. In general, of course, it is a 6 
good idea to be a good citizen and stick to the lower priority queues. 7 
 8 

 9 
 10 
Preparing to run 11 
 12 
If you are editing the scripts in Windows and uploading them, be sure to run dos2unix on 13 
anything you changed. Or simply hit everything that might be used as a text file: dos2unix *.sh 14 
*.txt *.TXT . 15 
 16 
Now, everything should be almost ready to run. But, before running anything, you should 17 
always clean up any log files and temporary files left over from previous runs. If you want 18 
to keep some old log files around for timing comparisons or something, make a subdirectory and 19 
move them in there before cleaning up. 20 
 21 
There are three steps to clean up. 22 
 23 
First, clear out the working directories on the compute nodes. Each chunk of work will get its 24 
own uniquely named directory on a compute node. When it completes successfully, it should 25 
delete itself. However, sometimes it does not complete successfully or something otherwise goes 26 
wrong (e.g., you intentionally stop a run). The script clear_DSSAT_dirs_on_nodes.sh will 27 



Mink documentation, 2017, Robertson  
 

121 
 

accomplish this by ssh-ing into each compute node and deleting any directories that were left 1 
behind. 2 
 3 

 4 
 5 
Second, clear out the temporary files on the head node. The script CLEAR_OUT.sh will do this. 6 
The directories cleared out are: staging_area, logs, and chunks_from_GRASS. This should be 7 
done every time you go to do a run. If you forget too often, it is very easy to accumulate so 8 
many files in those directories that you will have to be more creative in how to delete them. 9 
Avoid the confusion and just start clean every time. 10 
 11 

 12 
 13 
  14 
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Third, clear out the chunks_to_GRASS directory. This directory is intentionally excluded from 1 
the CLEAR_OUT.sh script and must be manually cleaned out. The reason is that we might be 2 
running a whole bunch of different cases including different crops. Perhaps, the groundnut runs 3 
finished successfully, but the sorghum had a typo in the input settings, or even encountered a bug 4 
in the crop model that caused some of its runs to fail. Then, you will want to identify which cases 5 
were messed up. After trying to fix the problem, you will rerun only the “bad” cases. Once 6 
everything is finished properly and put back together into the full-sized datasets, you can clear 7 
out the chunks_to_GRASS directory. Simply change directory into that directory and then 8 
remove all the files (they should be text files, so perhaps it is safest just to ask to remove text 9 
files in case you accidently end up in the wrong directory). 10 
 11 

 12 
 13 
In this instance, all the directories were already empty, so the cleanup was trivial. 14 
 15 
Run! 16 
 17 
Now that everything has been set up and the “shop” has been cleaned up, we can run the wrapper 18 
script. The wrapper script has two functions. It breaks up the cases into smaller pieces and puts 19 
them in line to run. And, it puts them back together after everything has finished. Here, we want 20 
to run them, so we execute the script with the argument “run”, as in 21 
mink3classic_wrapper_46.sh run. (Note: to repeat, if you are editing your scripts on a Windows 22 
computer and transferring them back to the Linux computers, you will probably want to run 23 
dos2unix on it just to make sure that the format does not cause any problems.) 24 
 25 
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 1 
 2 

 3 
 4 
Clearly, there was some sort of mistake. Looking carefully at the error messages, we find that 5 
something went wrong building up the filename for, at least, the miroc climate cases. Somehow, 6 
we ended up requesting an extra “deltaONpikNOV_” in front of all the correct 7 
deltaONpikNOV’s. So, we need to break out of the script before it wastes too much time on 8 
something we need to do over anyway (hit Control-C). Then, we will need to stop any jobs that 9 
managed to get submitted before we caught the mistake. Use the script STOP_all_jobs.sh to do 10 
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that. (Ignore any possible messages saying that it could not remove a previous log file. If the log 1 
file has been deleted previously, obviously, it will not be there and cannot be deleted.) 2 
 3 

 4 
 5 
Now, let’s look in the helper script to see if we can find an obvious place where we put in an 6 
extra “deltaONpikNOV”. 7 
  8 
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There it is: in the lines where we search and replace to change the climate to miroc, we search on 1 
only “base_2000” (which really has a deltaONpikNOV hanging off the front) but replace it with 2 
not just the “hadgem2” and so on, but with the “deltaONpikNOV_hadgem2” and so on. Thus, we 3 
are leaving the old “deltaONpikNOV” and adding in a new one. There are several ways to 4 
remedy this. Let us simply drop the deltaONpikNOV_ from the replacement. 5 
 6 

  7 
  8 
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After deleting the offending characters and resaving, we should have: 1 
 2 

 3 
 4 
Let us do the dos2unix conversion, just to make sure, and then clean up. 5 
 6 

 7 
  8 



Mink documentation, 2017, Robertson  
 

127 
 

Once everything is cleaned up, we try it again. 1 
 2 

 3 
 4 
This time, good things seem to be happening. And, we have 135 different cases. That is why it is 5 
nice to build up the list of cases programmatically to avoid the tedium of typing, copying, 6 
pasting, deleting, retyping, and checking for mistakes. 7 
 8 
Utilities for impatient modelers 9 
 10 
Now, since we are impatient, let us check on the progress. Most of the progress checks spit out 11 
long lines of information, so for it to make sense, you may want a terminal with tiny letters to fit 12 
all the information on the screen. 13 
  14 
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These helpful scripts do not need to be edited and are located in a different directory. That 1 
directory should be in the “PATH” for the shell so we can access them from anywhere. 2 
(Specifically, they are in ~/bin .) It is also helpful to have the current directory “.” included in the 3 
path since some scripts call each other without putting a full path in front. 4 
 5 

 6 
  7 
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The first thing we can do is see how many jobs remain and how many are currently running. The 1 
total number of jobs in this run will be the number of cases (135) times the number of chunks for 2 
each case (we tried 40): 135×40 = 5400. There is a script that will simply monitor what time it is, 3 
how hard the head node is working (setting up and starting the jobs can create a bottleneck at the 4 
very beginning), how many jobs there are, and the detailed listings for the oldest few and 5 
youngest few that are running, any that are “suspended,” and the last few that were submitted. 6 
The script will update the information every 10 seconds (unless you give it a different value for 7 
an argument) until you break out of it with Control-C. This script is called simple_status.sh. 8 
 9 

 10 
 11 
At this point, we can see that there are a total of 5,346 jobs (each chunk of data has its own job) 12 
of which 80 are running. Obviously, the values change and execution progresses. And if things 13 
are progressing too quickly, then it is likely that there is a problem. 14 
 15 
If/when something goes wrong, the first place to look for clues are in the log files. When all is 16 
well, they will contain mostly progress reports to make you feel better while you wait. 17 
  18 
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Looking at the log files and pulling out different bits of information provides interesting ways to 1 
check on progress besides just seeing when the jobs are running and finishing. First, let us look 2 
at an example of a log file. 3 
 4 

 5 
 6 
In the logs directory there are two kinds of files. The first is called SCREEN_DUMP.TXT and 7 
contains what would normally be sent to the screen by the wrapper script. This is useful for 8 
debugging less obvious mistakes than the one made above. The rest of the files are the logs from 9 
each individual chunk as they run on the compute nodes. The filenames are 10 
log_{chunk_number}_{quasi_random_code}.txt but do not provide any further information 11 
about which case is inside. Looking inside one of them looks like this (using less and filename 12 
completion via the Tab key are very handy here): 13 
  14 
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At the top is some basic information about which compute node this task was assigned to, when 1 
it started, and what the inputs were supposed to be. 2 
 3 

 4 
 5 
Once it gets going, the DSSAT runner program notes its progress in the “prog:” lines. The first 6 
values show the most recent pixel number completed along with how many are in this chunk 7 
along with a percentage (it updates every 1/4 of a percent of the way through). Then come a 8 
series of average timings in milliseconds to help squeeze as much performance out as possible by 9 
identifying the slow steps. These are time spent reading inputs, writing the necessary things for 10 
DSSAT, writing to the log file, “everything else,” and the time to generate the random daily 11 
weather. Then come the timings for the actual DSSAT execution part: ave R means the average 12 
time spent doing the stressed (“real”) runs for a single pixel and ave H is for the happy plant 13 
runs. The last few provide overall timings with N/P/R to remind us that the values are the 14 
number of seconds (N)ow, (P)rojected if this continues at the same rate, and (R)emaining. The 15 
final column is the remaining time in minutes rather than seconds. 16 
  17 
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The very bottom should eventually look something like this if everything goes well: 1 
 2 

 3 
 4 
In order to see what is currently happening, we want to look at the last line of each log file and 5 
ignore those that are done. There are several scripts that do the tedious tasks of inspecting each 6 
log file. They begin with Z_ to make them easier to remember. 7 
 8 
 9 

 10 
 11 
The “short” script pulls out all of the final lines from the logs that look like they are still running. 12 
Remember, a bigger terminal window will make it easier to interpret. It then sorts them and 13 
displays only the fastest and slowest 10 jobs (or fewer if not many are still running): Z_short.sh . 14 
  15 
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The top looks like this: 1 
 2 

 3 
 4 
And the bottom looks like this: 5 
 6 

 7 
 8 
In this screenshot, it appears that there are 80 chunks running. The fastest few are only a couple 9 
minutes away from completion while the slower ones look like they will take half an hour or 10 
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more. We might wonder if the slow ones are just flukes reflecting start-up slowness or 1 
something. Thus, we might wish to see the full list of progress: Z_check_progress_less.sh which 2 
automatically runs the results through “less” for easy viewing. In this case, it will not be as 3 
exciting as hoped for because we know that only 45 of the 80 are “active” in that we have a 4 
progress report. The others are either starting up or have some other message being written to the 5 
logfile. 6 
 7 
So which cases are currently running (and possibly running slowly)? Let us try 8 
Z_whats_shakin.sh to see all the chunks that have started running (including the ones that have 9 
finished) in reverse order with the currently running ones at the top. 10 
 11 

 12 
 13 
The cluster is working on the September planting months with the hadgem2 and miroc climate 14 
cases. 15 
  16 
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But, what messages could be crowding out the progress reports? We can use Z_list.sh to see 1 
what the last lines really say. 2 
 3 

 4 
 5 
Apparently, many of them are timing out when running the full-stress situation. That is, we 6 
specified how long we were willing to wait for a pixel to finish running and that location was 7 
taking too long. This could be because the climate is so strange (like in the desert) that the plant 8 
managed to start growing, but is not being killed off properly or not progressing through its 9 
lifecycle very rapidly. A little investigation indicates that for some reason, the model is not 10 
killing off the seed and emergence can sometimes take 14,000 days (38 years) in the model if we 11 
let it run long enough. Thus, only letting it run for 1 or 2 seconds of “wall” time will trim off 12 
many of those situations. 13 
 14 
We can also check on the completion times (sorted in order from fastest to slowest) using 15 
Z_COMPLETION_times.sh . 16 
  17 
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Starting with the first few: 1 
 2 

 3 
 4 
And the last few: 5 
 6 

 7 
 8 



Mink documentation, 2017, Robertson  
 

137 
 

The low-numbered chunks are taking the longest. These are at the northern end of our region, 1 
meaning the real desert regions. Perhaps the sorghum model needs a better kill switch for 2 
emergence conditions. 3 
 4 
We can take another look at the current progress “short” listing. The happy plant runs are still 5 
taking about the same amount of time for both the fast and slow cases (about 125 milliseconds), 6 
but the real/stressed runs are much slower at, say, 3,000 milliseconds rather than 190 7 
milliseconds. 8 
 9 

 10 
  11 
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Inside the Core of Mink 1 
 2 
While the cluster is churning away, let us consider what it is actually doing. Here is a graphical 3 
representation of what is being used. There are 21 computers, each with 4 processors. One of 4 
those is the head node, which is starting and stopping the jobs and writing down the log files; at 5 
this point, that is not much work. The rest are basically fully loaded. Looking at the graphs 6 
showing activity over the last hour, we see that a different set of jobs was running, but was 7 
stopped before this current set. The cluster usage has been nice and even. The load is decently 8 
balanced and the jobs are finishing roughly one at a time, so the compute nodes do not have to 9 
fight over head node resources in order to get the next job started. There is also a moderate 10 
amount of network activity consisting of the compute nodes talking to the head node about 11 
logging or else copying files before and after the job is run. As the jobs continue to be spread out 12 
(since they are finishing at different times), the network and CPU usages are also getting spread 13 
out. 14 
 15 

 16 
 17 
Here we can see many of the individual computers and how hard they have been working. 18 
 19 
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 1 
 2 
Tour of the scripts 3 
 4 
Of course, there are many hidden pieces to coordinate all that activity. The tangle of scripts goes 5 
like this. The mink3classic_wrapper_46.sh takes the list of cases and sorts them by how many 6 
pixels are in each one (a loose proxy for how long it will take for the case to run). We want to 7 
start with the slow ones so that the fast ones can fill in at the end and we achieve good load 8 
balancing over the whole execution time. The ideal situation is for all of the final cases run to 9 
finish at the same time. 10 
 11 
When the “run” argument is used, each case is sent on to the next script: 12 
mink3classic_tiled_parallelizer.sh which runs a little Java program to take the input dataset for 13 
that case and split it up into the desired number of chunks. Those chunks are put in the 14 
chunks_from_GRASS directory. Additionally, each case gets a quasi-random code, which is 15 
inserted into the middle of the chunk names. This helps to avoid collisions in parallel computing 16 
and in the clean-up stage. For example, we are using the same input datasets for several SNX-file 17 
templates. When the first variety/SNX-file is finished running, the last thing done is to delete all 18 
the temporary input files it needed. If all the runs tried to use the same input file, that file might 19 
no longer exist when the next case needed to run. 20 
 21 
Once those chunks have been made, each one is passed along to the next script: 22 
mink3classic_run_DSSAT_tile.sh . Here is where the work really gets done. This script writes 23 
another script and then submits a job to the queuing/batch system asking, when that job’s turn 24 
comes, to please run the script just created. The temporary script goes in the staging_area 25 
directory. 26 
 27 
The first thing the temporary script has to do is build up the initialization file for the “DSSAT 28 
runner” program (i.e., Mink proper) that will eventually be run on one of the compute nodes; this 29 
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is all the information and settings we painstakingly detailed in the some_settings_46.sh and 1 
mink3classic_wrapper_46.sh/SRDL_helper_chadexample.sh files. Then it has to issue the 2 
commands to make a unique working directory on the compute node it is assigned to, along with 3 
the appropriate subdirectories. Then all the right information needs to be copied over to the 4 
compute node from the head node. 5 
 6 
With everything in place, it calls Java and tries to run the DSSAT runner program (the heart of 7 
Mink, if you will; or the very middle of the onion). 8 
 9 
If the Java program exits cleanly, then it has to copy the output files back to the head node 10 
(chunks_to_GRASS) and rename them to drop the quasi-random code. Then it is cleanup time: 11 
the working directory on the compute node is deleted and the chunked input files on the head 12 
node along with the script itself and the initialization file it created. And, of course, reporting 13 
what it has been doing to the log file so we can figure out where to look if something goes 14 
wrong. Now, if the DSSAT runner program has a problem and exits with an error, something has 15 
clearly gone wrong. That is reported to the log file and everything is left in place so we can try to 16 
debug the issue. 17 
 18 
After the jobs are done, we will again return to the mink3classic_wrapper_46.sh script, but run it 19 
with an argument like “reassemble” or “asdf”: anything except “run”. Then, instead of breaking 20 
the cases up into chunks, it will send them to mink3classic_reassemble_outputs.sh which does 21 
just that. It runs a Java program which puts all the pieces back together into the full-size dataset 22 
and puts them in the “to_GRASS” directory along with the attendant provenance and column 23 
definition files. Most of the screen output is put in a file called REASSEMBLE_log.TXT while 24 
a basic summary is left to the screen indicating which cases were successfully reassembled and 25 
which failed. 26 
 27 
The DSSAT runner program 28 
 29 
The heart of the Mink system, the DSSAT runner itself, does many things. We have already seen 30 
the controls that we change from the outside. Now, let us consider what happens to all that 31 
information. 32 
 33 
The first thing, of course, is to read in the initialization file and interpret it. This is mostly 34 
reading the values and storing them in the appropriate variables. A few paths and execution 35 
commands need to be constructed for the weather generator and DSSAT proper. The fertilizer 36 
scheme is chosen and initialized (“instantiated” is the proper Java term, I think) along with the 37 
irrigation scheme. The stable carbon fractions are read in from the text file and stored in 38 
variables. 39 
 40 
The next step is to start up the part that will read the input data and run DSSAT. 41 
 42 
After that, Mink writes a provenance file, which is supposed to contain all the information 43 
needed to be able to replicate the run. Among other things, it contains all the settings in the 44 
initialization file, along with copies of the SNX-file templates (since the templates could be 45 
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changed after a particular run and we might forget to save it under a different name) and the 1 
stable carbon fractions. 2 
 3 
Additional minor housekeeping tasks are undertaken outside of the main for-loops over the data. 4 
 5 
Supposing there is the possibility of having multiple planting windows within the planting 6 
month, the time interval between the beginnings of these is calculated for later use (simply the 7 
number of days in the month divided by the number of planting windows requested). 8 
 9 
The static batch file for DSSAT is written down, which refers to the single treatment in the yet to 10 
be created and filled-in X-file. (It happens that some of the constituent crop models like having 11 
the X-file name as “./deleteme.SNX” rather than “deleteme.SNX”, so that is the current 12 
approach.) 13 
 14 
The nitrogen fertilizer scheme is initialized with its defaults. 15 
 16 
The irrigation scheme is initialized with its defaults. 17 
 18 
Most DSSAT control files have a fixed-width format, which necessitates padding values with 19 
spaces or zeros. Several such values are converted from integers to zero-padded strings: the 20 
random seed, the number of fake years to run, the number of happy plant years to run, and the 21 
carbon dioxide concentration. 22 
 23 
The soil profile manager part of the program loads up the desired set of soil profiles that we 24 
might be using (the “class is instantiated” in Java terms). 25 
 26 
Some parts of the X-file do not change from location to location, but still need to be filled in for 27 
this run’s set of controls. The changes are outside the data loop to avoid needless repetition. We 28 
will need two different versions of the X-file: one for full stress and one for the happy plant runs. 29 
The appropriate values are put in for these two partially-filled-in templates: number of years to 30 
run, the carbon dioxide concentration, and a placeholder irrigation block for the happy plant 31 
(since it does not care about water availability). 32 
 33 
The happy plant X-file requires a couple of changes to make it work right. Most obviously, in the 34 
simulation controls block, water and nitrogen stresses need to be turned off while symbiosis is 35 
turned on (just in case). But, more subtly, since water stress is turned off, automatic planting is 36 
no longer allowed. Thus, the planting control must be switched to R for “recorded date” (if it is 37 
intended as automatic for the normal situation). 38 
 39 
The actual data and geographic files are read in and stored in special arrays. The total number of 40 
lines is noted for easy access later. Additionally, a very simple check is done to make sure that 41 
the geography data is roughly in the right format. 42 
 43 
Before starting in on the “real work” of running DSSAT, we make sure that the Summary.OUT 44 
and ERROR.OUT files are not present in the directory where we will be running DSSAT. It is 45 
important to start out clean so we can make sure that when the outputs from DSSAT are read, 46 
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they are the outputs or errors from this particular time and not something that accidentally ended 1 
up in the same place. 2 
 3 
Then comes the loop over all the pixels in this chunk. 4 
 5 
This begins, naturally, by resetting the places where the outputs are recorded. Mink uses a 6 
simple, custom-built Java class to act as a descriptive statistics utility. These keep track of 7 
numbers given to them and will compute basic descriptive statistics when called upon 8 
(minimum, maximum, mean, standard deviation, totals, and how many values have been 9 
recorded). 10 
 11 
The random weather generation comes next. The .CLI file is built up based on the climate 12 
averages and elevation from the input data, the coordinates from the geography file, and the 13 
multiplier for the shortwave radiation. The command line arguments are set up: the starting date 14 
(year #0, day #1), the ending date (day #1 on a year determined by the fake planting year 15 
previously defined [when the initialization file was read] as two years plus any extra years if the 16 
spin-up time was more than a year plus an additional arbitrary amount of time [35 years] in case 17 
something goes wrong), the random seed, and a few static settings (which generator to use [S for 18 
SIMMETEO], the name of the .CLI, and where to write down the generated weather). 19 
 20 
A system call is made to run the weather generator executable, and we explicitly tell Mink to 21 
wait for it to finish. The commands look like this: 22 
 23 
theRunningProcess = Runtime.getRuntime().exec(weatherExecutionCommand , null , 24 

pathToDSSATDirectoryAsFile); 25 
theRunningProcess.waitFor(); 26 
 27 
An early mistake we made when making this kind of system call was to omit the “.waitFor()”. 28 
Java would start up a new process running the command requested and then would continue on 29 
to the next step. This obviously caused problems since the outputs might not be ready when 30 
Mink (or more properly, its predecessors) tried to read them. The discovery of the waitFor 31 
method greatly simplified the process of trying to guess how long to wait. The right tool for the 32 
right job, as they say. 33 
 34 
With an appropriately long time series of daily weather written down, it is now time to try for 35 
DSSAT proper. We now encounter another for-loop, this time over the planting windows. Recall 36 
that Mink has the ability to try several different planting times within the month and aggregate 37 
them together. So, for this particular planting window, we have to determine what the planting 38 
date should be: the first planting day of this month (the month being pulled from the input data 39 
array) plus the planting window spacing (in days) multiplied by the planting window index (the 40 
first one is zero, the second is one, and so on). That is, if we are on the first planting window, 41 
then we add zero of the intervals; on the second window (index equal one), then we add on one 42 
of the intervals between windows. This day number is then attached to the fake planting year to 43 
make up the DSSAT-friendly date code. Just in case the template X-file employs automatic 44 
planting, we figure out the ending date of this planting window by adding those days on and then 45 
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converting to a date code. And the same for the optional harvest interval (useful for cassava and 1 
sugarcane, as you may recall). 2 
 3 
The rest of the SNX-file can now be filled in. The happy plant version comes first. This is a good 4 
place to repeat a caution from the discussion on setting up the SNX-file template. When setting 5 
up automatic planting, you should note that automatic planting is not allowed under “happy 6 
plant” simulation since the whole water accounting part is turned off. Hence, the happy 7 
plant yields and phenology will be similar to, but not cleanly analogous to, the fully stressed 8 
“real” runs. So, one of the things done when building the happy plant SNX-file is to force 9 
planting on the recorded date. 10 
 11 
Several other things need to be filled in and adjusted. The initial conditions and soil analysis 12 
blocks are built up by the Java class that acts as the soil profile manager and put in the SNX-file. 13 
The other placeholder codes in the SNX-template are replaced by the values for this pixel: the 14 
soil type name, the initialization date, the start and end of the planting window, the optional 15 
harvest date, the number of years to run, and a value for the random seed (even though it will not 16 
be used, having already been used when the weather data was generated). 17 
 18 
Finally, finally, we are ready to actually run DSSAT. It is run in a slightly more complicated way 19 
than the weather generator was. Since all sorts of strange things can happen when you use 20 
DSSAT in a way that it was not intended or designed for, we limit the total amount of time it can 21 
try to run. If it overruns that amount, the process is killed off, the time limit extended, and we try 22 
again. The precise details were set in the some_settings_46.sh helper scripts. In any case, after 23 
much preparation, DSSAT is finally being run for the happy plant case. 24 
 25 
After DSSAT has finished running, we call a Java-specific thing called garbage collection. Java 26 
handles many/most of the memory management tasks for the programmer. One of these is 27 
freeing up memory once it is determined that a particular bit of information will never be used by 28 
the program again. Garbage collection happens automatically according to some sort of schedule 29 
or criteria internal to Java, but a programmer can put in a special request. Sometimes in the past, 30 
with all the system calls and reading and writing, Mink would experience runtime errors of too 31 
many files open or various other problems that seemed like memory management issues. The 32 
problems have not been seen after adding a System.gc() command after the system call to run 33 
DSSAT for that happy plant and again before running the full stress DSSAT. Apparently, in this 34 
application, the cleanup needs to happen more often than the default. 35 
 36 
Now, we attempt to read the results. In particular, we are interested in the phenology information 37 
(time to flowering and maturity), so that we can use it in the more complicated fertilizer 38 
allocation and irrigation schemes. First, we check if the Summary.OUT file exists. If it does not, 39 
then we check for the ERROR.OUT file; either way, something bad happened and the program 40 
basically bails out. 41 
 42 
Supposing all is well, we then read through the Summary.OUT file. DSSAT uses a fixed width 43 
approach to most of its inputs and outputs. However, it can sometimes be inconsistent, so no 44 
matter the strategy employed, there will always be that one crop that accidently puts in fewer 45 
characters than needed under a strange circumstance. Mink has employed almost every 46 
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imaginable strategy to read the outputs: primarily hard-coded start and finish indices for each 1 
value and the alternative of pretending that it is actually space-delimited with the possibility of 2 
multiple spaces. The current approach is a hybrid of those two: the first time DSSAT is run, the 3 
header line on the Summary.OUT file is read and split up based on (possibly multiple) spaces 4 
and the start and finish indices automatically extracted along with the names. That step should 5 
only be needed once and happens at this place in the program. 6 
 7 
Similarly, if the SNX-file requested the “overview” output file to be created, we would like to 8 
record the stress indices. So, after this very first DSSAT run, Mink checks for the overview file. 9 
If it finds it, the indices of stress values are determined so they can be read later when the 10 
real/stressed runs are attempted. And, if it exists, the overview file (from the happy plant runs) is 11 
deleted to keep things clean and tidy. 12 
 13 
Ideally we are pulling out the yield, planting date, flowering date, and maturity date for each 14 
year. If the maturity date is a missing value, we use the harvested date instead (e.g., for potatoes). 15 
Yields listed as missing values are written down as zeros with the idea that something very bad 16 
must have happened if we could not even get the happy plant conditions to run, and thus in the 17 
real world either no yield would be feasible or the situation is well beyond anything we should 18 
expect the model to be able to handle. The dates are converted to days after planting. In these 19 
cases, it does not make sense to set missing values to zero, so they are simply skipped over and 20 
the resulting averages will be based on fewer numbers. 21 
 22 
With the happy plant results in hand, it is time to decide whether it is worth it to run under the 23 
stressed conditions. Two conditions must be met. The happy plant yield must be high enough 24 
and the time to maturity must be short enough. In order to avoid simple errors, when the fertilizer 25 
scheme is specified as cassava, the maturity length condition is ignored. 26 
 27 
Supposing all is well, it is time to build the real/stressed SNX-file. The fertilizer block is built 28 
based on the days to flowering and maturity from the happy plant runs after adjustment by the 29 
phenology buffer to improve the chances of putting the fertilizer on prior to when it is needed. 30 
Similarly, the irrigation block is built based on the starting date for the simulations. The last big 31 
pieces are the soil initial conditions and soil analysis blocks. And again, the actual SNX-file is 32 
created via search-and-replace: soil type, initialization date, beginning of planting window, end 33 
of planting window, optional harvesting date, fertilizer block, irrigation block, initial conditions 34 
block, and soil analysis block. 35 
 36 
At this point, prior to running DSSAT, we again recommend garbage collection, just to make 37 
sure things are as cleaned up as they can reasonably expected to be. 38 
 39 
In the full stress case, there are more opportunities for things to go wrong. So, we use the same 40 
scheme as with the happy plant runs to limit the overall time allowed for execution, so that even 41 
if DSSAT hangs, the overall exercise will continue. 42 
 43 
After DSSAT has finished running, or has been cut off for going over the allotted time, it is time 44 
to try to read and process the results from the Summary.OUT file. First, we try to read the file, if 45 
we can. The most common problem is that it does not exist at all. Then we move to a second step 46 
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of checking if there is an ERROR.OUT file to help guide us in figuring out what went wrong. 1 
Regardless, if the Summary.OUT file is missing, Mink will bail out after sending a message to 2 
the screen/log file that the Summary.OUT is missing and whether the ERROR.OUT is also 3 
missing. 4 
 5 
Supposing that the Summary.OUT exists, it is time to try to interpret its contents. We know how 6 
many years of output we are expecting, so we try to read that many. The values we are interested 7 
in are extracted. 8 
 9 
The Summary.OUT format, like most things in DSSAT, is supposed to have fixed spacing which 10 
can lead to some problems. Those column locations and widths have a tendency to change 11 
between versions of DSSAT. If something goes wrong or is miscoded in the output step, the 12 
values for two quantities can run together without the appropriate space between them. Another 13 
problem is if the value to be stored cannot be properly formatted to fit in the space available, it 14 
can be recorded as something like “****” which may or may not take up the correct amount of 15 
space. These vagaries make automatic interpretation of the output file difficult, even though the 16 
meaning is usually completely obvious to a human observer. Fortunately, those odd errors 17 
usually occur outside of the yield and phenology dates, so the parts we are usually most 18 
interested in are typically unaffected. 19 
 20 
The current approach is to try to dynamically parse for the names and locations of the 21 
values and check for known obvious problems. Those problems usually occur in the later 22 
columns after the dates and yields and affect only scattered years, rather than every single one in 23 
a run. Thus, the strategy is to simply stop interpreting the line when such a mistake is found and 24 
to move on to the next year. The averages for the skipped quantities will be based on fewer fake 25 
years. In practice, this is not a big deal because those quantities are less likely to be looked at in 26 
the first place, the geographic locations where these things happen are usually fairly extreme 27 
environments, and even so, such errors indicate that there are bigger problems that perhaps 28 
should be resolved or investigated and that we should not place much confidence in this generic 29 
approach in that situation. 30 
 31 
All numeric values in the Summary.OUT file are read and recorded. A few are treated in special 32 
ways. Of course, there can and will be trouble along the way sometimes. So, in addition to all the 33 
values directly derived from the Summary.OUT, Mink keeps track of how many times different 34 
types of errors occur that are not bad enough to merit stopping the process but are important 35 
enough that we want to be able to know. Specifically, these are recorded in a long integer. Each 36 
type of mistake (which will be introduced as we encounter them and then summarized at the end) 37 
gets three digits. For example, after the results for all the years for a single pixel are read, the 38 
“number of bad things that happened” value might be 3003009. This means that the first kind of 39 
error occurred nine times, while the second and third types occurred three times each. This 40 
coding scheme can thus accommodate up to 999 occurrences of each type of problem before they 41 
run together into an uninterpretable mess. 42 
 43 
The dates are converted from raw dates into daily intervals. Emergence, flowering, and maturity 44 
are converted to days after planting by subtracting the planting date. If harvest does not occur at 45 
maturity (e.g., for potatoes or cassava), the maturity date will appear as a missing value 46 
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(typically, -99). In that case, we then try the harvested date. Additionally, the time between the 1 
starting date of the simulation and the actual planting date is determined and recorded. This is 2 
useful when automatic planting is employed as it allows assessment of how much time after the 3 
beginning of the planting window was required to meet the criteria. If planting did not occur 4 
(usually noted as a date of -99), that is also recorded so we can see how many times there was no 5 
acceptable planting date. 6 
 7 
Once the dates and yields have been read, all the non-date, numeric values (the “extras”) are read 8 
(including a repeat of the harvested weight at harvest). 9 
 10 
But, first, we check to see if the number of values to be read matches what we expect to find. If 11 
they do not, the extras are skipped and a “bad thing” is assessed. Even if the right number of 12 
values are available, some of them might contain “***” instead of a number. In that case, that 13 
particular column is marked as bad and a “bad thing” is assessed. When all is well, the values are 14 
interpreted as double precision floating point numbers and temporarily stored in an array. 15 
Additionally, there are a couple more checks to handle formatting errors (which may or may not 16 
yet be fixed in the official DSSAT) that can occur when the model tries to run past the end of the 17 
available weather, resulting in improperly formatted missing values that run together. Such cases 18 
should be taken care of by checking for the total number of values available, but just in case, we 19 
retain the additional error checking. In the unlikely event that these errors somehow slip through, 20 
that particular year is ignored in its entirety (including the yield and dates). 21 
 22 
Interpreting BAD THINGS HAPPENED/Extras: reading from the right, the first three 23 
digits (the ones, tens, and hundreds places) of the “bad things happened” number mean 24 
how many times something went wrong with the “extras”: perhaps skipped due to an 25 
unexpected number of columns AND/OR how many times a column had stars (***) instead 26 
of a numbers. 27 
 28 
Having escaped the parsing difficulties, it is time to store the values in the descriptive statistics 29 
utilities. 30 
 31 
The yield is stored in the dedicated yield spot with missing values recorded as zeros. This is an 32 
arbitrary interpretation decision. (In the past, for example, the criterion for consideration in the 33 
pixel-level average yield was “yield > 0”). We certainly would like to be able to screen out 34 
missing values somehow, since the missing value can arise from non-planting under automatic 35 
planting and thus is not exactly and always the same thing as a zero yield. But then, unreasonable 36 
cases recorded as missing values by the crop model, which really should be considered crop 37 
failure, would be ignored as well. This quickly devolves into a philosophical discussion about the 38 
differences between zero yield, low yield, low area, and when the farmer does not even try. The 39 
resolution will necessarily be arbitrary and tailored to a particular application or question of 40 
interest. 41 
 42 
To reiterate, at this time, the choice has been made to count missing values as zeros. This 43 
preserves the meaning of yield standard deviations and prevents the average yield for a pixel 44 
from being drawn from a single year that managed to not crash. Dropping the zeros and missing 45 
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values can led us to think that the desert is a great place for rainfed agriculture because the one 1 
time out of a hundred that it “worked,” the yield was fantastic. 2 
 3 
The days since the beginning of the simulation until the actual planting date is stored if the 4 
planting date is positive, i.e., not a missing value. If there is a failure of planting, a separate 5 
statistics utility keeps track of how many times there was no planting. 6 
 7 
Now, if it is interesting to investigate the strange cases where there are missing values and zeros 8 
mixed in with positive yields, it is still possible to at least partially disentangle them. A missing 9 
value for the yield will usually be associated with a missing value for maturity, which allows us 10 
to assess how often that happened. When the final results are written out, the number of valid 11 
years contributing to the yield is one of them. The number of times the yield was written down as 12 
exactly zero is also recorded. 13 
 14 
The remaining dates are recorded only if a valid planting date is available. 15 
 16 
Emergence is recorded simply as the number of days between planting and emergence. If 17 
emergence is determined to have been a missing value (which will certainly occur if the planting 18 
date was also missing), then a bad thing is assessed in the second block of three digits from the 19 
right. 20 
 21 
Interpreting BAD THINGS HAPPENED/Emergence: reading from the right, the second 22 
three digits (the thousands place) of the “bad things happened” number mean how many 23 
times the crop failed to emerge (including cases when no planting occurred). Some models 24 
do not report emergence (CERES wheat has been that way in the past). 25 
 26 
Similarly, days to flowering is determined and recorded with failure going in the third block of 27 
three digits of the bad things number. Note that the “flowering” value in DSSAT does not always 28 
mean literal flowering. For example, the potato model records the date of tuber initiation in that 29 
spot while the actual flowers are ignored, since they are unimportant for our simple production 30 
purposes. 31 
 32 
Interpreting BAD THINGS HAPPENED/Flowering: reading from the right, the third 33 
three digits (the millions place) of the “bad things happened” number mean how many 34 
times the crop failed to flower (including cases when no planting occurred). 35 
 36 
The maturity dates proceed in the same way. Every once in a while, something truly strange will 37 
happen with how maturity is written down in the Summary.OUT and the maturity date ends up 38 
before the planting date but not as a missing value (-99). This was usually associated with 39 
running out of weather data. Regardless of its genesis, the annoyance must be dealt with, so an 40 
error message is recorded in the log and the value is skipped over for averaging purposes. The 41 
maturity errors are counted in the fourth block of digits in the bad things number. 42 
 43 
Interpreting BAD THINGS HAPPENED/Maturity: reading from the right, the fourth 44 
three digits (the billions place) of the “bad things happened” number mean how many 45 
times the crop failed to mature (including cases when no planting occurred). 46 
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 1 
BAD THINGS HAPPENED/Summary: the entire number contains counts for problems all 2 
in one place like this [billions: maturity][millions: flowering][thousands: 3 
emergence][ones/tens/hundreds: extras]. 4 
 5 
Finally, all the extras are put into their respective descriptive statistics utilities. In contrast to the 6 
“special” columns, the extras are simply recorded as they are, missing values and all. Thus, if 7 
there are a few missing years mixed in with the predominantly valid years, the -99’s will be 8 
interpreted as -99 rather than zero or anything else. This can lead directly to a difference between 9 
the final value for the “yield” and for HWAH or HWAM since they can have -99’s mixed in 10 
while the cleaned-up yield will not. 11 
 12 
After the Summary.OUT file is dealt with, Mink reads the OVERVIEW.OUT file, if 13 
appropriate. The stress indices are extracted and recorded in their descriptive statistics utilities. 14 
 15 
This whole process of running DSSAT and reading in the results is done for each planting 16 
window, if multiple planting windows per month are requested. Recall that the results from all 17 
the years from all the planting windows are pooled together under such a scheme. 18 
 19 
Once the pixel has been “run,” it remains to write down what came out as a line in the output text 20 
file. If it turns out that there were no yields recorded in the clean yield descriptive statistics 21 
utility, then, most things are simply written down as zeros or negative ones since no valid or 22 
useful full stress runs were accomplished. Of course, the happy plant runs may still contain 23 
useful information, so that information is still recorded. 24 
 25 
The data recorded are as follows. The “bad things happened” summary number comes first. Then 26 
the minimum, maximum, mean, and standard deviation of the cleaned real/stressed yields. 27 
Emergence is written down as the mean and standard deviation. The same goes for flowering and 28 
maturity. The happy plant results written down are the mean happy yield and mean time to 29 
maturity. Recall that for the happy plant numbers, missing yields are set to zero and included; 30 
strange maturities are skipped over. 31 
 32 
After those highly processed outputs come the naively averaged values (including possible 33 
missing values) for all the extras. 34 
 35 
Then follow a few more bits of information helpful for making sense of strange cases: the time to 36 
planting from the target date or start of planting window (useful when using automatic planting), 37 
the number of years when there was no planting (again, for automatic planting), the number of 38 
real/stressed yields that were recorded as exactly zero, the number of years that actually 39 
contribute to the clean real/stressed yield (i.e., if the run timed out, not all the expected years 40 
would be present), and how many years contributed to the happy yields (which will normally be 41 
the same as the number of years and planting windows, unless something went very wrong and 42 
the yield or dates could not be successfully interpreted as an integer or the whole thing timed 43 
out). 44 
 45 
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In order to take simple steps toward considering variability, the last value is the standard 1 
deviation of the harvested weight at harvest (HWAH). Of course, we must be careful in 2 
interpreting it: while it will contain any zeros, it may also contain -99’s representing missing 3 
values. 4 
 5 
Finally, if the OVERVIEW.OUT file was interpreted, the mean values for all the stress indices 6 
by growth stage are written out. 7 
 8 
Now that the outputs for this pixel have been simulated, processed, and written down in the 9 
output text file, Mink sends a progress report to the log file and moves on to the next pixel and 10 
the next until the entire chunk has been simulated. 11 
 12 
Once the whole chunk has finished, it only remains to create a file with the names for each 13 
column and a header file with the number of rows and columns and delimiter to make it easy to 14 
read into other programs. 15 
  16 
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Gathering the Results 1 
 2 
The outputs come in chunks that correspond to the chunks of input data. 3 
 4 
Reassembling the DSSAT outputs 5 
 6 
Now that the parallel execution has finished, the chunks need to be sewn back together in the 7 
proper order. The mink3classic_wrapper_46.sh script accomplishes this when it is given an 8 
argument besides “run”. It is important to not change anything in the wrapper script until the run 9 
is completed so that it can be reassembled properly. Or, if you need to change something (for 10 
example, running a couple cases that had a problem the first time around), make sure you keep 11 
the old settings around (with copious comments), so they can be used when the time comes. 12 
 13 
Once we are sure that all the chunks have finished running (say, by looking at the output of 14 
simple_status.sh or Z_short.sh or merely noting that the log files are no longer changing or being 15 
created), we can try to reassemble the outputs into full-sized datasets. 16 
 17 

 18 
 19 
The “readable data list” of cases to be reassembled is printed out to the screen in order to gain 20 
insight into what the script thinks it is supposed to be working on. Then the reassembly is 21 
attempted and we see a little status report for each case. 22 
 23 
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 1 
 2 
And finally, a summary shows which cases worked and which did not. In this instance, 3 
everything worked out. 4 
 5 

 6 
 7 
More details can be found in the file REASSEMBLE_log.TXT 8 
 9 
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 1 
 2 
Let us artificially make something go wrong to see what that looks like. Specifically, I will 3 
introduce a typo into the “base_2000” cases (say, an extra underscore character) so that they will 4 
be affected but the other climate cases will not. 5 
 6 

 7 
 8 
Now, let us try reassembling again. First, of all, the script cannot find the files it needs in order to 9 
do the sorting for the primitive load balancing: 10 
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 1 
 2 
That in turn means that all those bad cases end up at the end of the list, since they do not have 3 
that size number used as the sorting criterion: 4 
 5 

 6 
 7 
When those cases are attempted, bad things start happening: 8 
 9 
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 1 
 2 
And, the final list of success and failure includes a lot of failures: 3 
 4 

 5 
  6 
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Of course, since we previously reassembled the outputs properly, they should be present in the 1 
to_GRASS directory. 2 
 3 

 4 
 5 
The newly created file names are based on the input file names. Four pieces of information are 6 
added to the front. The first is the catch-all magic output name (CHADEXAMPLE, here). The 7 
second is the SNX-file template used without the SNX part (sgK002RF, for example). The third 8 
is the carbon dioxide concentration assumption (379, here). And finally, fourth is the daily shift 9 
for the planting date/window (d0 meaning a zero day shift; positives would look like d2 and 10 
negatives as dn2). 11 
 12 
Four files make up the output bundle. The data are stored in *_STATS.txt. The header file for 13 
the data are in *_STATS.info.txt. A name for each column is recorded in *_STATS.cols.txt. 14 
And, the provenance information is stored in the *provenance.zip (there is one provenance file 15 
for each chunk and, since they are not very large and compress fairly well, they are all kept and 16 
bundled together). 17 
  18 
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We can now copy these back to the GIS side for visualization and interpretation. 1 
 2 

 3 
 4 
Reading the DSSAT outputs into GRASS 5 
 6 
The time has come for the more fun parts: looking at what came out and trying to make sense of 7 
it. 8 
 9 
The first task is to read the data into GRASS. The script is called 10 
read_DSSAT_outputs_from_cols.sh and employs the reverse of the process that built the input 11 
datasets: it converts the tabular text files into maps.  Each column is converted to a map and 12 
given a systematic name like fancy_results_0, fancy_results_1, etc. We, of course, want human-13 
readable names and furthermore are usually interested in only a few of the values unless 14 
something went very wrong. The desired quantities are chosen by listing the appropriate column 15 
name suffix in the variable name_patterns_to_keep. The most commonly used examples: 16 
yield_mean, real_emergence_mean, real_maturity_mean, yield_std, happy_yield_mean, 17 
happy_maturity_mean, n_bad_things, n_contributing_real, n_real_exactly_zero, NUCM 18 
(cumulative nitrogen uptake), and IRCM (cumulative irrigation water applied). At this point, we 19 
are interested in the real average yield along with emergence and maturity information to help us 20 
screen out unreasonable cases. 21 
 22 
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 1 
 2 
The script is run with two arguments, which enables us to import groups of maps together. The 3 
first argument is usually the DSSAT/output-level magic name. More broadly, it is some pattern 4 
that can identify the cases we are interested in. For example, if we want all the 5 
CHADEXAMPLE cases, we would use “CHADEXAMPLE”. But we might want only the 6 
base_2000 cases: “CHADEXAMPLE*base_2000*”. Basically, that pattern is used with “ls” to 7 
obtain a file listing of the appropriate cases from the from_DSSAT directory. The second 8 
argument is the GRASS/input-level magic name so that the output prefixes can be stripped off to 9 
find the correct geography files to reconstruct the spatial arrangement. It is for that reason that 10 
the input and output magic names should avoid certain obvious things like words that might 11 
appear in the other systematic parts of the filenames (e.g., SNX-templates, climate names, 12 
crops). 13 
  14 
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Naturally, we need to be “in” GRASS and “in” the appropriate mapset. The command looks 1 
roughly like: 2 
 3 

 4 
 5 
Upon attempting run, we see the following embarrassing result. 6 
 7 

 8 
 9 
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The computer does what we ask it to, not what we want it to. We want it to read 1 
“CHADEXAMPLE”, but we asked for “CHEADEXAMPLE” with an extra E. Fix the problem 2 
and try again: 3 
 4 

 5 
 6 
Much better. After reading in the giant text files, we will see the renaming followed by removal 7 
of the unwanted maps (represented by the dots so that there is less clutter). 8 
 9 

 10 
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It is usually a good idea to check to see if there are any results at all. One way to do this is to 1 
perform a simple univariate statistics operation on all the values stored in a map. 2 
 3 
We begin by simply listing all the maps available so we can pick one. The command g.mlist is 4 
very useful in this regard, allowing for a (m)ultiple (list)ing of maps that lets us supply patterns 5 
to match, just like we would for a simple file listing. The argument “rast” means we are 6 
interested in rasters (as opposed to vectors or regions or any other GIS object GRASS handles). 7 
Further, we only want ones whose names start with “CHAD”, continue with whatever, and end 8 
with “yield_mean”. Here are the first few. 9 
 10 

 11 
 12 
A useful tip to remember is that for any of these GRASS commands, we can just run the 13 
command with the single argument “help” and it will provide a short description of the command 14 
and how to use it. For a longer description, you can type (while in GRASS), man 15 
command_name (replacing with whatever command_name you are interested in). The default 16 
viewer is usually “less”, so hit “q” to quit out and return to your GRASS shell. 17 
  18 
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Using the simple “help” request gives this as the first screenful: 1 
 2 

 3 
 4 
And the “man” (for manual) page looks like this: 5 
 6 

 7 
 8 
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 1 
 2 
The man page will sometimes include more detailed examples like: 3 
 4 

 5 
 6 
Back to the task at hand. Let us grab one of the first maps on the list to check. We need to make 7 
sure that we are looking at the geographic region covered by the raster in its native resolution 8 
and extent. This is done with the g.region command and the “rast=” option. Now that an 9 
appropriate region has been chosen, we can look at what sorts of values show up on the map 10 
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using the command r.univar. Fortunately, they are not all missing or zero or some similarly 1 
unpleasant outcome. 2 
 3 

 4 
 5 
Another simple check is to simply make a graphical map of the data and look at the image to see 6 
if it looks reasonable. There is a script available that can perform a simple dump like this: 7 
dump_mapset.sh . To be reminded of what arguments and options there are, simply run it 8 
without any other information. 9 
 10 

 11 
 12 
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Since we have hundreds of maps, we probably want to look at only a few of them. Specifically, 1 
let us look at the no fertilizer, baseline climate cases. How many will there be? We then discover 2 
the unfortunate situation that there are no low-input results (with crop name sorghum000). 3 
 4 

 5 
 6 
Now we have to backtrack. Are there any in the from_DSSAT directory? No, there are not. 7 
 8 

 9 
 10 
Back to the cluster: perhaps they are in the to_GRASS directory, but we failed to copy them? 11 
 12 

 13 
 14 
  15 
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Not there either, so did we even try? This is where the logs/SCREEN_DUMP.TXT comes in. 1 
Searching through it for the string “sorghum000” tells us “Pattern not found.” 2 
 3 

 4 
 5 
All right, we are now back to the wrapper. 6 
 7 

 8 
 9 
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All we see there is where we intentionally made the mistake so we could see the errors when 1 
reassembling the chunks. We have to keep going back up the chain to the SRDL_helper to see 2 
what is happening there. 3 
 4 
The wrapper uses whatever is stored in $chadexample_many_cases, so we start by looking there. 5 
 6 

 7 
 8 
The variable $chadexample_many_cases, in turn, is just changing 9 
$chadexample_all_climates_no_snx to have all the different SNX-file templates that we want. In 10 
turn, $chadexample_all_climates_no_snx takes $chadexample_single_case and makes sure we 11 
have the baseline and two future climates. So, we need to check out $chadexample_single_case. 12 
We can see the tail end of it in the previous screenshot. Looking through the whole thing reveals 13 
that only the sorghum100 situation is represented. That needs to change. 14 
 15 
As usual, there are a multitude of ways to fix our initial carelessness. We probably want to fix it 16 
in a way that fixes all the known problems. Then, for this time, since we have already done half 17 
the work, we will use the wrapper itself to restrict ourselves to the part that still needs to be done. 18 
But, if we come back in the future and wish to redo this or use it as a pattern for a different 19 
exercise, the building blocks will be complete and we will be less likely to make the same 20 
mistake again. 21 
  22 
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Specifically, let us rename $chadexample_many_cases to be 1 
$chadexample_many_cases_highfertilizer or something. Then, the new 2 
$chadexample_many_cases will be built from the existing high fertilizer cases and from a 3 
search-and-replace to put in the no fertilizer cases as modified versions of the high fertilizer 4 
cases. 5 
 6 

 7 
  8 
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Back in the wrapper script, we need to undo the intentional mistake and pick out only the no 1 
fertilizer cases to run. To do so, we will employ the standard UNIX/Linux program called grep, 2 
which simply looks for lines in a file or stream of text that contains/matches some pattern. In this 3 
case, we want to look only for lines containing sorghum000. 4 
 5 

 6 
 7 
And repeat the process: 8 
1) clean up the head node from previous runs (and since we have already reassembled everything 9 
for the high fertilizer half, we can clear out the chunks also). [CLEAR_OUT.sh; rm 10 
chunks_to_GRASS/*.txt] 11 
2) make sure the compute nodes are cleared out [clear_DSSAT_dirs_on_nodes.sh] 12 
3) run the (now restricted) set of cases [mink3classic_wrapper_46.sh run] 13 
4) reassemble them [mink3classic_wrapper_46.sh asdf] 14 
5) copy them back to the GIS side [but, we already have the sorghum100’s, so only copy the 15 
sorghum000’s] 16 
 17 
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 1 
 2 
6) import them into GRASS [but, we already have the sorghum100’s, so only copy the 3 
sorghum000’s] 4 
 5 

 6 
 7 
7) check to make sure they are there and not completely empty 8 
 9 
The second try: we can attempt to dump out a few maps to make sure they are not completely 10 
empty. We will use the script dump_mapset.sh which requires several arguments to know what 11 
we want it to do. First, it needs to know which mapset to dump. If we simply provide it with an 12 
open and closed quote, then it will use the current mapset (so we do not have to type it in). 13 
Second, it needs to know what directory to put all the image files in. After those two come the 14 
optional arguments. If only the first two are given, every raster in the mapset will be dumped. So, 15 
the third argument is to provide a pattern as to which maps we care about. Fourth, we can specify 16 
how big we want the picture to be. Fifth, and last, we can alter the geographic region that is used. 17 
The default is to show the full extent of the raster. Using the string “this” means that the current 18 
region (i.e., whatever the region is when we run the script) is used for all the rasters. This is 19 
useful when trying to cut out, say, a single country from of a whole bunch of global maps. 20 
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Alternatively, the string “zoom” will use the smallest region that contains all the non-missing 1 
valued pixels (e.g., eliminating as much of the ocean as possible around a group of islands). 2 
 3 

 4 
 5 
In this case, we want the current mapset (“”). It is usually helpful to make a single directory 6 
within which the dumping subdirectories end up so that the main directory is not clogged up; 7 
hence, we want the images to go in “graphical_maps/chadexample_first_check”. We only want 8 
to see a few maps this time (those of the form 9 
“CHAD*gremlin*base_2000*sorghum000*yield_mean” meaning using the best guess planting 10 
month, the baseline climate, and the low input values, but keeping all the varieties and all the 11 
characteristics we imported). Lastly, the image size is guessed to be something big enough that 12 
we can see something and roughly the same proportions as the region of interest. Chad is taller 13 
than it is wide, so 400 wide and 600 tall. The argument for the script needs to be in the order 14 
width and then height. In this case, the argument would be “400,600”. If we were feeling very 15 
precise, we could even look at the region using “g.region -p” to see what the actual dimensions 16 
are so that the image dimensions could have similar proportions. As it happens, the real region is 17 
147 wide and 219 tall. Applying that to 600 pixels tall gives us 600 × 147 / 219 = 402.7 18 
indicating that we made a pretty good guess. Maybe we should make it 450 pixels wide to make 19 
some room for the legend. 20 
 21 
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 1 
 2 
When it is done making all the pictures, the screen should look something like this. 3 
 4 

 5 
  6 
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Looking at the pictures requires copying them to our local machine somehow. This is where 1 
WinSCP comes in again. We need to connect to the GISbox. With the correct password, we are 2 
in. Then we need to make sure we are in a good directory on our local computer (the left side of 3 
the double file manager) and on the far end (the right side). 4 
 5 

 6 
  7 
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Let us create a directory on our local machine that will hold all the maps so that we avoid clutter. 1 
A simple way is to right-click on the side where you want to create the directory, then select 2 
“New” and “Directory”. Of course, we discover that we could have simply hit F7 after making 3 
sure that the correct side is the “active pane.” 4 
 5 

 6 
  7 
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Now, we should have a new directory waiting for us to copy things into. 1 
 2 

 3 
  4 
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Switching into the graphical_maps directory on the GISbox, we find the directory of images we 1 
just created. 2 
 3 

 4 
 5 
Copy it over by just clicking and dragging from one side to the other and dropping onto the 6 
map_dumping_zone directory or just going into that directory (on the local machine) before 7 
doing the click and drag. Regardless of the particular technique, the important thing is that the 8 
files end up on our local computer so we can look at them. Then we can simply use the default 9 
picture viewer to look at them by using a Windows Explorer window to look at the directory. 10 
 11 
  12 



Mink documentation, 2017, Robertson  
 

176 
 

Here is the first one on the alphabetically sorted list: variety #1, 379ppm CO2, no daily offset, 1 
target planting month, low fertilizer 2 
(CHADEXAMPLE__sgK001RF_379_d0_chadexample__gremlin_irrigated_deltaONpikNOV_b3 
ase_2000_p0_sorghum000__rainfed_yield_mean_at_demo_DSSAT_chad.png). 4 
  5 

 6 
 7 
One thing to notice is how there is boundary showing the edge of the desert. Recall that this map 8 
is employing the rule-based target planting month map and that for those cases that we chose to 9 
mask areas using the SPAM map for rainfed sorghum areas. Here is a repeat of a screenshot from 10 
when we defined the cases. 11 
 12 

 13 
 14 
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But, the most important thing is that the map is not empty and contains values that do not appear 1 
to be utterly ridiculous. 2 
 3 
Also, remember that for the rule-based planting months, we ran a three-month window around 4 
them: pn1 for the month before, p0 for the month of, and p1 for the month after. Here are the 5 
real/stressed yields from those for variety #1. (Of course, they are on slightly different scales.) 6 
 7 

 8 
 9 
To adjust for our poor ability to guess the planting month, we can choose the highest yielding 10 
month for each pixel. We will end up with two maps: one with the best yield (that uses the p0’s 11 
map’s name with a prefix of “best_yield_”) and a second showing which offset led to that yield 12 
(“best_month_*”). 13 
  14 
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Basic Processing of Yield Maps 1 
 2 
Once the data have been successfully reassembled, imported into GRASS, and checked to make 3 
sure there is actually something there, it is time for some basic processing and interpretation. 4 
 5 
Choosing planting months from offsets 6 
 7 
The script to use is pick_best_monthly_yield_04mar11.sh. The control variable is called 8 
line_list and simply contains a list of the zero-monthly-offset maps. These can be manually 9 
entered, but you will quickly discover that you are just running a g.mlist command and copying 10 
and pasting. Why not have the script do that directly? So, again, we take advantage of the nifty 11 
back-tick trick afforded by the shell. Furthermore, we need to remember that we not only ran the 12 
planting month rule cases, but also all the single month cases which had no offset. Thus, we need 13 
to restrict our listing to somehow keep only the rule-based cases, but not the single months. This 14 
is accomplished by including the name of the rule (“gremlin”) in the pattern. 15 
 16 
From the zero-offset, the script then builds up whichever offsets are needed and maximizes over 17 
them. The shifter_list contains the shifters we are interested in which are almost always simply 18 
negative 1, positive 1, and 0. The resulting rasters (the best_yield and best_month) will no longer 19 
have the p0 or p1 in them since we optimized over that “index.” 20 
 21 

 22 
  23 
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Back in our GRASS window, we run the script. It contains two nested for-loops. The outer one is 1 
over the raster cases: it initializes two rasters (one for the yield and one for the month leading to 2 
that yield). Then comes the inner for-loop over the monthly offsets. It builds up the name of the 3 
yield raster corresponding to the particular offset under consideration and then updates the 4 
best_yield and best_month rasters accordingly. 5 
 6 

 7 
 8 
Assigning communal color schemes 9 
 10 
Let us dump out the maps for variety #1/baseline/no fertilizer and compare them to the 11 
individual offsets. First, let us put those four yield maps (and the high fertilizer maps while we 12 
are at it) on the same scale and color scheme so we can compare them easily. Good guess: there 13 
is a script called put_list_on_same_scale.sh to make it easier. 14 
 15 
The put_list_on_same_scale.sh script takes a list of rasters, figures out what the maximum value 16 
out of all of them is, and then puts all of them on a color scheme with that as the highest value so 17 
that the colors all match. 18 
 19 
  20 
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There are two ways to provide the list of maps that you want to go together. Sometimes the 1 
rasters to compare do not have an easy way to be automatically listed, so we simply make a list. 2 
The use_premade_list variable is set to 1 and the maps we want to look at are put in 3 
premade_list. We have to use that approach here because we only want to recolor the yields and 4 
do not want to accidently recolor the best_month_* maps as would happen if we selected 5 
everything ending in yield_mean (that search criterion would be “*_yield_mean”). We can either 6 
copy/paste the appropriate raster listings, or use the substitution trick to directly insert the values 7 
into the list programmatically. Here we do it in two pieces: one line for the raw yields and then 8 
one for the “best_yield”-s. 9 
 10 

 11 
 12 
Sometimes, the collection of rasters has nice and simple systematic names that can be referred to 13 
using a pattern. In that case, we set the flag use_premade_list to be zero and put the pattern we 14 
want in the search_criteria variable. Each line of search_criteria will be used in a g.mlist 15 
command to build the list. And, each line of search_criteria will be considered separately so that 16 
you can, say, put all the yields on the same scale and all the flowering intervals and all the 17 
maturity lengths and all the cumulative irrigation applications in one search_criteria list. Then, 18 
you only need to run the script once instead of four times. Still, each group will get their own 19 
colors. 20 
 21 
  22 
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When we run the script, it reports the highest values as they are determined and then goes 1 
through the rasters again to reset the colors appropriately. 2 
 3 

 4 
 5 
Now, it is time to dump out the images again. This time, we want all the sgK001’s, including 6 
those that might begin with best_ or nothing; but, they should all end with yield_mean. 7 
Depending on what we are doing, we might simply overwrite the old files (recall that we already 8 
made graphical maps of some of these rasters) or put them in a new directory with a slightly 9 
different name. 10 
 11 

 12 
  13 
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The first real look at the yields 1 
 2 
We then copy them back over to our local machine. But, when we look in WinSCP, we may not 3 
see the new directory. This is because it does not constantly check for new files to save on 4 
network traffic. So, we need to refresh using a keyboard shortcut, a menu option, or a button on 5 
the toolbar: 6 
 7 

 8 
 9 
  10 
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After refreshing, the newly created directory appears: 1 
 2 

 3 
 4 
When copying, if we hadn’t changed the directory name, some of the new files could end up 5 
alongside some old ones that were unchanged. In that case, we could save a little time by telling 6 
it to transfer “newer only” (the undocumented shortcut key is “w”) when WinSCP notices that 7 
we already have some of the files. Just to demonstrate, copying it a second time results in a 8 
dialog box that looks like this: 9 
 10 

 11 
 12 
We can now look at the maps as a group. These are all variety #1, baseline climate, rule-based 13 
planting month. But then we will have the yields for the three months, the best yield, and the 14 
month leading to that best yield. 15 
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The maps appear directly below each description. 1 
 2 
Zero fertilizer, rainfed sorghum, rule-based planting months [left to right, top to bottom, the 3 
maps are: yield from the month before the target planting month, the yield of the target month, 4 
the yield of the following month, the best of all three yields at each location, and the monthly 5 
offset providing the highest yield] 6 
 7 

 8 

 9 
  10 
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High fertilizer (100 kg/ha), rainfed sorghum, rule-based planting months [left to right, top to 1 
bottom, the maps are: yield from the month before the target planting month, the yield of the 2 
target month, the yield of the following month, the best of all three yields at each location, and 3 
the monthly offset providing the highest yield] 4 
 5 

 6 

 7 
 8 
We can now make a few observations. It appears that fertilizer is very helpful for the sorghum 9 
yields. So much so that putting the no-fertilizer yields on the same scale washes out any detail. 10 
Further, above some slanted boundary toward the desert, both fertilizer levels seem to provide 11 
almost identical and low yields. Perhaps this is a planting month problem or it could simply be 12 
where the real desert begins. By and large, planting after the rule-based target planting month 13 
provides the best yields. 14 
  15 
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Handling multiple varieties 1 
 2 
Before moving on to the month-by-month results, let us consider one more topic. 3 
 4 
It is well known that different varieties are grown in different locations, as well as the 5 
complication that several varieties are often grown close together. So, we may be called upon to 6 
create a single yield map for a crop that is based on yields from several different varieties where 7 
each is assigned to its geographically appropriate places. As usual there are several ways to 8 
approach the problem, each with its own peculiar strengths and weaknesses. The two simplest 9 
principles are to forcibly decide which varieties go where or, alternatively, to choose the highest 10 
yielding variety at each location. 11 
 12 
Forcibly assigning requires two pieces. First, we need a set of maps defining regions. And 13 
second, we need a two-column list that details the many-to-many relationship, expressing which 14 
varieties are appropriate for each region. Then, we simply loop through the list, adding up the 15 
yields and keeping track of how many varieties are contributing at each location. At the end, the 16 
total yield is divided by the total number providing an average yield over all the appropriate 17 
varieties. 18 
 19 
Of course, those maps must come from somewhere. Sometimes they are constructed using rules 20 
applied to other data (e.g., climate and elevation intervals to define “mega-environments”) while 21 
other times, a simple mixture of expert opinion and available anecdotal evidence contributes to 22 
national or regional-level guesses. 23 
 24 
The scripts used for this sort of assignment are found in the variety_masks subdirectory. The 25 
existing sorghum script is called sorghum_mask_12apr12.sh and employs the expert opinion 26 
approach. In general, these scripts will result in two output maps per case: the 27 
composite/geographically appropriate yield and another showing how many yields contributed to 28 
each pixel. 29 
 30 

 31 
 32 
Inside, we define yield_mapset as the mapset that contains the yields (in case we want to write 33 
the combined/geographically appropriate yields in a different mapset). Usually, we simply want 34 
to grab the name of the mapset we are currently in. Then comes the ubiquitous control list called 35 
the run_list. Each line should contain the basic name structure for the yield rasters. Since we 36 
will be considering several different SNX-files/varieties, that “index” will drop out of the map 37 
name. The spot in the map name where the SNX-file name was will be replaced by an 38 
output_tag (defined next) that will allow us to tell the difference between different SNX-file and 39 
mega-environment groupings. Thus, we need to put a placeholder where the SNX-file name 40 
goes. As usual, after a few copy/paste episodes we quickly turn to an automated approach. The 41 
trick is to get a map listing for a single SNX-file case and then do a search-and-replace to convert 42 
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that SNX-file name into the placeholder that the rest of the script will recognize. It may take 1 
several of these back-ticked commands to build up all the cases we are interested in. For 2 
example, here, we have one command to set up the best_yield cases and one to set up all the 3 
individual offsets (and we only want the rule-based ones this time around, so we include the rule 4 
name of “gremlin”). 5 
 6 

 7 
 8 
The output_tag goes with the snx_me_list so we can keep different groupings straight. In this 9 
particular list, we have three sorghum varieties, but only two regions. Since they are the baseline 10 
technologies being assigned geographically, the output_tag is an attempt to abbreviate this: 11 
GEObsl. If we used a different set of SNX-files (even with the same regions), then we would 12 
want to employ a different output_tag (for example, GEOshorterplants). 13 
 14 
As previously mentioned, the regions for sorghum are assigned based on a general understanding 15 
of which regions would be appropriate. At this point, the definition is so broad as to be basically 16 
those that are roughly better for Asia and those that are roughly better for Africa. The idea is to 17 
pull out the appropriate list of countries from a country boundary vector, convert them to rasters, 18 
and grow the edges out a little to make sure everything gets covered. 19 
 20 
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 1 
 2 
When we run the yield assigner (which will be somewhat boring, since Chad is entirely within 3 
the Africa-like region, but it does need two varieties), it looks like this at the beginning: 4 
 5 

 6 
  7 
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And at the end: 1 
 2 

 3 
 4 
The other major way to assign varieties to different locations is to “let the data tell you” and pick 5 
the highest yielding one. The script for this is QUICK_pick_best_variety.sh . Inside, we define a 6 
group_name (same idea as the output_tag or the various magic names; this lets us differentiate 7 
between optimizations based on otherwise similar raster names or between optimizations over 8 
larger/smaller/non-overlapping subsets of the possibilities). Then comes the var_list with the 9 
different SNX-files (representing the different varieties) listed out. Note that this is the full SNX-10 
file name. Often, we put RF or IR at the end for generic rainfed or irrigated so that there is an 11 
sgK001RF and sgK001IR that are equivalent except for the water part. In practice this means 12 
that you will need to pick the best rainfed and irrigated cases in separate runs of the script, unless 13 
of course, you want to see if rainfed ever beats out irrigated (sometimes it does!). And finally, 14 
there is the list of “everything except the SNX-file names” names: the map_pre_suf_list. 15 
 16 
As usual, we head straight for the automated approach: grab the list of maps out of the 17 
appropriate mapset, having the type of name we want (usually having the first SNX-file we are 18 
interested in), and then search-and-replace to make sure we have a tab (tab this time, instead of a 19 
placeholder) where the SNX-file would have been. One new trick to notice here is cutting a piece 20 
off a string stored in a variable. In this case, we want to get our raster listing from (possibly) a 21 
different mapset and hence have defined a variable called “yield_mapset_with_at” to remind us 22 
that it has an “@” at the front. But, the g.mlist command just wants the name of the mapset 23 
without the “@” so we need to get rid of it somehow. Of course, there is more than one way. The 24 
way we do it here is to put the variable name inside curly brackets and then after the name, use 25 
the number/pound/hash sign. After the “#”, we put whatever it is that we want cut off the front. 26 
This is simply the “@” here, but it could be something more elaborate and even use *’s and ?’s 27 
as wildcards. The shell will then cut the shortest string off the front that meets the criterion. If we 28 
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used two #’s like ${yield_mapset_with_at##@*g}, it would chop off the longest string that met 1 
the criterion. The same logic applies using “%” or “%%” to take something off the end. 2 
 3 
Here, let us simply look at the best_yield-s.  4 
 5 

 6 
 7 
The output will be a pair of maps for each case. One map shows the winning yield 8 
(BEST_yield_*; all capital letters to easily differentiate from the monthly optimization) while the 9 
other details which variety (or more specifically SNX-file template: BEST_variety_*) led to that 10 
winning yield. The mechanics are similar to picking the best planting month except that instead 11 
of building up the offset names, we are going through the list of SNX-files, assigning the 12 
numbers, and storing a human readable version in GRASS’s category file so that they will show 13 
up nicely in the legend. 14 
 15 
Obviously, the script can be used for any sort of simple optimization over systematic names. It 16 
could even be used for the three-month-window (for which we have a dedicated script) by 17 
putting the tab in the place where the p0 goes and then using a “variety list” of p0, pn1, p1. Or 18 
searching across different fertilizer levels or input magic names or output magic names. The 19 
requirements are just that everything else needs to be the same, the splitting tab is put in the right 20 
place, and the appropriate list is made (and only the first six characters of the “variety” names 21 
count to make it work with our usual/arbitrary naming scheme for the SNX-file templates, which 22 
is 6 characters followed by RF or IR). 23 
  24 
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Successful execution of the script looks something like this: 1 
 2 

 3 
 4 
Perhaps, we should put all these cases on the same color scheme and dump them out: high and 5 
no fertilizer, geographically assigned, and highest yielding. So, it is back to 6 
put_list_on_same_scale.sh, but with a different premade_list: 7 
 8 

 9 
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We will need to dump in two steps to get the two different kinds of names (and their supporting 1 
maps showing how many varieties contributed to each pixel or which one was the winning 2 
variety). Notice that the destination directory has been changed along with the search criterion to 3 
obtain the optimized maps. 4 
 5 

 6 
 7 
And again, for the forcibly assigned maps. 8 
 9 

 10 
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Then we copy them over using WinSCP. Again, remember that WinSCP tries to remember the 1 
directory structures and contents at the far end for the parts that it has seen during the session. 2 
This speeds things up, but means that if you know there should be some new or changed files, 3 
then you will need to hit the refresh button in those directories. After refreshing and copying, we 4 
can look at the files. 5 
 6 
As expected, the forcibly assigned case is not exciting with respect to which varieties are chosen 7 
because Chad lies entirely within a single one of our regions. But, there is a little redemption in 8 
that it is the region with two varieties contributing. Here is the counts map showing how many 9 
varieties. 10 
 11 

 12 
 13 
Here are the composite maps for the no fertilizer case followed by the high fertilizer case. In the 14 
row, first, the winning variety, then the winning yield, and finally the forcibly assigned yield. 15 
 16 
sorghum000 17 
 18 

 19 
20 
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sorghum100 1 

 2 
 3 
Reviewing the SNX-file/mega-environment correspondences, it turns out that the African region 4 
uses varieties #1 and #2. But, when looking at the varieties individually, #2 seems to always do 5 
better than #1 and #3 does even better. 6 
 7 
Examining planting month dependence 8 
 9 
Since we might have planting month problems, let us go back and look at the true monthly 10 
results. While we could try to use the QUICK_pick_best_variety.sh  for something besides 11 
varieties, looking at the planting months is common enough that a dedicated script seems 12 
appropriate: pick_best_of_all_possible_months_simple_10aug12.sh . The main control is the 13 
line_list which holds the various cases with a tab in the place of where the month number goes. 14 
Secondarily, we can choose which months to search over (the month_list) and, of course, it can 15 
be helpful to add an extra label if we need to distinguish different sets of months (preprepre). 16 
 17 
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 1 
 2 
Let us try it. 3 
 4 

 5 
 6 
It seems to have worked. The first thing we are interested in is to see which months led to the 7 
highest yields using a high contrast, aesthetically abominable color scheme. To dump them out, 8 
we take advantage of the fact that eliminating the month number from the raster names results in 9 
three underscores in a row. Also, we need to make sure we are in the right directory (in this case, 10 
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the main scripts directory) or else we will end up with graphical_maps directories scattered all 1 
over the hard drive, which defeats the purpose of putting them in only a few places. 2 
 3 

 4 
 5 
While we are at it, we probably want to see what the rule-based target planting months are. We 6 
will dump from a different mapset as well as request “this” region. 7 
 8 

 9 
 10 
Then to WinSCP, refresh, copy. 11 
 12 
What do we find? Let’s copy the best month maps in here, grouped by fertilizer level. 13 
 14 
Rule-based target month 15 

 16 
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Low Fertilizer: variety #1, #2, #3 1 

   2 
 3 
 4 
High Fertilizer: variety #1, #2, #3 5 

   6 
 7 
A couple of things jump out. First, the reverse-engineered best planting month has almost 8 
nothing in common with the rule-based planting month. Second, there is the boundary where the 9 
desert begins in earnest and the “best month” gets all jumbly. Third, in the reasonable zone for 10 
growing sorghum, there is rough agreement across all the varieties within the fertilizer level. In 11 
the northern half of the reasonable zone, the best month is July with a little bit of June. In the 12 
southern half (which we anticipate to be higher yielding), July still dominates, but with 13 
substantial June and a little bit of August for variety #2, while higher fertilizer benefits from 14 
planting a little earlier and eliminates the pockets of May planting in the center of the country 15 
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(right on the boundary between the northern and southern halves of the non-desert portion of the 1 
country). 2 
 3 
Turning to the yields themselves, we need to make sure we have put all the yields on the same 4 
scale and then we can see what we can discover. We can simply run put_list_on_same_scale.sh 5 
after adding another line for the best month picking scheme (using the three underscores trick 6 
again). 7 
 8 

 9 
 10 
After dumping, here is what we get: 11 
  12 
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Low Fertilizer: variety #1, #2, #3 1 

    2 
 3 
 4 
 5 
High Fertilizer: variety #1, #2, #3 6 

     7 
 8 
 9 
The low/no fertilizer cases have some sharp boundaries in the southern region that seem to 10 
disappear in the higher fertilizer case. There are several possibilities: they could be legitimate, 11 
they could be soil type boundaries, or they might be places that had strange times to 12 
emergence/maturity. 13 
  14 
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Let us check on the soil types in the same way we compared the rule-based planting month: 1 
dumping out the soil profile number raster with the same settings as the yield maps. 2 
 3 

 4 
 5 
 6 
And the resulting map shows that some of the strange boundaries do, in fact, match up with the 7 
soil boundaries: 8 
 9 

 10 
  11 
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Let’s check on emergence and maturity length just to be sure. Here we use another bash/shell 1 
trick: the square brackets allow us to request filenames with a particular range of characters in a 2 
particular position. In this case, we are requesting a number to be followed by the underscore and 3 
“delta” which allows us to eliminate the rule-based planting month situations. 4 
 5 

 6 
 7 
This map is typical of what we find with emergence 8 
(CHADEXAMPLE__sgK001RF_379_d0_chadexample__1_deltaONpikNOV_base_2000_p0_so9 
rghum000__rainfed_real_emergence_mean): 10 
 11 

 12 
 13 
Reasonable emergence values for sorghum are more like 8-20 days, not 15 years. In other words, 14 
most/all of the desert simulations are bogus and the scale is so badly skewed that the southern 15 
region looks pretty good, but there might be some unreasonableness hiding in indiscernible 16 
shades of yellow. 17 
 18 
Similarly, let us quickly check on the maturity length using the same tricks: 19 
 20 

 21 
  22 
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Of course, it is the same story since maturity must come after emergence; so, we cannot see or 1 
say much directly 2 
(CHADEXAMPLE__sgK001RF_379_d0_chadexample__1_deltaONpikNOV_base_2000_p0_so3 
rghum000__rainfed_real_maturity_mean_at_demo_DSSAT_chad): 4 
 5 

 6 
 7 
We can, at least, observe that the most outrageous maturity is 23,118 days and the most 8 
outrageous emergence is 23,052 days for a difference of 66 days (which is a remarkably short 9 
growing season for sorghum and is consistent with [and hopelessly optimistic concerning] the 10 
harsh conditions in those regions). 11 
 12 
As a simple check, let us look at a July planting month case (since July was a fairly consistent 13 
winner in the reasonable regions) and trim off the excessively high emergence and maturity 14 
values so we can see what the rest look like. We can use a pre-written utility script called 15 
trim_greater_than.sh. It takes four arguments: the original raster, where to write the trimmed 16 
raster, the desired threshold, and whether to replace the excessive values with the (t)hreshold 17 
value or a (n)ull value. In this case, it does not really matter, so we might as well use the 18 
threshold value so we can see the footprint. Also, we can use the script zero_to_black.sh to set 19 
the colors to be a simple rainbow with exactly zero as black so we can tell the difference between 20 
actual zeros and very small but still positive values. In this scheme, negative numbers end up as 21 
shades of gray. 22 
 23 
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 1 
 2 
After dumping we find this (emergence then maturity): 3 
 4 

 5 
 6 
Imposing reasonable thresholds would only zero out the places that already had very small yields 7 
and still leave July as the undisputed king of planting months. 8 
 9 
Perhaps another interesting question is how much July is winning over, say, the rule-based 10 
recommendation of May. To do this, we will directly type in the GRASS commands. First, we 11 
will list the rasters we want to difference so that we can copy/paste them into the real command 12 
and avoid typographic errors. The GRASS module r.mapcalc allows us to do all manner of 13 
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interesting calculations using raster maps. In this case, we simply want to subtract one from 1 
another. Then, we can employ a pre-made utility script (difference_colors3.sh) that assigns 2 
colors helpful for considering differences (that is, a neutral color like black or white around zero 3 
and distinct colors for positives and negatives). 4 
 5 

 6 
 7 
The result looks like this: 8 
 9 

 10 
 11 
In the low yield areas, there is not much difference by force of arithmetic. In the smaller odd 12 
regions that have a different soil type than their surroundings, the May yield is higher (which is, 13 
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in fact, shown in the best planting month maps). In the northern half of the non-desert, July’s 1 
advantage seems to be about 380 kg/ha out of 1100 kg/ha for July (roughly 35%); in the southern 2 
portion, the advantage is about 800 kg/ha out of 2,300 kg/ha (similarly, about 35%). 3 
 4 
Of course, this is considering only the climate in the context of what has been implemented in 5 
the model. In reality, July is the beginning of the rainy season and it may be impossible to work 6 
the fields and/or they may already be occupied by a more flood tolerant crop like rice. For 7 
example, in August of 2012, there was some major/historic flooding in that region 8 
(http://missionarydoctors.blogspot.com/2012/08/kassere.html). Furthermore, in early February of 9 
that same year, I passed through parts of that region and saw sorghum fields close to ready for 10 
harvest. Supposing something like a 120-day or 4-month time to maturity plus a little time for 11 
the grain to dry a bit while still in the field, that would work out to an actual planting month of 12 
September. That is, most likely planting occurs after the mud turns back into moist dirt. 13 
 14 
In that light, what is the “penalty” for planting when it is physically possible to rather than the 15 
idealized time in the middle of the mud season? Let us compare September to July. 16 
 17 

 18 
  19 
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The map is: 1 
 2 

 3 
 4 
The July advantage is around 1,000 kg/ha off a base of 2,300 kg/ha in the south (and 750 kg/ha 5 
out of 1,100 kg/ha in the north) which is pretty substantial. Of course, if you cannot plant in July 6 
due to mud, you really cannot access that 2,300 kg/ha in the first place, so the loss is more 7 
hypothetical than real. 8 
 9 
So now we have the conundrum of what planting month to use. The highest yielding month 10 
according to the model is impractical due to muddy fields. The anecdotal evidence suggests that 11 
September is a more appropriate planting month, but that does not give us a systematic way to 12 
assign the planting month in all locations, especially in climate change situations. And the simple 13 
rule-based approach that works well for other parts of the world is not working well here in that 14 
it is putting the planting month as way too early (April, May, and June). Perhaps, simply 15 
declaring that September is the reasonable planting month would be best. 16 
 17 
Arbitrary regional aggregations 18 
 19 
The motivation for choosing September is related to rainfall and mud. So, let us investigate what 20 
the rainfall looks like throughout the year under historic as well as climate change conditions to 21 
see if the patterns would make sense with an “always try September” approach. We want to see 22 
the monthly rainfall, but at a sub-national level. And, while we are at it, we might as well look at 23 
the monthly high and low temperatures. There is an old sub-national areas vector laying around, 24 
so let us look at it to see if it will serve our purposes. We can make a graphical map to see what it 25 
looks like using, again, some premade scripts and old-fashioned GRASS commands. 26 
 27 
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 1 
 2 
The map looks like this: 3 
 4 

 5 
 6 
Those should be small enough to give us a good idea of the trajectory of precipitation through 7 
the year. 8 
 9 
The script ARBITRARY_sound_bites_SINGLE_13aug14.sh can help us here. It allows us to 10 
compute weighted averages of raster values over regions defined by vector boundaries. 11 
 12 
The results will be written out to the output_dir which is usually left unchanged as “./SB/” (for 13 
“sound bites”). The basis of the output file name is designated with id; we will use 14 
ARBITRARY_chad_precipitation_. Additionally, we need to specify the geographic resolution 15 
at which all the averaging should be done. Since we usually have a particular raster in mind that 16 
will be used either as the values or the weighting for the weighted-averaging thereof, it is 17 
simplest to specify an align_raster that the resolution should be matched/aligned to. In this case, 18 
one of the SPAM rasters can serve as an appropriate raster to align to. 19 
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 1 

 2 
 3 
It will not surprise you to learn that there are a couple of control lists. The brute_force_list for 4 
the sound bites holds all the various cases that we want average values for. It requires five tab-5 
delimited columns. There are three comment spots (columns 1, 2, and 4), the raster to use as the 6 
pixel-level weights (column 3), and the raster whose average value we wish to learn (column 5). 7 
  8 
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We need a weighting raster. We could simply use a dummy raster with a constant value to obtain 1 
a straight average. However, since we are not using an equal area projection, each latitudinal 2 
band of pixels is a slightly different size. Using a special purpose GRASS module, we can make 3 
a raster whose values are the areas of the pixels after setting the region to match what we are 4 
interested in. 5 
 6 

 7 
  8 
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Since we want monthly values across three different climates, that works out to 12 × 3 = 36 1 
cases. Rather than do all that typing and backspacing and retyping, let us do it programmatically.  2 
First, we set up a template line with placeholders for the month numbers and the climate names. 3 
Then we can make two nested for-loops fill in the climates from a climate list and the months. 4 
 5 

 6 
 7 
Finally, we need to list out the regions over which the averages should be computed. This 8 
list_to_mask has four tab-delimited columns. First is a comma-separated list of the region names 9 
that should be put together to form the region of interest. In our case, we are looking at one 10 
region at a time, so no commas are employed. If there is more than one value contributing, there 11 
should be no spaces before or after the commas except in the unlikely event that the name in the 12 
database begins or ends with a space. If the name itself contains a comma, replace it with an 13 
apostrophe/single-quote and the script that makes the masks will handle it appropriately. The 14 
second column is for a short name to appear in the output file. The third column names the 15 
vector from which the region should be pulled. And the fourth column indicates which “column” 16 
in the database of the vector should hold the values from the first column. 17 
  18 
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In this case we want to get all of the sub-national regions inside of Chad. So, let us see what the 1 
column names are in the database associated with the sub_national vector using v.info with the “-2 
c” flag. 3 
 4 

 5 
 6 
We are interested in the ADMIN_NAME to get the sub-national unit name and the 7 
CNTRY_NAME to restrict ourselves to Chad. Using a database operation, we can select just the 8 
pieces we want to put in the list of regions we are about to construct. The command v.db.select is 9 
handy. We must provide the name of the vector/database (“sub_national”), the columns whose 10 
values we wish to see (“ADMIN_NAME”), and a so-called “where” statement that contains a 11 
condition to be met (that the column “CNTRY_NAME” is exactly the string value “Chad” which 12 
is denoted by the single quotes). 13 
 14 

 15 
  16 
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These are the values that form the basis of the list_to_mask along with the vector name 1 
(“sub_national”) and the column name (“ADMIN_NAME”). 2 
 3 

 4 
 5 
The script starts by checking to make sure that all the rasters that will be used actually exist. 6 
There is nothing fun about waiting for a long aggregation to finish only to discover that half the 7 
numbers are missing because of a mistyped map name. Then the regional masks are created by 8 
extracting just the requested regions out of the larger vector and converting them to rasters. For 9 
each raster to summarize, a temporary area raster is created by cutting down the footprint of the 10 
weighting/area raster to be no larger than the raster we want to summarize. Then two more 11 
temporary rasters are built by multiplying the weighting raster by the raster we really want: one 12 
is just that while the other keeps only the positive values of the raster we care about so we can 13 
have an idea of the effect of true zeros on the overall averages. This is because the original 14 
motivation for these averages is to look at average yields and knowledge of the area subject to 15 
complete crop failure can be helpful for understanding what is going on. 16 
 17 
Then it is time to summarize the values for each regional mask. The appropriate mask is copied 18 
to the special GRASS raster called MASK. If a “MASK” is present, raster operations will only 19 
be performed on the pixels for which MASK is valid and non-zero. So, we simply start summing 20 
to find: the total weight/area, the total positive weight/area, the total weighted value (which 21 
would be “production” if we were summarizing yields and using areas for the “weights”). The 22 
weighted-average value (analogous to or precisely the “yield,” depending on the circumstance) is 23 
computed as the total weighted value divided by the total weight. The results are then recorded 24 
as a new tab-delimited line in the output file: comment #1, comment #2, comment #3, the short 25 
name of the region, the weighted-average value, the total value, the total weight, and the total 26 
weight corresponding to positive values. 27 
 28 



Mink documentation, 2017, Robertson  
 

213 
 

In addition to the output file with the numbers, a “notes” file is created containing all the 1 
information about the settings so we can figure out what it means and recreate it after we have 2 
forgotten the details. 3 
 4 

 5 
 6 
The resulting text files can then be copied onto our local computer and copy/pasted into a 7 
spreadsheet for simple interpretation. It is a good idea to have at least two sheets in the 8 
spreadsheet: one for the data and one for the notes. 9 
  10 



Mink documentation, 2017, Robertson  
 

214 
 

Here is the top of the notes: 1 
 2 

 3 
  4 
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And then, the data should probably be copied in a few rows down so we can have room for 1 
making graphs. 2 
 3 

  4 
  5 
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Now, we can deploy the usual spreadsheet tricks like “filtering” and making some simple graphs 1 
of rain and temperature for, say, Tandjile. 2 
 3 

  4 
 5 

 6 
 7 
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 1 
 2 
It appears that, at least from the precipitation standpoint, the general pattern of when and how 3 
much will show up will not be drastically different for that part of Chad as embodied in the two 4 
climate models we are looking at here. Similarly, the seasonality of the temperatures is pretty 5 
much the same, although clearly involving higher values. And the rainfall pattern is consistent 6 
with a September-planted, post-rainy-season sorghum crop. 7 
 8 
To summarize: it seems that we have three planting month strategies. In order from worst to best, 9 
there is the rule-based approach, the best-yielding from the model, and the anecdotally forced 10 
choice of September. 11 
 12 
Comparisons in simple categories 13 
 14 
Let us see what the climate change implications are under the three approaches. To simplify, let 15 
us look only at variety #3 since we suspect it to be the highest yielding in this region. 16 
 17 
While we could simply take a difference between future and baseline yields to obtain a pixel-18 
level map of climate change effects, the many gradations and scales can make such maps 19 
difficult to interpret. This can be helped a little bit by looking at percentage changes and 20 
categorizing them into a reasonable number of cases. We can start by saying that changes within 21 
5% are unlikely to be discernible in the real world, so we will call those “no/limited change.” 22 
Then come small gains or losses from 5–25% for two more categories. Large gains or losses give 23 
us two more categories for 25% or more deviations. Beyond that are odd cases where areas are 24 
represented under one climate but not the other or involve zero yields. All of this is handled by a 25 
script called categorical_differences_best_30mar11.sh and is controlled by the pair_list which 26 
matches up the rasters to be compared. 27 
 28 
So, we need to find the names of the yield rasters for our three planting month schemes. 29 
 30 
We need the rule-based yields for the rule-based method so we can copy/paste them into the 31 
script. 32 
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 1 

 2 
 3 
And then we want the best of all possible months rasters. 4 
 5 

 6 
  7 
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Finally, the September yields will be interesting. 1 
 2 

 3 
 4 
These get placed in the pair_list. Each line contains two raster names separated by a tab: first the 5 
yield considered to be the baseline and second the alternate case to be compared. 6 
 7 

 8 
 9 
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There are two more minor controls. The script will make new rasters and needs to name them. It 1 
takes the alternate case raster and adds a prefix and suffix. The suffix is “_diff_cats”. The prefix 2 
can be chosen using prefix_letter; the traditional way is to set it as “Z” so that these kinds of 3 
maps are grouped together at the end of alphabetical listings. However, different prefixes should 4 
be selected to represent different kinds of comparisons since the baseline yield map name will 5 
not show up in the resulting raster name. Since we do not want to lose that information, it is 6 
stored in the “history” of the map that GRASS keeps track of. (The history can be viewed using 7 
the r.info command.) 8 
  9 

 10 
  11 
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The final setting is do_full_accounting which indicates whether we want to see the basic change 1 
categories (0) or if we want to see all the possible details involving zero yields and missing 2 
values (1). 3 
 4 

 5 
 6 
Let’s look at the GRASS history for one of the resulting rasters: 7 
 8 

 9 
 10 
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The first part of the history is the part automatically generated by the last GRASS module to act 1 
on it (which happened to be r.patch). After that comes the comment created by the script that 2 
helps us figure out what really happened. 3 
 4 

 5 
 6 
Let us dump these out and have a look: 7 
 8 

 9 
 10 
Rule-based: hadgem/low; hadgem/high; miroc/low; miroc/high 11 
 12 

    13 
 14 
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 1 
Best-possible: hadgem/low; hadgem/high; miroc/low; miroc/high 2 
 3 

    4 
 5 
September: hadgem/low; hadgem/high; miroc/low; miroc/high 6 
 7 

    8 
 9 
The effect of climate change seems to become more intensely bad (more yellow and red) as we 10 
move from no fertilizer to high fertilizer and from the rules to the “best” to September under 11 
hadgem. Under miroc (which has more muted temperature changes, along with increases in 12 
precipitation), the September planting month actually benefits (more blues) along with the high 13 
fertilizer case. 14 
 15 
Country aggregations matching SPAM footprints 16 
 17 
The categorical change maps provide a qualitative assessment and allow us to see the geographic 18 
diversity of yields and the changes they might experience under climate change. But, a 19 
quantitative assessment is also valuable. As you may recall, this is the function of the “sound 20 
bites”: to do geographical aggregations. We have already used the script for arbitrary regions. 21 
Aggregating to countries is a common task since tabular data, such as FAOSTAT, are typically 22 
available at that level. 23 
 24 
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A special script is dedicated to the task of country sound bites, which functions almost 1 
identically to the arbitrary aggregator. An important consideration is to make sure that the 2 
country boundaries make sense so that comparisons to country statistics, in turn, make sense. 3 
While not taking any position on border disputes, we still need to have a working definition. 4 
Since we usually use the SPAM database of area allocations, we want country definitions that 5 
match SPAM so that the total areas for a country will match closely with the original FAOSTAT 6 
numbers SPAM is based on. So, we used SPAM’s working definition of which pixels are 7 
allocated to which countries.  8 
 9 
The script called COUNTRY_sound_bites_SINGLE_YEAR_spamvector_28oct14.sh uses a 10 
boundary vector that matches the pixels that SPAM allocates to each country. 11 
 12 
We must specify the output directory (output_dir: use the same ./SB/ as the arbitrary sound 13 
bites), the output name (id), and raster to match the resolution of (align_raster). 14 
 15 

 16 
  17 
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After that comes the brute_force_list with all the different cases to summarize. These are all the 1 
same rasters as we put in the categorical differences script. Each gets its own line and we have to 2 
fill in the comments to be useful to us. For example, we can use the first comment to name the 3 
planting month scheme, the second for the fertilizer application rate, and the third one for the 4 
climate. We use the rainfed sorghum physical areas from SPAM as the weighting raster which 5 
should provide us with very nearly the correct total area along with its assessment of which 6 
pixels are more likely to support sorghum cultivation. Finally, the yield maps themselves are 7 
listed. 8 
 9 

 10 
  11 
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The countries we wish to aggregate are put in the country_list_to_mask . Since we do not have 1 
to specify the boundary vector (it is set down in the part we do not have to edit since it does not 2 
usually change), the list is simpler than the one for the arbitrary regions. We can simply put in a 3 
country name and if we do not specify a short name, one will be built up automatically based on 4 
the country name. Of course, if we are grouping several countries together, it is still a good idea 5 
to put in a tab and a short name for that particular line. So, here is our very simple list of 6 
countries. 7 
 8 

 9 
  10 
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Copying the resulting files from the SB directory on the GISbox to our local machine and 1 
copy/paste-ing into a spreadsheet, we find these values: 2 
 3 

 4 
  5 
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Let us check with FAOSTAT and see what yields they have for sorghum in Chad during 2004–1 
2006. 2 
 3 

 4 
 5 
Let us compare areas and yields. The FAOSTAT areas appear to be larger. Since SPAM does not 6 
consider any Chadian sorghum to be irrigated (verified elsewhere), we are left with a deficit of 7 
sorghum area. Still, the FAOSTAT yields are 680 to 750 kg/ha as compared to 660 for 8 
base_2000 with no fertilizer for the September plan while the other planting month schemes are 9 
about twice as optimistic. That seems remarkably close considering how many assumptions and 10 
simplifications went into the process along with our general lack of knowledge concerning 11 
Chadian agriculture. 12 
  13 
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As for the effect of climate change, there are few enough numbers involved that we can 1 
manually compute the changes in the spreadsheet. We can compute the fractional change as the 2 
future yield divided by the baseline yield and subtract one. 3 
 4 

 5 
 6 
Apparently, the climate change effect on the September planting plan is a little bit more 7 
optimistic than the other two for the hadgem conditions while still indicating that yields can be 8 
expected to decline. Under miroc conditions, however, the September plan shows a whopping 9 
24% increase with no fertilizer and a 34% increase with 100 kg/ha of nitrogen. While an increase 10 
in yield is almost always preferable to a decline, this underscores the uncertainty involved in 11 
these kinds of simulations. It also reminds us that humility is a virtue that should be matched by 12 
an openness to refining and revising our methods. 13 
  14 
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Aggregation for Use in the IMPACT Model 1 
 2 
All of this effort was originally motivated by, and primarily used for, preparing quantitative 3 
climate change effects that can be used by the IMPACT model of the world agricultural 4 
economy. Let us now prepare these revised sorghum simulations in a manner that could be 5 
incorporated into IMPACT. 6 
 7 
IMPACT is a spatially disaggregated, partial-equilibrium, multi-market model of agriculturally 8 
related commodities. For production purposes, the world is divided into regions that correspond 9 
to countries, and within countries to major river basins. These 320 “food production units” 10 
(FPUs) allow the purely supply and demand portions of the model to interact with water 11 
resources management and hydrological portions of the model, such that water scarcity can 12 
affect irrigated production. Incorporation of climate change effects on agricultural productivity is 13 
based on shifters computed for each crop in each FPU. 14 
 15 
As you can imagine, this can quickly involve a very large collection of numbers. Thus, when the 16 
crop modeling results are aggregated in preparation for use in IMPACT, we try to keep various 17 
pieces separate so they can be updated relatively easily when better information becomes 18 
available or mistakes are corrected. So, first of all, we will keep files that go together in a single 19 
subdirectory of the to_IMPACT_FPUs_SB_style directory. The subdirectory name will 20 
typically contain a human-readable nickname to distinguish it from similar efforts along with the 21 
date. Within that directory can be a multitude of files. An example filename might look like this: 22 
DSSAT__379__bean__normal__base_2000__boring___14Dec16_0207.txt . The name, clearly, 23 
is comprised of several pieces of information in a particular order and delimited by double 24 
underscores. 25 
 26 
The bits of information are: 27 
 28 
A note, usually used to indicate the crop model used (here, this is DSSAT). 29 
 30 
The assumed carbon dioxide concentration in the atmosphere in parts per million. 31 
 32 
The IMPACT crop code. There are many of these. For the plant-based commodities, here is a 33 
partial list taken from IMPACT’s documentation (Robinson et al. 2015): 34 
 35 
barl (barley), maiz (maize), mill (millet), ocer (other cereals), rice (rice), sorg (sorghum), whea 36 
(wheat), bana (bananas), plnt (plantains), subf ([sub]tropical fruits), temf (temperate fruits), vege 37 
(vegetables), grnd (groundnuts), rpsd (rapeseed), soyb (soybeans), snfl (sunflower seeds), tols 38 
(total other oilseeds), gdnt (groundnuts for oil), palm (oil palm fruit), cafe (coffee), cott (cotton), 39 
fodr (fodders), othr (other crops), grss (grass), teas (tea), bean (beans), chkp (chickpeas), cowp 40 
(cowpeas), lent (lentils), opul (other pulses), pigp (pigeonpeas), cass (cassava), orat (other roots 41 
and tubers), pota (potatoes), swpt (sweet potatoes), yams (yams), sugb (sugarbeet), sugc 42 
(sugarcane). 43 
 44 
The technology name (for example, normal or drought or heat tolerant). 45 
 46 
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The climate situation (for example, base_2000 or hadgem2_es__future_rcp8p5_2041_2070). 1 
 2 
Another note (for example, when there are multiple ways of assigning varieties, or using a 3 
different approach for the same crop). 4 
 5 
And finally, a date and time stamp. 6 
 7 
The files themselves contain many different values that are reported so that the economic models 8 
can deal with strange situations. Obviously, climate change is a major motivation. We also wish 9 
to be able to investigate the possible influence of new technology adoption. Furthermore, we 10 
want as much relevant information as possible to be available to drive heuristics for filling gaps 11 
and mismatches between datasets. For example, the economic model will need values for crops 12 
that are not directly represented by the crop models. IMPACT may have in its database that there 13 
is production for some particular crop/water combination in an FPU, but the weighting raster 14 
(that is, SPAM) that we used may not show any production area in that region. Some sort of 15 
proxy would be helpful to stand in that gap. 16 
 17 
The general format is comma separated values text files. There is a single header line to facilitate 18 
importation into other programs, specifically the GAMS framework in which IMPACT operates. 19 
Additionally, there is yet another provenance file for each aggregation file with a suffix of 20 
“.notes.txt” to help trace where the numbers came from. 21 
 22 
There are many columns in these files. In order, they are: 23 
 24 
CCCOM: this is the four character IMPACT commodity code. 25 
 26 
FPU: the 7-character food production unit (semi-)human-readable code. It consists of a 3-27 
character river basin name, an underscore, and a 3-character country or group name. 28 
 29 
IRRF: the code for rainfed or irrigated. Actually, we employ four different cases in order to 30 
provide maximum information to the heuristics that fix up the strange cases. The first two are the 31 
straightforward cases in the manner you would expect. “IR” refers to the yield/etc. of an irrigated 32 
crop on land believed to be used for irrigated production. “RF” refers to the yield/etc. of a 33 
rainfed crop on land believed to be used for rainfed production. Now come the unusual cases. 34 
“IR_on_cross” is for the yield/etc. we would expect to see from an irrigated crop if it were grown 35 
on areas usually only used for rainfed production. Similarly, “RF_on_cross” is for the yield/etc. 36 
we would expect to see from a rainfed crop if it were grown on areas usually only used for 37 
irrigated production. 38 
 39 
YRS: the year with which to associate the reported typical yields. At this juncture let us 40 
acknowledge, but avoid, the philosophical discussion of which year should be associated with 41 
the historical type climates and the future 30-year-average climates. 42 
 43 
co2_level: the atmospheric carbon dioxide concentration assumed in parts per million. 44 
 45 
area: the total area/weight in this region, for this case. 46 
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 1 
yield: the area weighted average yield in this region, for this case. 2 
 3 
prod: the total production (sum of pixel-level weights × yields) in this region, for this case 4 
 5 
The “smart farmer” assumption 6 
 7 
Normally, this is all we would need, except we also want to be able to handle technology 8 
adoption. So, at a bare minimum, we need an additional set of values corresponding to the 9 
alternate technology. But we expect producers to only adopt a new technology if it is actually 10 
advantageous to them. In this context, the closest we can get to that judgment is to consider if the 11 
alternate technology provides a higher yield. That is, we need to apply a technique we have 12 
inadequately named the “smart farmer” approach. 13 
 14 
The smart farmer considers two sets of yield rasters. The first is the baseline, normal, boring, 15 
business-as-usual situation. The second is the alternate, technology, fancy, new plan that has 16 
become available. We need to do this comparison even if we have only a single technology: it 17 
will simply be compared against itself. When we (or the hypothetical smart farmer) compares the 18 
yields, some locations can benefit from the new technology while others will not. We thus 19 
construct a map showing which locations would benefit. 20 
 21 
The judgment leads to three potential kinds of producers (or “smart farmers”). The first group 22 
encompasses the mandatory non-adopters who would not benefit and hence will never adopt. 23 
Their yield should always be the original technology’s yield. The second are voluntary non-24 
adopters who could benefit, but do not or have not yet adopted. Their yield should also be the 25 
original technology’s yield. Finally, there are the true adopters who can benefit and do, in fact, 26 
adopt the new technology and enjoy its higher yield. 27 
 28 
There are two major challenges here. The three groups occupy different footprints. Hence, even 29 
though both mandatory non-adopters and voluntary non-adopters are experiencing the yield from 30 
the original technology, they are getting different yields because they are in different physical 31 
locations. The mandatory non-adopters can be geographically distinguished from the true 32 
adopters; but, the voluntary non-adopters occupy the same ground as the true adopters (and could 33 
well join their ranks at some point). Furthermore, the footprints of (and thus areas occupied by) 34 
potential adopters can and will be different in the baseline time period and the future time period. 35 
From the perspective of crop modeling, we simply report all this basic information so that the 36 
economic modelers have all they need to make the real decisions of how to represent all this in 37 
the model. 38 
 39 
The economic portion of the model mixes and matches this data about the “smart farmers” with 40 
additional information. The crop modeling provides an idea of what the upper bound of the 41 
adoption rate could be, since mandatory non-adopters are, by definition, poor candidates for 42 
adoption. But, this maximum adoption rate is different at the beginning than it is at the end, so 43 
the economic modelers have to decide how to deal with the moving target. Regardless, the 44 
overall yield for the entire FPU will have to be built up out of a weighted average of the three 45 
groups based on the fraction of the area assigned to each type. The split between the voluntary 46 
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non-adopters and the true adopters will be assigned based on assumptions about how adoption 1 
rates are changing through time in the economic model. 2 
 3 
With that background, we can return to the remaining columns in the text file. 4 
 5 
These columns reflect the situation faced by the voluntary non-adopters and the true adopters. 6 
 7 
adopt_area: the area occupied by potential adopters. 8 
 9 
post_adopt_yield: the yield on the adoption area with the new technology. 10 
 11 
post_adopt_prod: the total production on the potential adoption area with the new technology. 12 
 13 
pre_adopt_yield: the yield on the adoption area under the original technology. 14 
 15 
pre_adopt_prod: the total production on the potential adoption area with the original technology. 16 
 17 
Finally, we have the situation prevailing upon the mandatory non-adopters. 18 
 19 
nonadopt_area: the area that would not benefit from the new technology. 20 
 21 
nonadopt_yield: the yield on the footprint that would not benefit. 22 
 23 
nonadopt_prod: the total production from the area that would not benefit from the new 24 
technology, using the original technology. 25 
 26 
Obviously, some of the values are redundant (yield = production / area), but it makes it easier to 27 
double check the numbers when all of them are written out. 28 
 29 
These steps are implemented in five scripts. First we must apply the “smart farmer algorithm” 30 
which has a helper script to keep it clean and simple. Second is the actual FPU aggregator which 31 
has two helper scripts. 32 
  33 
At this point, we realize that we have only directly modeled rainfed production. That will make it 34 
difficult to provide the irrigated yields at any location at all. So, we should go back and run 35 
irrigated versions of everything that we ran as rainfed. However, the process will be much 36 
quicker this time since we have learned something in the earlier process. We only need variety 37 
#3, since it seems to be the best one. We only need the low fertilizer case since that seems to get 38 
us the right answer as well as be consistent with our limited knowledge of how agriculture goes 39 
in Chad. And finally, we can restrict the planting month to only September. 40 
 41 
Even though the values will be exactly the same, let us go back and build new input datasets that 42 
have “irrigated” in the name instead of “rainfed.” This becomes important a bit later when one of 43 
FPU aggregation helper scripts tries to interpret the raster names and decide if they are rainfed or 44 
irrigated. The revision we need to make to the 45 
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build_NEWPIKFROMDAILY_for_DSSAT_30nov15.sh script is to simplify the 1 
main_control_list. 2 
 3 

 4 
 5 
Then we need to run it and copy the input files out of to_DSSAT/ onto the cluster under 6 
from_GRASS/. 7 
  8 
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Let us go back on the cluster and change/restrict the list in the wrapper. 1 
 2 

 3 
 4 
Clean everything up. Re-run. (This should be much, much, MUCH faster since we have only 3 5 
cases instead of 270. Furthermore, they are fully irrigated, which should mean no more waiting 6 
60 years for emergence.) Reassemble. Copy to the GISbox. Import yields. 7 
 8 
Now we are ready to apply the smart farmer algorithm. Let us begin with the helper script 9 
smart_helper_CHADEXAMPLE_21dec16.sh . We need a list of yields for the business-as-usual 10 
technology and for the alternate technologies. Of course, at this point, we only have the original 11 
technology. We then formulate a g.mlist command that will pull out only the rasters we want: the 12 
variety #3’s planted in September that use no fertilizer. While it seems like overkill to have an 13 
entirely separate script just to do the raster listing, it is very helpful when dealing with multiple 14 
crops. 15 
 16 
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 1 
 2 
The real smart farmer script is called smart_farmer_globalfutures_04aug15.sh . It requires two 3 
lists that must match up line-by-line. The base_list has the base/original technology yields. The 4 
tech_list contains the alternate/new technology yields. Each tech_list entry needs an analogous 5 
entry in the base_list that is the appropriate comparison. So, for example, we need to make sure 6 
that 2050 climates are matched with 2050 climates. In our situation, it is quite easy: we simply 7 
copy the base list into both places. 8 
 9 

 10 
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The script steps through the lists together and creates two new rasters. The first is the 1 
smart/winning yield that has the “whichever yield was higher” recorded at each pixel. The 2 
second map shows which technology won at each location by classifying each pixel into one of 3 
five categories when at least one yield is valid. The yield could be missing in the old technology 4 
case (coded as -2). The yield could be missing in the new technology case (typically when the 5 
particular technology is not appropriate for that location and thus the technology was not 6 
modeled; this situation is coded as -1). The farmer may wish to keep the existing technology 7 
(coded as 0). It is also possible that both technologies have exactly the same yield (for example, 8 
they are actually exactly the same technology or the intended modification had no effect at that 9 
location (coded as 1). Finally, the new technology may be better and hence a good candidate for 10 
adoption by a smart farmer (coded as 2). Additionally, GRASS’s raster history function is used 11 
to record what the baseline and alternate yield rasters were so that the FPU aggregator can pull 12 
them back out and do all the complicated contortions concerning potential adopters and non-13 
adopters. Lastly, the script dumps out a “report” (via the GRASS command r.report) that tells 14 
how many pixels ended up in each category. Upon running, we unsurprisingly discover that 15 
everything is classified as category 1 “same yield.” 16 
 17 

 18 
 19 
Adding the numbers up 20 
 21 
Now, for the final piece: aggregating the yields to the FPU level in a manner easily digested by 22 
the IMPACT model. These scripts are in the FPU_aggregations subdirectory. Our example is 23 
quite simple, so the way that the tasks are split up into multiple scripts is overkill that, as usual, 24 
becomes more convenient when a multitude of crops, technologies, climates, and so on are under 25 
consideration. 26 
 27 
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The yield cases are defined in croplevel_FPU_helper_21dec16.sh . Ultimately, we need a list 1 
with several columns: the name of the adoption mask (and hence which yield maps to look at), 2 
the weighting raster indicating the relative importance of each pixel (typically the SPAM 3 
physical area rasters), and finally a comma-separated-value package of all the characteristics. 4 
The characteristics are in the order: the IMPACT crop code, the originally intended (“own”) 5 
water source (that is, RF or IR), the name of the climate, the year to associate the yield with, the 6 
atmospheric carbon dioxide concentration, the name of the technology, and an extra note that can 7 
be used to distinguish between different approaches to the same crop or that kind of thing (if no 8 
comparisons are to made, “boring” will suffice). Naturally, this involves a lot of typing, so 9 
automating it is quite attractive. 10 
 11 
Whether manually or programmatically accomplished, it is useful to have a dictionary to 12 
translate between the human-readable crop names, the IMPACT four letter codes, and the SPAM 13 
four letter codes. The scripted function that tries to interpret the long yield names and construct 14 
the package of characteristics looks in a variable called crop_dictionary for this 15 
correspondence. In our case, we need to add “sorghum000” to the list since the interpreter 16 
function looks for the entire crop name and thus would not find anything because of the triple-17 
zero. In order to extract the climate name, we need to put the prefix that is common to all of them 18 
in the variable magic_common_climate_prefix. And, of course, it is good to know which 19 
mapset contains the smart farmer filtered yields: smart_mapset. 20 
 21 

 22 
 23 
Then, we need to set up each crop and technology case. We only have one block, but in larger 24 
exercises there would be one of these for each crop and technology variation. Here are the steps. 25 
 26 
We obtain a listing of the potential for adoption masks we are interested in and then put the 27 
mapset name on the end. This is stored in a temporary variable (to keep it from accidently being 28 
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confused with other crops): sorghum_adoption_masks. The mask list is then copied into a 1 
variable that the interpreter function will look at: masks_list. Then, we need to provide the bits 2 
of information that cannot be discerned from the yield raster names: the technology_name and 3 
the extra_note. In our case, we want to make use of the extra_note because these will be single 4 
country revisions that will not be applicable or available globally. So, we want to make that 5 
obvious for what would be the next step: using them in an economic model. The function is then 6 
called (standard_crop_analyzer_list_maker). The function will put the constructed control lines 7 
into a variable called partial_brute_force_list and thus we add these onto the bottom of the 8 
giant brute_force_list (which would have more in it if we were dealing with multiple crops, for 9 
example).  10 
 11 

 12 
 13 
The second helper script is called FPU_RFIR_cross_doer_06oct16.sh which holds the details of 14 
how to do the many aggregations described earlier. There is one setting that must be attended to: 15 
the name of the output directory to store the text files in, which is creatively named output_dir.  16 
 17 
Also, there are a few settings which should be checked but will not need to be changed very 18 
often. The spam_suffix is what is added to the SPAM crop code to find the appropriate raster. It 19 
should include the mapset and thus will look like “_physical_area@spam2005_v3”. The 20 
crop_model allows us to indicate what model or family of models was employed so we can keep 21 
track of things during inter-model comparisons. 22 
 23 
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 1 
 2 
Additionally, we need to verify which collection of FPU masks we are using. The boundaries of 3 
the FPUs are modified and updated every once in a long while. If this occurs, a new set of masks 4 
will need to be constructed and the details of the location and naming convention for those masks 5 
needs to be updated. The older versions are contained in if/then statements in case we need to 6 
verify something done in the past. 7 
 8 

 9 
 10 
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Inside, a lot of work gets done. First, a check is performed to see if all the rasters to be processed 1 
(including the SPAM/area/weighting rasters) are actually there so we can avoid that 2 
embarrassment. Then the brute_force_list is interpreted so that all of the individual crop codes, 3 
RF/IR, climate, carbon dioxide levels, technology cases, and extra notes can be extracted. The 4 
resulting lists are used to set up nested for-loops that will try for every possible combination. 5 
Once a combination is defined, a restricted listing is obtained of the cases that meet those 6 
conditions (usually just the rainfed and irrigated versions). A notes file is started that contains all 7 
the settings and brute_force_list-s and so on. The header line for the output file is written down.  8 
 9 
Then, each line of the restricted list is processed. The adoption mask is looked up and the 10 
normal/original and technology/new yield names are extracted from its “history.” This 11 
information is duly noted in the notes file. The appropriate SPAM area raster is identified along 12 
with the “cross”; that is, if the original yield corresponds to rainfed, the cross would be the 13 
irrigated areas map. The geographic region is set to the smallest area corresponding to the 14 
adoption mask and the resolution aligned to match the SPAM area raster. 15 
 16 
A whole pile of temporary rasters is constructed. Masks of simply ones and missing values are 17 
made for the possible adopters and the non-adopters. The total area underneath the valid yields 18 
are masked out for the “own” areas and the “cross” areas. Total production maps under the new 19 
technology (here, assuming all locations adopt) using the own and cross areas are computed. 20 
 21 
We look at the (potential) adopters. The own area and cross areas are masked out. The 22 
production under the new technology and the baseline technology are calculated using the own-23 
area weighting. Then the same for the cross areas. 24 
 25 
The exercise is done all over again for the mandatory non-adopting areas. 26 
 27 
With all of these maps ready, it is time to cycle through the individual FPUs and add them up. 28 
The appropriate FPU mask is copied into the special GRASS “MASK” position and the region 29 
set to match (the masks were built to match the SPAM geographical extent and resolution; so 30 
obviously, this is something to double check if and when the FPU definitions are updated). 31 
Then the summing begins. The total own area and total cross area are computed. If the grand 32 
total of the own and cross areas is zero, then we can safely write down zeros for everything and 33 
skip along to the next FPU. Otherwise, we continue on to the total own area for adopters, total 34 
cross area for adopters. (All of these quantities are found using both the own area and the cross 35 
area.) Then the production numbers for everyone: under the new technology, only the potential 36 
adopters, only the potential adopters under the baseline/original technology, and the non-37 
adopters (who are stuck with the old technology). Finally, a bit of arithmetic to convert all of 38 
those into yields by dividing the total production in each case by the total area contributing. 39 
 40 
All those numbers are put in the right places along with the FPU code, the water source 41 
designation (possibly including the “_cross” designation), the year, and carbon dioxide 42 
concentration, and written out to the output text file. 43 
 44 
The outermost script that we actually run is called FPU_RFIR_cross_thread_A.sh . As usual, it 45 
is designated as “_A” since we might want to parallelize the process and run threads B, C, and D 46 
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simultaneously (all in different mapsets, of course) in order to work through a large number of 1 
cases more quickly. Here, of course, we are still dealing with our very small set. The business 2 
end of this outermost script is quite simple due to all the work being done in the other two. We 3 
simply need to verify that the correct helper scripts are being called. Then, we need to move the 4 
brute force list around a bit so we can extract just the pieces that we want this particular script to 5 
work on; again, overkill for the moment. 6 
 7 

 8 
  9 
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Let us now try running it. In particular, let us create a new mapset called demo_junk_A to be 1 
used for these kinds of non-mapset-specific operations (since we are pulling all the information 2 
from other mapsets and writing it out to text files rather than new maps that we ever care about 3 
seeing again).  4 
 5 

 6 
 7 
As it progresses, we see the setup and progress reports. 8 
 9 

 10 
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When it finishes, we can look in the to_IMPACT_FPUs_SB_style directory and from there into 1 
the subdirectory with our results. Notice that there is a separate file for each combination. In our 2 
case, the climate is the only thing changing, but you can readily imagine the multiplicity of files 3 
when dealing with many crops, carbon dioxide concentrations, technology choices, and so on. 4 
 5 

 6 
 7 
Let us take a look at the contents of the baseline/historical climate aggregations. Of course, since 8 
we only modeled Chad and some fragments of neighboring countries, most of the entries will be 9 
entirely zeros. 10 
 11 

 12 
 13 
  14 
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Let us use grep to eliminate those completely zero cases and look at just the header line and the 1 
first couple of non-trivial entries. 2 
 3 

 4 
 5 
The first entries are for NIG_NER, which is the Niger basin in the country of Niger; that is, it is a 6 
fragment of a neighboring country. There is no irrigated sorghum area there, so the first line 7 
contains all zeros. However, there is rainfed area allocated in SPAM. And thus for the 8 
IR_on_cross entry, the irrigated yields are computed over the rainfed areas (which are, in fact, 9 
non-zero). Furthermore, since both the “new” and “original” technologies are actually the same 10 
thing, the area/yield/prod numbers are exactly the same as the 11 
nonadopt_area/non_adopt_yield/nonadopt_prod numbers. 12 
 13 
Let us look at the first few values for Chad (country code TCD) and rainfed: 14 
 15 

 16 
 17 
Here, the rainfed values are filled in, but the “rainfed on cross (irrigated)” values are all zeros 18 
since SPAM does not allocate any irrigated area to sorghum in Chad. 19 
 20 
We have finally arrived at the basic goal: text files filled with numbers that can be interpreted by 21 
economic models to shift supply curves to reflect how climate change might change crop yields. 22 
 23 
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And when those yields are used, surprises will surely arise and mistakes be uncovered. But that 1 
will occur after just enough time has passed that we have forgotten the precise details that went 2 
into those values of “695.768”. For that reason, we have the notes files: to remind us of when 3 
and where they were created, their original names, and what the script and mapset involved were. 4 
 5 

 6 
 7 
We will be reminded as well exactly which yield maps were used and how the “normal” yields 8 
were matched to the “technology” yields. 9 
 10 
From there, we should be able to trace back to the provenance files associated with the tabular 11 
data from DSSAT as run on the cluster to recall all the details of spin-up times and planting 12 
densities and fertilizer schemes and input dataset names. Those input datasets also have notes 13 
files that allow us to claw all the way back to the beginning and determine which maps or values 14 
determined the fertilizer application rates, masking thresholds, and all of that. 15 
  16 
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Conclusions 1 
 2 
Global-scale crop modeling is a tedious undertaking with many moving parts. Relevant data for 3 
global coverage must be gathered, estimated, or simply guessed at in an educated manner. The 4 
data must be prepared and manipulated to make them useful for running the crop models. The 5 
crop modeling details must be specified. Then the models must be run for the many locations and 6 
situations and variations of interest. The outputs must be gathered up and visualized. The results 7 
can then be analyzed and manipulated for further use. This usually involves aggregating the 8 
pixel-style values into regional averages for either general interpretation or as quantitative 9 
indicators to influence economic models. 10 
 11 
Many arbitrary decisions must be made along the way. For this reason, it is very important to 12 
strive to be an honest person. With so many knobs to adjust on a seemingly impenetrable 13 
machine, one could easily force almost any answer to pop out and no one would be able to detect 14 
the trickery. However, that should not be the goal. The goal should be to gain an understanding 15 
of the world informed by the results that is as accurate as possible and that can be used for the 16 
greater good, while maintaining a healthy humility concerning our ability to do so. 17 
 18 
Some of these arbitrary choices involve choosing among or creating imperfect input datasets. 19 
Where do the climate values come from? How should they be manipulated to be more realistic 20 
and work with the crop models without losing or overemphasizing their particular peculiarities? 21 
How should the soils be represented? Initial conditions are very important, especially in low 22 
agricultural input situations, but we have basically no real information at the global scale (or 23 
even local, for that matter). Choices concerning how much fertilizer is reasonable to apply and in 24 
what manner are largely guesswork. And determining the appropriate planting month is, as we 25 
have seen, very difficult. 26 
 27 
We also have to decide how to implement specific process-based approaches. Should we employ 28 
a seasonal approach, resetting the initial conditions for each “year”; or should a sequential 29 
approach allow for carryover? Naturally, it depends on the question being asked, our confidence 30 
in the implementations, and the practicality of setting up and dealing with the computations. 31 
Even if we decide on what the initial soil nitrogen should be, we still need to allocate it across 32 
soil layers. Fertilizer schemes, irrigation schemes, planting densities, and row spacing: all of 33 
these are details hidden behind the single yield number that we seek at the end. And, finally, how 34 
do we handle strange situations and times when the crop model crashes or takes unacceptably 35 
long to run? 36 
 37 
Despite these obstacles, it is almost shocking how not-unreasonable the results usually are. 38 
Allow me to repeat the story from the introduction: I remember back when I was building the 39 
earliest predecessor of Mink. The story goes something like this (please pardon the fuzzy 40 
memories). The very first crop I attempted to run was rice. It was, obviously, very clunky. A 41 
single variety for the entire world. Automatic furrow irrigation. Probably a single fertilizer 42 
application rate at every location. A crudely calibrated rule to guess the planting month. No 43 
initial conditions for water or soil nitrogen or anything. Very early versions of SPAM to indicate 44 
which locations would be of interest. Bad climate data. The works. By some miracle, it actually 45 
executed and I successfully reconstructed the yields as a map in GRASS. Then I thought, “I 46 
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wonder how accurate this is? I can probably add it up over the entire world.” So I manually 1 
multiplied the yield by the SPAM areas and summed up the whole thing. Then I went to 2 
FAOSTAT and looked up the world production number for the year 2000 or so. 3 
 4 
The simulations were off by less than 10% (the size of the fish grows each time the story is 5 
retold). I was flabbergasted. I thought that if I were within a factor of ten, I would be quite 6 
happy; I never thought that it would be in the favorable direction on the very first try. 7 
 8 
Obviously, we try to do everything a little better now. And not every simulation matches up 9 
nicely with reported yields. But, performing the simulations in an honest way provides drivers 10 
for the economic models that are, we hope, a little more rigorous and geographically appropriate 11 
than simply saying, “Suppose climate change results in a 4% decline in cereal yields.” Using 12 
process-based crop simulation models also allows for comparisons of different fertilizer levels or 13 
production technology changes (of the kind that can be represented in the models). 14 
 15 
Using this way of modeling, Mink has made contributions to several areas of agricultural 16 
research. 17 
 18 
The Mink approach to global-scale crop modeling has formed the basis of the productivity 19 
shocks in IMPACT for the last several years. The early work provided the foundation for a 2010 20 
book called Food Security, Farming, and Climate Change to 2050” (Nelson et al. 2010). More 21 
detailed descriptions of the approach and its relationship to economic modeling were published 22 
as Robertson, Nelson, Thomas, and Rosegrant (2013) and Müller and Robertson (2014). The 23 
general ideas were, and continue to be employed (both independently and in collaboration) by 24 
the participants in the AgMIP and ISIMIP efforts, which have resulted in a variety of 25 
publications including Nelson et al. (2014) and Wiebe et al. (2015). Islam et al. (2016) consider 26 
the possibilities of several adaptation technologies in agriculture in the context of climate 27 
change. 28 
 29 
Beyond the primarily partial equilibrium economic modeling approaches, Mink has been 30 
deployed on behalf of country-level computable general equilibrium models (CGEs). In those 31 
cases, the IMPACT model provided the boundary conditions of world prices faced by the 32 
country. Then Mink was enlisted to provide more careful climate change shifters for the country, 33 
including additional important crops, aggregated to appropriate sub-national units. Examples 34 
include analyses of Tunisia (Wiebelt et al. 2015), Yemen (Wiebelt et al. 2013), and Brazil, 35 
Mexico, and Peru (Andersen et. al. 2014). 36 
 37 
In addition to the strong economic modeling links, Mink has been used for other, more crop 38 
specific investigations (though, often with an economic component). The implications of 39 
heatwaves for the maize regions of the United States were investigated by Chung et al. (2014). 40 
Tesfaye et al. (2015) considered the impact of climate change on maize systems in Africa south 41 
of the Sahara. Gbegbelegbe et al. (2016) developed and implemented an approach to establish 42 
baseline wheat varieties suitable for global-scale crop modeling. 43 
 44 
Last but not least, Mink has provided context for more general interest discussions. Gustafson et 45 
al. (2015) published a quasi-opinion piece advocating for the establishment of a network for 46 



Mink documentation, 2017, Robertson  
 

249 
 

climate monitoring and research collaboration in the Midwest of the United States, essentially to 1 
try to anticipate problems and protect the critical maize production regions as well as to serve as 2 
an example for other regional and global efforts. Additionally, Mink provided the primary 3 
content for a short feature in National Geographic Magazine about effects on agriculture for 4 
their climate change issue in November 2015. 5 
 6 
None of this is to say that Mink is a finished product. There are many opportunities for future 7 
improvements. Every aspect of the system can (and should) be refined; each simply needs an 8 
appropriate application to provide motivation and guidance. 9 
 10 
Here are two examples of extensions that could be quite useful: one already implemented and the 11 
other one perpetually in the planning stage. The ability to deal with daily style weather (instead 12 
of monthly average climates run through weather generators) has many applications in 13 
reproducing past conditions or creating distributions of yields. A daily weather capability has 14 
already been developed for Mink, though obviously it has not been addressed here. The 15 
challenges of daily weather are both practical and abstract. The sheer size of the requisite 16 
datasets at the global scale is quite cumbersome. Additionally, there is a tradeoff whereby the 17 
improved temporal resolution and reliability of the data are improved at the expense of the 18 
spatial resolution. In the abstract realm, the notion of the appropriate planting month becomes 19 
even more difficult: we cannot justify a post-processing optimization any longer because the 20 
electronic farmer is using the weather in a prospective manner rather than dealing in averages. 21 
This presents conceptual difficulties in preparing the results for use in economic models in a 22 
consistent manner. 23 
 24 
Another long-considered, but not yet implemented, capability is to handle sequential-style runs 25 
instead of using the current, strictly seasonal approach. The challenge is to build a way to 26 
carefully define rotations and deal with them on the fly. Furthermore, they will require different 27 
(and presumably more sophisticated) approaches for interpretation and integration into 28 
economics. 29 
 30 
Global-scale, process-based crop simulation modeling has proven itself to be a challenging, yet 31 
rewarding pursuit that, when performed conscientiously, provides valuable context for thinking 32 
broadly about agricultural and food policies. 33 
  34 
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Data Appendix 1 
 2 
Mink3classic uses a random weather generator approach to constructing the daily weather 3 
needed by DSSAT; daily weather, of course, being what the crop models need. However, when 4 
operating at the global or regional scale, it is difficult to obtain reliable daily weather at each 5 
location. And securing accurate daily weather for future cases under climate change is that much 6 
more problematic. Furthermore, the spatial resolution of such daily weather is typically very 7 
coarse. The major alternative (and the one used by Mink3classic) is to use monthly and annual 8 
climate averages along with a random weather generator that produces daily weather 9 
realizations. 10 
 11 
The average climate approach has several strengths. Of course, it is simpler to keep track of what 12 
is going in and to visualize and summarize those inputs. Reasonable monthly averages can 13 
typically be constructed at higher spatial resolutions than daily weather is available at. And 14 
clearly, the averages take up much less space to store than daily weather. The disadvantages are 15 
that the intertemporal variability is limited by the structure of the random weather generator and 16 
that there will be no particular spatial coherence between neighboring pixels. Thus, the results 17 
are best considered as averages or distributions extracted from many repetitions. 18 
 19 
Variable definitions for random weather generator 20 
 21 
The dataset used (as of this writing) for Mink3classic consists of monthly climate averages of the 22 
variables necessary for a random weather generator to make the daily weather needed by the 23 
DSSAT family of crop models. The particular variables are: minimum daily temperature 24 
averaged over the whole month, maximum temperature, shortwave solar radiation reaching the 25 
ground, precipitation, and the number of rainy days, along with annual averages or totals as 26 
appropriate, and a special variable called “temperature amplitude.” Each of these is represented 27 
as a raster map. So each climate case consists of 66 maps covering the globe: 12 months × 5 28 
variables + 5 annual averages or totals (high/middle/low temperatures; total rainfall; total solar 29 
radiation) + 1 temperature amplitude. 30 
 31 
The annual average temperature and the annual temperature amplitude deserve special attention. 32 
This is because their function is not so much in generating the daily weather as it is in governing 33 
the soil temperature dynamics. The annual average temperature is meant to be a long-term 34 
average (that is, potentially over a longer period of time than is available from the record of a 35 
weather station over a couple of seasons at an experimental plot). Even though the way in which 36 
it enters into the formulae governing soil temperature evolution allows for zero and negative 37 
values to be perfectly sensible, DSSAT defaults such values to 20 degrees Celsius. (This is likely 38 
because the traditional “missing value” value in DSSAT is -99 and it is usually tested for by 39 
simply looking for values < 0 or <= 0. A case could be made that dropping below 0 Celsius 40 
would necessitate dealing with freezing and melting, but that is no reason to default to 20 41 
degrees higher.) Unfortunately, 20 degrees is wildly too high if those cold and temperate areas 42 
are places to be investigated. Thus, we have chosen to censor the values at a very small positive 43 
value to try to minimize the optimistic bias of defaulting to 20 degrees Celsius. 44 
 45 
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The annual temperature amplitude is a variable with a seemingly nebulous definition. After 1 
consulting with experts and the source code, it was determined that the correct value for the 2 
temperature amplitude as used by DSSAT is calculated as follows. First, the average-average-3 
temperature is determined for each month; that is, the average of the “average daily high” and 4 
“average daily low”: monthly_t_average = (t_max + t_min)/2. Then, the highest and lowest 5 
values (across the 12 months of the year) are extracted. Finally, the “amplitude” is how far apart 6 
these extrema of the averages are: highest_t_average - lowest_t_average. Notice that this is not a 7 
true amplitude in the physics/math/wave sense of maximum departure from the average; it is 8 
(roughly) double that (and, in fact, in the source code, this provided value is divided by two to 9 
obtain a “true” amplitude). Furthermore, it is not the full swing of temperatures through the year 10 
in either the daily sense or the monthly sense (i.e., not highest high - lowest low; it is supposed to 11 
represent the long-term typical cycle of surface temperatures at that location). 12 
 13 
In general, the annual temperature average is defaulted to 20 degress Celsius and the amplitude 14 
to 5 degrees Celsius if unacceptable values are provided (i.e., less than or equal to zero; e.g., 15 
weather.for, lines 163–194; IPWTH_alt.for, lines 300–329). 16 
 17 
There are two soil temperature modules that are not commonly used by Mink. The Salus model’s 18 
soil temperature routine (SAL_Stemp.for, lines 201–215 and 283–296) appears to try to use the 19 
double amplitude as if it were a single amplitude in that it directly multiplies a sine function 20 
based on the time of year for the initial soil temperatures. The EPIC soil temperature module 21 
does not use TAMP, merely passing it through to maintain compliance with the modularity 22 
requirements of the DSSAT framework. 23 
 24 
The usual DSSAT soil temperature module makes use of the temperature amplitude as if it were 25 
the double amplitude, dividing it by two and multiplying it by a cosine function of the ALX, 26 
which turns out to be how far the day under consideration is from the hottest day of the year 27 
converted to radians (STEMP.for, lines 323-345). But not quite: ALX = (day_of_year - 28 
hottest_day_for_your_hemisphere) × 0.0174 . Now, subtracting the hottest day accomplishes a 29 
phase shift to make the hottest day #0. The period of the cosine function is 2× π which we want 30 
to correspond to 365.24 days or so; meaning that π should correspond to 182.62 days. So, taking 31 
π÷182.62, the result obtained is roughly 0.017203; the value in the source code of 0.0174 32 
corresponds to π÷0.0174 = 180.55 days. Perhaps there is a good reason for this that is not 33 
documented in the code. In any case, the “amplitude” provided by the weather data is divided by 34 
two before being used in the formula for soil temperature. And that is inconsistent with how the 35 
“amplitude” is used in the other soil temperature routine. 36 
 37 
Ultimately, it appears that the formula is taken to follow Daniel Hillel’s book Introduction to 38 
Environmental Soil Physics, pages 227–230, equation 12.26 (as applied to the yearly, as opposed 39 
to daily cycle) and ultimately, equation 12.31. That is, it is a standard approach using a sine or 40 
cosine function to approximate a cyclical process. And thus, the amplitude used by the formula 41 
should be the maximum deviation from the mean. So, the presence of the “divide by two” means 42 
that the value supplied to the weather file should be double the true amplitude, i.e., the weather 43 
file’s amplitude should be the full distance between the high and low points being represented. 44 
 45 
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All these considerations must be applied to several temporal periods. First is a baseline/historical 1 
set representative of the near past (1960–1990, and 1950–2000 when necessary to have enough 2 
data) based on the WorldClim dataset (http://worldclim.org/).  For future possibilities, the results 3 
are from five GCMs (short names: GFDL, HadGEM2, IPSL, MIROC, and NorESM), all four 4 
RCPs (2.6, 4.5, 6.0, and 8.5), and two time periods (futures around 2055 and 2085). As described 5 
below, the future cases as used for the crop model are not the raw outputs from the GCMs, but 6 
rather the changes between a historical period (monthly averages based on the 30 years around 7 
1995 in the model runs) and the period around the target date in the future (e.g., monthly 8 
averages based on the 30 years around 2055) are imposed on a common baseline. 9 
 10 
The common baseline/historical climate 11 
 12 
The gridded climate data used as the baseline/historical situation was originally developed by 13 
Philip Thornton in collaboration with Peter Jones and Jens Heinke as part of a product known for 14 
a time as “FutureClim” (which also included several future climates based on the AR4 standard 15 
climate projections). Experience has shown that FutureClim’s baseline works quite well for 16 
representing the near recent past for crop modeling purposes. It was created by taking the 17 
WorldClim gridded dataset (which itself is an interpolation and statistical interpretation of 18 
historical weather station data) and using the MarkSim random weather generator to build 19 
plausible values for the shortwave solar radiation reaching the ground and the number of rainy 20 
days in each month. This forms a monthly baseline dataset upon which a “delta” method can be 21 
applied. More details can be found in  22 
 23 
Jones, P. G., P. K. Thornton, and J. Heinke. 2009. “Generating Characteristic Daily Weather 24 
Data Using Downscaled Climate Model Data from the IPCC Fourth Assessment.” Unpublished 25 
project report.   26 
http://ccafs-27 
climate.org/downloads/docs/Generating_Characteristic_Daily_Weather_Data_using_Downscale28 
d_Climate_Model_Data_Jones_Thornton_Heinke_2009.pdf 29 
 30 
and 31 
 32 
Jones, P. G., and P. K. Thornton. 2013. “Generating Downscaled Weather Data from a Suite of 33 
Climate Models for Agricultural Modelling Applications.” Agricultural Systems 114:1–5. 34 
http://dx.doi.org/10.1016/j.agsy.2012.08.002 35 
 36 
The data can be found at http://www.ccafs-climate.org/data/ under “MarkSim Pattern Scaling”. 37 
 38 
AgMIP/ISI-MIP/PIK gridded/resampled AR5 data at 0.5 degree resolution 39 
 40 
The raw climate change data were obtained from the Potsdam Climate Institute (PIK). The data 41 
were originally prepared for the ISI-MIP project in which IFPRI participated. Perhaps the 42 
simplest way to consider how they were prepared is by direct quotation from a journal article: 43 
 44 
Müller, C., and R. D. Robertson. 2014. “Projecting Future Crop Productivity for Global 45 
Economic Modeling.” Agricultural Economics 45 (2014) 37-50. 46 
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 1 
“Climate scenarios were selected based on availability of bias corrected data sets from the ISI-2 
MIP project. Bias correction was conducted to correct for over- and underestimation of climate 3 
variables and their daily variability in each 0.5° x 0.5° pixel of the land surface (about 55.5 km × 4 
55.5 km at the equator). The bias correction method builds on the work of Piani et al. (2010) but 5 
preserves absolute temperature and relative precipitation changes. The WATCH data set, which 6 
provides a good representation of real meteorological events and climate trends (Weedon et al., 7 
2011) served as the reference climate for this study. Monthly mean values were corrected with 8 
absolute (temperature) and relative (precipitation, radiation) offsets that correct for each month’s 9 
difference between the 40-year mean of the GCM-simulated historic period (1960-1999) and that 10 
of the observation-based values of the WATCH data. Daily minimum and maximum 11 
temperatures, as well as the mean distance between these two values, were preserved in the 12 
historic period. Daily variance within a month was corrected to match observations in the 13 
historic period. More details on the bias correction procedure and the selection of climate and 14 
reference data can be found in the work of Hempel et al. (2013).” 15 
 16 
Here are the references cited in that passage: 17 
 18 
Hempel, S., K. Frieler, L. Warszawski, J. Schewe, and F. Piontek. 2013. “A Trend-Preserving 19 

Bias Correction: The ISI-MIP Approach.” Earth Syst.Dyn. Discuss. 4: 49–92. (newer 20 
version: http://www.earth-syst-dynam.net/4/219/2013/esd-4-219-2013.html) 21 

 22 
Piani, C., J. O. Haerter, and E. Coppola. 2010. “Statistical Bias Correction for Daily Precipitation 23 

in Regional Climate Models over Europe.” Theoret. Appl. Climatol.  99: 187–192. 24 
 25 
Weedon, G. P., S. Gomes, P. Viterbo, W. J. Shuttleworth, E. Blyth, H. Oesterle, J. C. Adam, N. 26 

Bellouin, O. Boucher, and M. Best. 2011. “Creation of the WATCH Forcing Data and Its 27 
Use to Assess Global and Regional Reference Crop Evaporation over Land during the 28 
Twentieth Century.” J. Hydrometeorol. 12: 823–848. 29 

 30 
The resampling and de-biasing step resulted in a daily time series for each GCM running from 31 
1981 through 2099. 32 
 33 
The random weather generator requires monthly averages. In order to accommodate this, the 34 
daily time series was aggregated to monthly averages over three decade-long periods to provide a 35 
baseline/historical set of monthly averages (1981–2010; centered on 1995/1996) and future cases 36 
for mid-century (2041–2070; centered on 2055/2056) and late-century (2071–2099; 29 years 37 
centered on 2085). 38 
 39 
The problem then arises that the baseline/historical data are different for each GCM, just as the 40 
future cases clearly are. This is problematic for crop modeling and its interpretation because the 41 
GCM historical account is often not close enough to known patterns for agricultural purposes. 42 
For example, when using the HadGEM2 baseline climate, the highest yielding regions for maize 43 
in North America seem to be in northern Minnesota and southern Ontario rather than in Iowa and 44 
Illinois. 45 
 46 
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So, somehow, we would like to be able to use the “changes” expressed by the different GCMs 1 
and use them in conjunction with a common baseline/historical dataset that reasonably 2 
reproduces the spatial yield patterns seen in the recent past. This leads to the application of a 3 
“delta method.” The technique is essentially a “re-biasing” exercise wherein the presumed-4 
accurate baseline data are intentionally biased in a manner determined by the GCM projections.  5 
 6 
“Delta method” applied to monthly climate averages 7 
 8 
The idea of this implementation of the delta method is to take a representation of the difference 9 
between the baseline and future climates as realized in the GCM results and then apply those to 10 
the common baseline dataset (in this case, the FutureClim baseline). There are two ways of 11 
getting at the differences: absolute shifts and relative/fractional scaling. 12 
 13 
It is important to bear in mind that there are three different climate datasets going together to 14 
create a fourth. There are the baseline and future climates from the GCM (two climates). And 15 
there is the common/trusted baseline (the third). The fourth dataset (the purpose of the whole 16 
exercise) comes about after the changes are extracted from the first two and imposed on the 17 
third. It can be easy to confuse the two different baselines, so when considering the description 18 
of the process, be careful to distinguish between the baseline from the GCM and the 19 
common/trusted baseline. 20 
 21 
The maximum and minimum daily temperatures (averaged over the month) are treated simply 22 
with the absolute approach. That is, first, the change in temperature between the two time periods 23 
is computed from the GCM climates. Then, the trusted baseline data are shifted by that amount. 24 
 25 
let: AbsoluteDifference_{location}_{variable}_{month} = 26 

FutureGCMClimate_{location}_{variable}_{month} - 27 
BaselineGCMClimate_{location}_{variable}_{month} 28 

 29 
DeltaOnFutureClim_{location}_{variable}_{month} = 30 

FutureClimClimate_{location}_{variable}_{month} + 31 
AbsoluteDifference_{location}_{variable}_{month} 32 

 33 
The sunshine reaching the ground, precipitation, and rainy days in the month are, by definition 34 
and intuition, bounded below by zero. These variables are scaled rather than shifted. 35 
 36 
But strange things can and will happen, so additional checks and fallbacks are employed. The 37 
particular handling is not too important because these bizarre occurrences are rare and typically 38 
in agriculturally unimportant areas. Still, to ensure complete global coverage, they need to be 39 
dealt with. 40 
 41 
For the number of rainy days in a month, while scaling makes the most sense, there is also an 42 
upper bound: in general, more than 30 rainy days in a month does not make much sense. 43 
Additionally, to keep things from changing too quickly, an upper bound is imposed on how big 44 
the scaling factor can be (arbitrarily set to 3). 45 
 46 
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let:  1 
 2 
MaximumAcceptableValue_{variable} = highest value not considered ridiculous (in this case: 3 

for rainy days should not be above 30 or so for rainydays in a month) 4 
 5 
MinimumAcceptableValue_{variable} = lowest value not considered ridiculous (in this case: 6 

none should go below zero) 7 
 8 
MaximumAcceptableMultiplier = most drastic fractional increase allowable, arbitrary equal to 3 9 
 10 
In most cases, the preferred plan is just to extract the ratio of the future to the baseline case, 11 
taking care to ensure that the resulting multiplier does not exceed the maximum acceptable one. 12 
 13 
PreferredMultiplier_{location}_{variable}_{month} = minimum ( 14 

MaximumAcceptableMultiplier, FutureGCMClimate_{location}_{variable}_{month} / 15 
BaselineGCMClimate_{location}_{variable}_{month} ) 16 

 17 
Then, the preliminary value is computed. 18 
 19 
This is where zeros are dealt with since zeros do not play nicely with multipliers. If the baseline 20 
value from the GCM has a zero value, the preferred multiplier will be undefined. The 21 
compromise is to then assume an absolute shift rather than employing the scaling. That should 22 
lead to only increases or else a zero-to-zero change, which means that ultimately the original 23 
common baseline value is retained. Similarly, if the common/trusted baseline is zero, it does not 24 
matter what the GCM values are. Since that is unsatisfactory, the absolute shift is applied. But, if 25 
the GCM values show a decrease, the result would be negative; so, the value is chosen as the 26 
maximum of zero or the absolute shift. 27 
 28 
Of course, in most of the situations, there are no zeros involved, so the common baseline is 29 
simply multiplied by the preferred multiplier. 30 
 31 
PreliminaryValue_{location}_{variable}_{month} = piecewise... 32 
 33 
if BaselineGCMClimate_{location}_{variable}_{month} == 0, then do an absolute shift rather 34 

than a scaling 35 
else if FutureClimClimate_{location}_{variable}_{month} == 0, then take the maximum of 36 

ZERO or the absolute shift 37 
else do the simple scaling as FutureClimClimate_{location}_{variable}_{month} * 38 

PreferredMultiplier_{location}_{variable}_{month} 39 
 40 
The last check is to make sure that the final value turns out to be non-negative and not 41 
completely unreasonable (if that is being checked). 42 
 43 
DeltaOnFutureClim_{location}_{variable}_{month} = piecewise... 44 
 45 
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if PreliminaryValue_{location}_{variable}_{month} < MinimumAcceptableValue_{variable}, 1 
then use MinimumAcceptableValue_{variable} 2 

else if PreliminaryValue_{location}_{variable}_{month} > 3 
MaximumAcceptableValue_{variable}, then use MaximumAcceptableValue_{variable}  4 
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