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Executive Summary
	Purpose
	Framework for managing, licensing, and sharing [Organization] agricultural content for GenAI advisory solutions.

	Scope
	What content is in/out of scope (e.g. only open or mixed; no personal data).

	Priority Geographies
	List countries/regions and any focus sub-national areas.

	Delivery Channel
	e.g. Hugging Face

	Primary Format
	e.g. Markdown (md), JSON etc.



1. Purpose & Scope
This Data Management and Access Plan (DMAP) defines how [Organization] manages, delivers, and monitors its agricultural content when used in Generative AI models, specifically chatbot applications, under the GAIA (phase 2) investment led by IFPRI. 
It ensures:
· FAIR & ethical AI-ready data flows
· Compliance with licensing and IP frameworks
· Secure, monitored access to content assets
· Transparent attribution and usage tracking

Guidance questions
· What specific project or investment does this DMAP relate to?
· What are the main objectives of sharing this content (e.g. better farmer advisories, research, model evaluation)?
· Which AI use cases are explicitly covered (RAG chatbots, model training, evaluation, benchmarking, etc.)?
· What time period does this DMAP cover (start/end dates, review points)?
· Which types of content and data are in scope (text, images, tabular data, models, logs)?
· Are there any explicit exclusions (e.g. paid products, confidential/internal-only material, personal data)?
· How does this DMAP relate to any broader data governance frameworks or FAIR Process Framework already in place?

2. Corpus Overview
Guidance questions
· What are the major content categories in this corpus?
· Who is the legal/IP owner?
· What approximate scale is involved (items, pages, words, records) – even rough ranges are useful for valuation?
· Under what licenses does each content category currently sit (CC-BY, CC-BY-NC, bespoke publisher terms, internal-only)?
· Are there known third-party components embedded (images, diagrams, datasets) that may require special handling or redaction?
· Are there content subsets that are particularly high-value or high-risk (e.g. premium data, sensitive topics, health-related content)?

3. Geographic Focus & Rollout
Guidance questions
· Which countries or regions are targeted initially, and which may follow later?
· Are there specific crops, systems, or value chains that are a priority in each geography?
· What are the main delivery channels per geography? 
· Are there any local regulatory constraints (e.g. data localization, AI regulations, content restrictions)?
· Which local partners (ministries, NARS, NGOs, private providers) are involved or need to be consulted?
· How will rollout be phased (pilot → scale-up; country A first, then B and C)?

4. Standards & Formats
Guidance questions
· Which metadata standards will be used (Dublin Core, Schema.org, domain standards) and for which fields?
· What minimum metadata fields are mandatory for each item (title, description, geography, crop, pest/disease, license, version, DOI/URL, date, author, language, etc.)? 
· How will metadata be represented technically (e.g. YAML front matter in Markdown, JSON, CSV schemas)? 
· What file formats will be used for content (md, pdf, html, images, CSV, Parquet) and why?
· Will content use-controlled vocabularies (e.g. CAB Thesaurus, AGROVOC, crop/pest codes), and how are those maintained?
· How are persistent identifiers (DOIs, URIs, internal IDs) assigned and managed over time?
· What is the versioning scheme (v1.0, v1.1, etc.), and how are changes logged?
· Are there any language encoding or localisation standards to follow (UTF-8, ISO language codes, separate files per language)?

5. Access & Use Rights
Guidance questions
· Through which platforms or services will users access the corpus (Hugging Face dataset, internal API, data dumps)?
· Is access public, gated, or restricted? If gated, what registration information is collected and how is it used? 
· Which user groups are envisaged (commercial AI companies, research partners, non-profits, internal teams, etc.)?
· For each user group, which rights types are granted:
· Technical (e.g. format conversion, indexing, chunking)?
· Training (using content to train/fine-tune/validate models)?
· Output (content can influence model outputs)?
· Display (rendered to end-users)? 
· Are there prohibited uses (e.g. re-sale as a standalone dataset, high-risk domains like medical or legal advice, use in surveillance)?
· How will access logs and usage analytics be collected and monitored?
· In what circumstances can access be suspended or revoked, and who has authority to do this?

6. Licensing & Pricing Model
Guidance questions
· Which license(s) will apply to content exposed under this DMAP (e.g. CC BY 4.0, bespoke AI content license, internal SLA)?
· Does the license differ by content family (e.g. Plantwise vs BioProtection Portal vs Open Access publications)?
· Which pricing tiers (Gold/Silver/Bronze or equivalent) apply to which user types, and what is the rationale?
· What is the pricing basis (per item/page/word, per collection, per period, per use case) and how does it link back to valuation work?
· Are there time-bound rights (e.g. 3-year RAG access vs perpetual pre-training rights)?
· What attribution requirements apply (how should developers and downstream products credit CABI/partners)?
· Are there any Share-Alike, Non-Commercial, or No-Derivatives style constraints, especially when third-party content is involved?
· Under what conditions can fees be waived or discounted, particularly for public-good or member-country use?

7. Roles & Responsibilities
Guidance questions
· Who is the overall DMAP owner (by role, not just person)?
· Who is the data/content custodian for this corpus (curation, validation, updates, deprecation)?
· Who is responsible for licensing and commercial negotiations (pricing, contracts, renewals)?
· Who are the technical owners (platform / Hugging Face org admins, infrastructure, pipelines)?
· Who provides governance & ethics oversight (e.g. AI ethics committee, donor working group)?
· Who are the implementation partners and what do they actually do?
· How are issues escalated (e.g. misuse, legal queries, data quality incidents, complaints)?
· How will handovers be managed if key people leave or change roles?

8. Policy, Ethics & Compliance
Guidance questions
· Which internal policies apply (data protection, IP, AI ethics, security, open access, safeguarding)?
· Which external frameworks are relevant (e.g. OECD AI principles, EU AI Act, funder AI guidelines, national data laws)?
· Is there any personal or sensitive data in scope? If yes, what is the lawful basis for processing and how is risk mitigated?
· How will you address bias, representation, and inclusion (e.g. gender, language, regional coverage) in the corpus and model outputs?
· What level of explainability is expected from AI systems using this content, and who is accountable for explanations to users?
· What human-in-the-loop controls exist for high-stakes use (e.g. agronomic recommendations under pest outbreaks)?
· How are complaints, harmful outputs, or misuse identified, reported, investigated and resolved?
· How will compliance be documented and evidenced for donors and regulators?

9. Supporting Documents
Guidance questions
· Which documents already exist that this DMAP depends on (policies, license templates, pricing calculators, SOPs)?
· Where are these documents stored, and how are they kept up to date?
· Which annexes would be most useful for partners to actually operationalize the DMAP (inventory, schema, SOPs, etc.)?
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